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Ay AL EANIE Sy AL I | Ay AL AN B R e TR =S N oS (PN K I BT R NG T i G SR L
EJLAN R . ATEEM A SO R GE (DFS) 2 i R A 1) K B A it B AR

(4) KRB RAZ T AR

REARIZH G ENKER . AR AMESER. BOBI . FEHLRSERRN H 23R s &
EH A AT AN RNE I R H TG B AR R . KBRS R 372 38 7 7% nl
W& 7 M HLAS 25 2 J7v5 S Gevt J7ik RREe N 48 T VAR 22 10 22 4ES0AE 0 B 77558, B REE RS iR
TG B S BT RTZ B8 oK .

(5) REEE v AL IR HOR

KB WAL TC R0 T 538 FH P B2 20 0t T XA S i e AR D fe . R ] P4 n] LLik
Bt B S Uiis, 1 P WS RSG5 IR, o n] DLAEECHE 20 b iR 4 B AL 20 T 17 45 SR Al — 2y
HES 14 )

1.5 KBS SR oy 2 5]

1.5.1 BEBESEBhEESHEEG

5 W JE o B N — KB R T T DG P $30F, AL D R R RR 2 L i A
FFEEAE LIl AR A o HBEOE 2 A HIRRIERK, KR o) L2 b in) Ja A 5 SEF PR
T
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JFOR 2 5006 A5 R A2 — 2 S IR S A, 5350 A St 2e 5 7oA P B il
WE, PR JF LA G OR AR A M A SR I SR D ARSI, tHAEWCSE AT, SFi& e
15 OB A LBESR i A R o e ) an D0 2 ], ARSI AT Bt 1, DR Z5GEE 72 2 6 PR 2
NS EA T B K o 5 5 R R 2 5 A 8 T DA I, PR 2 IR 2 FREAE PR 275 = H IR R A 2 T <
R LA JLTHIE, AT RS ¥, BESEE IRt imle AR 2k 7 il |13 o 2,
B Ry 7 asiin S E WO R, NIRRT Bean P wE A M E TR SR, 0 R A
S VAEEIE . BRI e, KEBER N B KB 3%8) T 425k,

IXAN SR W B CE RS A LR T, A RER B BRI s Pl 9 2000, 1 i L 9
2K IRBRTHE 1 H . I XMEHE AR OCEEE T LIS IR b, 2 AR 7 A ADoK
A AT E G D) RS HEHERS ,  IXAE A RE PR UER = 1 1 Th 2

1.5.2 BT EIER =4

ek A w] a2 GET JUH,  HARZTIMEE E L (CDC) & BT OR A . ArakiET
P EREHE G RHRZRE W P BRI TP k55 8D MG E S, kI
T e AR iz N

K CDC A& LG v G EA L AN IX PR 2 NG RJRTEE A R, — sk
IR 2247 o i Ul = R IR 4 [ 502 NECEAE P A 2 e A a2 st A e i R 5 1R i
T A&, JEIX BRSO A AT K FATTERRRIE A (s, UM e, B LA
(1) TAEJG TR 2 AE 2 3LAE B AT 7 1 b s AR R AT 3R I 3 X

a6 T B AR H] 1 AR TR LR Logistic [MIASQZR, ZN R 7 1 52 2% F 3t SRS 1) 1)
o AR H Ta] HLIR T RTINS %0 ), AR J DR AE T A a1 &k JOK, e A T LRI
RGBT AR ZAT A A A7 A7 A ) B e L

1.5.3 EFHTIZEH

EREIEHARGE A 2 1, il LT E . 2R WU H A2 [E ) I S U FR 4R 0
AL O 3, DG 3 5245 0% 8 1 4 A W U DA Z= sg W AR K. i AS A3 ot &4 e LA %5
i Js WRCAE B I FH P AT D R B L, AT D R Pl s b g A A it 1 el g, R E i BRI
S TIF o AL AS M2 el ity . I ACREL . T Mbie In55 IR1E g e MRS fie 2dls, TERai s+
R R = AR5 B G 2641 70, N = o A8 IS ARG T - Tz st i g = 2L 4t
AR B I B0ET .

2011 5 H, seEuEAE 7RI 4000 J) 56 & 106 Ak 4 Derwent Capital Markets, %7k
B H AR T AAS S IR b 34, ko Twitter IIEE N AKEGNTIZ G4, DNTH TR/ &
ot MENRT AUk A A KRS 100 F5 208 U7 vtttk 2 E W E B R M REHE L4, &
KIVEF AR R R A A A N e I o i o BRI H 2 AT o R 20 S ) 355 T 31y 45
TMETFFPIIHHGESR, A A R 100 FeE0E R 5] N REHE -1 11 2 1,
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1.5.4 RiIEEmAMETFa=s

AR, P R BT b 4d & A RE 2 PR IER S P ok (G E, X UE B R U,
1M XA SR F) CDR & 50 M AN B3R AL . DR, 3t R T P i B H 30 S e AR A, 1M
H T EHAT IR 0 s 90T, SR JE AR YR AL FR 45 e SO P AT A )6, g B ik 55361 15t &
LS AR . LR R NI R E s . R A T7 T AR R 2 — N K, ey
&5 KR4 7702 10E 284, (H2 SR A T IRATII ). A6t iX 4 R JAs = 1) 28
DU Tl S B ) PR o ZEMCA R i, O 3R R B0 A 0 R ABE 25 40 s A 1 B i 2 e 2
PE R B

F£ 48 10E 77 s H R AF A 1X 4K LRl R B AT BE T, 75 2K KEHEH R Hadoop KA v .
Hadoop A G MK JERZ A2 — Rl RS HDFS, ] LLff ple iy 5 5040 an T 17 it 1) n) 251
IO A4 MapReduce THRAESE YL T i ZAR W oH S a8 . eAh, #E T HDFS 2
) HBase 4341 2CEHE A TR B 5B M AN B FERR B AR i, B Bl omeE 17—
AN E AR — R 2R R B RBIRA AR B R S, A RGN IHMTS —HE, &0 UY
AR IR AR, LS5 SE PR B AL X BRI AW, BB An g4, 2EPrAH P
A MR A B s b0 B R H a2 A HE T 4.5PB MRS 7], /0 AiiE 300 Bk
e b, RERRARESAE 700 {25 EMd .

1.6 Hadoop #EARI 41

1.6.1 Hadoop % REA 5% #0kyz A IAR

Hadoop i ¥l & H a5+ 2002 ZE1#) Apache [1) Nutch Tl H . Nutch & —/M 5 Java SZHLR) 4825 |
%, EIEBIFHER A, FEPUHL Web 23l I Wi P A7 AME X Le b KK 20 3E - BJa Google 1 2003
FERE T R BARER LN RS (GFS, Google File System, & Google 221 & T 1fifiiff
R ZEAR T 15 F SCE 248 . 2004 4E Nutch 145 A\ Doug Cutting #4)j Google [f] GFS &3
SEBL T oA AL A7 Al 98 NDFS.

2004 £ Google X R E T — AR AR L MapReduce (— 204 N FEA RS, T RN AEEL
PEEEMIIFAT /0 Hriz 5 . 2005 4 Doug Cutting 3&T MapReduce [P A, 7F Nutch #2252 520) 1
ZIfE. 2006 5, Yahoo ¥4iF Doug Cutting Il %, Doug Cutting 4 NDFS H1 MapReduce T2 75 4
A Hadoop. 2008 4 1 H, Hadoop 1Ex\ )k Apache () TRZZI H, FFaA 2 AR Hopb 2 w48
2009 4, Yahoo 1 H 4000 1 5 [HLAF2 1T Hadoop, ~CFF) 5 REGEH Web 1 ZR 1477 . Facebook
[¥] Hadoop ML ERIZL TN, H AW H EZE, SCFRrH EREER I th ApLas s > . 8
F ) Hadoop RGUARNT &ML, HTArfiti T Ab T 31~ 5% 55 M A8 2 AH o< 4

Hadoop 022 | ASMVXT 2 (A7 ACEEA A i B, i 1R B xR, Bk T H E4E
(8 €L N2 SN = I S 55 N €7D LB Y TR
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1.6.2 Hadoop 455

Hadoop 7& — ™ Be g0 KRS AT 73 A CAC B LR S, F P wl BLEEAS T o0 A =
MG OL R I A AT R, FF 7870 MR O AT T SRR . e AT M

(1) fIRRAS: AT LIE I m AL a8 20 1) ik 25 a8 AR T R 79 e DL R AR ER 2500

(2) =y M SR TR A ST R T A SHAL .

(3) mRCF: Hadoop K H 45 Al sUA7 i R o3 A1 ok S ACEE W KR v, Tl 7y BB, 1
RO P e 71 B IRAT MmO B AT

(4) =n]5EPE: Hadoop € H ahHb4Ed E04E 00 200 =, IF HAEE S5 RIS HE H 2l Hh 555
EHUHEAES .

1.6.3 Hadoop BIERY%

FII%) Hadoop (4345 Hadoop v1.0 BLAE R Z R HICA) T2 Mz 0 A1 li: HDFS
H1 MapReduce. HHr, HDFS 73 A X 3CAF R 4G8 /2 Google GFS [P ¥iIA, MapReduce 73 A1 =0 it 5
HEZESZIE T HH Google RN Hi ) MapReduce it i 2L Z¢4E Hadoop F 11 U5 0
H, A58 KA OB A4 an FUHe Ot T S ECERIR 2 . X A5 F IM4S ZooKeeper (41
A P ARSS )  Hive (JLT Hadoop [EHE G 1T H) . HBase (SER /0 NEHEE)  Pig (B
e S AT ED) | Flume (HEXRET H) | Sqoop (Hadoop FISCREFIEAEF A FH TH) |
Mahout (Ei#aizZ4 TH) 35, W& 1-1 .

o ™

Ambari
(%4, HF. EEMEETLH)

\'-

4
\

I
\

i Hive Pig Mahout
i | (R ) ‘ (ﬁﬁﬁmﬂ)‘ l B I e
o~ ko) \ yV | / \ > = BK
R & 2
of BR | m
%ﬁg = | MapReduce | —
e & \ AR EHER) l Y
SFS ﬁ
HDFS R
(A HE RS %
& 1-1

2012 4 5 }1, Hadoop v2.0 WA K AR, HHpE E) 2840 /2 7E Hadoop - LoAlfF 3 T YARN,
YARN [ L2 A T HELE 5 2005 AR 70 &5, iU Hadoop v1.0 HH A K %, A
RO RIASGE [R] B SC ¥ 2 Mt SR ZE 11 ) @, %21t Hadoop 5 Google 1) KEHE-T 5 LS -
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Hadoop & — /PR H, /o VFZ A nl e HAESLILA R T 7 8990 IF H o A 1 R RAS .
Hadoop ki MV & AT e 4 (4L & il il LA Az OACHS . 38955 25 FHE . 3R IR EoR SCRFRNFF B2 AT 20 R
Hadoop “F& 58 VA ZFiDhfe. Wi LAl Hadoop ki Mk AATRRIFENEE T 24 Clouderas,
MapR fil Hortonworks, ‘EX1&4T11) Hadoop FiVHASHLHES Apache f1 X A FHEZE . Cloudera
T 2008 =50 55— Hadoop FiMAL AW, FFAE 2009 4E4EH 25— Hadoop Rk & ATHR .«

Cloudera #& Hadoop $Ms AN (KA v Fi i34, $40% 7y 55—~ Hadoop RNk & ATh
Ao LEZ A0 TR M oapkE HAT B 20085 B« EMRGE %15 Cloudera Manager JE7 25 211
H, FrENE W, 2 SRS KB E i 1 & - Cloudera Bk | feffk oA (A %0 & B
A2 DI REAE S B H PR B 1 R 3%, b on A 9% P S R Th e s sm A A o Ak i h@ (i 7E 4
NP Ar= 3851247 Hadoop P i ia4EDhie, WILEMIRINTI . K& BRI 5.

A FE RN AH =7 248 A PR UML) TaaS Ak 55 2 ZME4E T 3L T Hadoop ) PaaS zit
RS, AKX ) & s i AA 1 Hadoop IHLE .
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T Hadoop #5272 A, [NV 22 A vl ARHEH 12 H AR ) Hadoop, tHAA— 2870 ) %
Hadoop FF & 7“nh. & Hadoop A& RGeH, MALE K. F44 R & /A A /& Cloudera. 2008 i
S Cloudera i ¥ Hadoop FiH M AW, NAEAEMKAEIEME Hadoop [ RS FH MRt 7 5.
Cloudera MM ¥ 77 24345 Cloudera Hadoop 17 fit(Cloudera Distribution Hadoop, CDH ) .Cloudera
Manager (CM) . M4k, Cloudera fefft—rl g, FEM . LG b R E IS
A5, eARZIEEES, fOAam K  wEAR S T,

2.1 Cloudera T4\

AT %N, Hadoop A& — NI H, FrLAMR 2 A wlE XA 3Ea E kT rak Ak, 7€ Hadoop 4=
SRS, MBS M4 P e A 7 W2 Cloudera, H il Intel 4488k Cloudera 5 A [k 1%
%< . Cloudera )% P HIRZMA A, WEHMELLW T #E AW . eBay. FEMRGHE. 1 )JE%.

Cloudera #&fit—/0TH RN RIGH. PR REHSEE -5, 0] K 77 8 Hh & AR
() ANl Hp s 88 K 1K) 22 PP B AR IR B . ML A5G Cloudera 7= S I v 7 RALVR NS 38 I 5 R
Apache Hadoop A HAHKINH . #AEAN MR E 3, LR 20 1) 224 .

Cloudera $2&4 F 41 =5 Al TH .

(1) CDH: Cloudera 73/ I1) Apache Hadoop Al HAMAHIH BEEAASINH, 45 Impala Hl
Cloudera Search. CDH & $efit e 4 {r3 UL S VE AR RTARA o T 7 = ) B 1k o

(2) Cloudera Impala: —# MPP CRKIELIFATANEE) SQL 5%, HTFAZ B AER/MHr. &
EREGHTHRAZERE., BN rERMES BL iR GEM & . &) LL&E 2k B & AT
Hadoop ##s Cff, 45t MapReduce 1FEMVAE £ SCAs m#& 3 Hive F P18 SCF. K
n] LU L Cloudera Manager H & FL1HIE B Impala M HAR Hadoop Z14F, FFifiid Sentry #%ZAXAEZLY



$ 2= Cloudera XEIEFEESNE | 11

OrA H 2

(3) Cloudera Search: LU SZH U o] 2476 1 E s, BE R E 2] Hadoop DL HBase
2. Search $2fit / rSEH iR gl bEZRT|. &K ZEM Drill-Down C FHY) 1-FHT, BLA—
ME AR RNEE N, HFEE 2 NoSQL s daft kbt (Hife) BInfiH. 5825
A TEF- 5 Search /] T#E CDH W RGN I REM). AISEMARE R SE. IXFEIAN s A0k
btk et J= BB 55 ER B RS NIRRT, AT A A 55

(4) Cloudera Manager: —N& H F#0E . & HEANE CDH KEHE T & 11N T . Cloudera
Manager $#&fit Admin Console, 1X & —FJLT Web [P 5L, {75k Ede 5 21 01N 2 77 (8.
Cloudera Manager % T JI 2 All'Z 3¢ Hadoop HA4, &2 11 148 )L Bl WS I AR =71 sl =y ml H
(High Availability) . ‘E/i8f345 Cloudera Manager API, n] FIRIEUEAEZITIR S BLL AL E
Cloudera Manager-.

(5) Cloudera Navigator: JE{74 Hadoop f& (It &5 BN & 1) TH, "Bt & f e A
[P E . Cloudera Navigator 13 K IR 20 o v AN Zdfs DRI A8 A b GEWE s A2 7™ A 10 RV PR T 5738
FH RN o

2.2 Cloudera I} Hadoop % %1t CDH Fi4i

2.2.1 CDH #ti&

Cloudera &t | Hadoop [ & 4T CDH, #eW%+73 J7 {lith X} Hadoop SelFUE T 223, #E
MER . Wl 2-1 frzx, CDH 7& Cloudera &A1 F)— H 231 Hadoop RV RATHL, H
[HAMYAEE T Cloudera 7§ Hadoop, [RIE) CDH P40 & T #5285 F I6) 5 Zdis AL B 5 77 4ifs
HEZE, 11 Spark. Hive. HBase % .

CDH

BATCH ANALYTIC SEARCH MACHINE STREAM 3RD PARTY
PROCESSING SQL ENGINE LEARNING ~ PROCESSING APPS
w (Impala) (Cloudera Search)  (Spark, MapReduce, (Spark) (Partners)

WORKLOAD MANAGEMENT (varn)

STORAGE FOR ANY TYPE OF DATA
UNIFIED, ELASTIC, RESILIENT, SECURE (sentr)

(HBase)

DATA INTEGRATION (sqoop, Flume, NFS)

& 2-1
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iil2& Hadoop HFAENIEI, W] LLZEFE Cloudera Express HuthiiA . XAt & | CDH LI
Cloudera Manager #Z/.0oDhige, $4%E AR E )G, b BHaEEE . POMEHE. . 2
KT THHEST « 715h, Cloudera Express % 5 WA GHE 8271 U2 H & BRI ) - W 9% 1) Cloudera Enterprise
WA RIEHDIRE, WM EDER S Bl & MR MER R . 0 skBL B D L RS, X
T8 Cloudera Express N% .

2.2.2 CDH #10 Apache Hadoop * Ltk

Hadoop K 3R] /324 Apache Hadoop M5 =77 & 4T hix Hadoop. %5 L& 31 Hadoop HEHH & (11544
P SRR EYE LSS AR I BCE B, AR ZAE A Cloudera 22 1] ) 547 it CDH.
Apache Hadoop EX JA BRI E 0 9%, {H 2 I AFAETE 2 0] i

(1) WAEFHBORAL, AT HEM.

(2) AR B RO B %, W i AT S 'S REMACE I, nxdle—8T R L,
o as, BERICT.

(3) NHEERFM s sk, 75 B desf =7 I HAR A, s 4EXEE IR .

(4) 7£ Hadoop “EA&REH, A1Fmk£R{EH, tban Hive. Mahout. Sqoop. Flume. Spark.
Oozie 5%, T & KEFEHMABMEM NE, SFREKEMN T EG A, WIS 5 b 71 .

CDH Jfi A1) Hadoop [FILILE T

(1) F&TF Apache T, 100%TFE, FAE FRIE M .

(2) EHEME. 2t et L Apache Hadoop A T B 1) 18 5

(3) IBHEfAi L7, % Hadoop HERFIRAILE TR, 2MWr. WM. BUE T X5 ThhE, {554k
TARER =G i BT U, U3t .

(4) CDH #HE ek R SCAY . 1R 2 R 28wl IR F Z2 451 LS R b S H5 5%

2.3 Cloudera Manager K& E -G 44

2.3.1 Cloudera Manager LA FnE& (K 2244

Cloudera Manager (fajFX CM) 24 | FAESERFH1E1T Hadoop 35 K53 Ak BEAH < I ik 55 22
AR A A, BHERED FHL. Hadoop. Hive. Spark %5 Al 45 1) 22 25 il B 45 FRANL 1A K TR AL, o
't /& Hadoop R TI PN &k GBI F&, @il n] Lpd i E g 4 —> Hadoop 4, JFFxt
HEBEI T S R85 AT SR i 42

Cloudera Manager [1J#R 28R 411 2-2 P
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Clients

Admin
Console

L L g N

& 2-2

Cloudera Manager [#J#% (> s& Cloudera Manager Server, ‘B 4050411}

Server: #£& Admin Console Web Server Fo i FIA2 51548, € w5 K M. BLE. BIhfie
IR S0A BUE BB ATIR S0 B R

Agent: ZRAEFHE INLE, €A TEIAIFLitiZ, MEHRE, MELF kiE I &K
INF LT, Agent 53 15 #% Cloudera Manager Server & i —ARKAENMUZ 5. 122, H T
YR PR, EIRAETSRSGIE, X Agent 45 1EAMUZ 5, EAEBATITAHEITIK
N

Management Service: #ATEAT Wiz, REFIRE T he e —4 A 9IRS

Database: AFfikfie & Ao i 4513 8.

Cloudera Repository: =] 4% Cloudera Manager 4-Bt49 3K 14649 & 4% & (repo B ) .

Client: AT 5IRFHFHATR AT,

Admin Console: &3¥ i d54 4.

API:  Cloudera /= &4 FF & 694514, P 4£ Cloudera Manager iy _E 4246934 8, 18 it API
FRT VAT AR F) A6 TAF, X3k API #RZ A74£49 REST APL, FFA AR AEA APl H Z T4
g & L #9 Cloudera Manager 5 Jf) 42 /7,

Cloudera Management Service A {F2h— 24 1 (0 Sl 25 Fi e B T e

Activity Monitor: #5&H KR FHE4T7% 2h 6913 4.

Host Monitor: 4X&EA X T AEEATRIAATE #7435 &,

Service Monitor: A KR G092 4T KA 48477 s,

Event Server: JREZAAH6) S4F R A T ERAILE.

Alert Publisher : 4452 KA 69 T4 mARBEEIR.

Reports Manager: A s ERIRE, RAUA P P 2069 B ROGFEEAE 5. Ak 10 7 LA,
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2.3.2 Cloudera Manager BYE &% 10 I Rt

Cloudera Manager {E4 Hadoop KEE-1-& MR T, #esA ot B - 325 5 i d
Hadoop. ‘EMIZEARZLIHED NI RS, FHEIDGE. WEDIRe. 2 WD) g faE il fe.
Cloudera Manager & fiE[F)E LD HELN -

(1) k= HIEEE T . CM $2{t 95K 1) Hadoop ZEFEHSEHE /1, Hewglt =1 A3 ilE
Tl %% Hadoop BB A RN INTE L2360 a2 T E A EM i M tiX =28, KK
45 %% 1 Hadoop )2 8], BRI T Hadoop [F)2deid 4.

(2) WAL ZEECE DI RE: Hadoop W& VF 2 411E, ANEIALFARE 5 25 Fh & 7F 1 XML A
WA CM 51 GUI ] AL Z 200 & DhRe, wl&l 2-3 P, fe H 3hil & 2R 1T £

HDFS (Cluster1)  #fF~ Er d}i.lﬁj

%“H REFE &4 BEEE Sa8itza 8 NameNode Web Ul thikGsiE ~

T

X iRENAR  AMAedE {

2 MRIERE
» NameNode and SecondaryNameNode have different heapsizes
e FHER 11 EBEES

3] R = VEA
b BRI WA FRAEER B 1X AR NG B 5 2 (A A S bR, R
b gar fonilt fs.trash.interval NS S B R, B
e Trash checkpointing is on BETHAE BB 0
b DataNode Default Group

(3) HEESEIGAE VLA 2l P RCE S 2 S 8EA m8n, CM &4 A RIS,
B H PSS E S, WK 2-4 s,

RE FastkanE EXERD - Fesies

v Cluster 1
“® Hive: Spark Executor Cores
1/ 4 BiNARIME

“© HiveServer2 (node0): Spark Executor Cores
1/0F 4 BilMm/ME

# ZooKeeper: Service zookeeper has 1 Server. Cloudera suggests at least 3 Servers for ZooKeeper
8 HDFS: Service hdfs has 2 DataNodes. Cloudera suggests at least 3 DataNodes for HDFS.
B8 HDFS: NameNode and SecondaryNameNode have different heapsizes

B HDFS: Java Heap Size of NameNode in Bytes
Java Heap Size of NameMode in Bytes is recommended to be at least 1GB for every million HDFS blocks. Suggested minimum value; 4294967296

& nodel: Memory Overcommit Validation Threshold
4 node0 LMNFHREIE E. ERNFHACHE 7.3GiB4FT , (B RAM ':"ﬁ 7.3GB4FW (AP 1.5GiB MFHERMES REMEMM)
I RE LN FRERF. ENCETZH LA EIHEERTFHACH. WEE : Java RAHEA/IEEL 1.3 FTREE) JYM FHH

v HAth,

[8 Cloudera Management Service: Java Heap Size of Service Monitor in Bytes
EFNHAR/NA 1.0GIBFT , XTACE 768.0MiB

&l 24
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(4) = HECE: CM X4 HA #58, W NameNode & r] HALLET CM 1)
Web & 5L, ¥R T 5 HDFS HA, 0 2-5 Fros.

cloudera MANAGER

TRCHE

NameNode 34,

JournalNode F#]

ja B HDFS i) High Availability

node0 (Z5%7)

node1

PAEEN

HEANEWTERE S S NameNode H{AEE 4 A& 89425 _E 4 &% JournalNode

=L EROET S JournalNode

& 2-5

(5) PUPRFFFE: $RALAS R 8 BAPE, tean e P i) Cloudera Manager (1 5 [ B,
P AR 5540 N 1) S A5 S R E e T AR AN el - i 2-6 B

E

RE

Cluster 1

=
£ Flume
4 HBase

@ HDFS

@ Hive

Fr R 1=tk [a) £

cloudera MANAGER

Jon e
Ao B P v

etk ~ Tl -
A B2

.+~

&5 % Pinfca URL

L

m

Cloudera Manager #{It[F) =T aell

& 2-6

(1) 55 eE: BERSNEGZMEFRERE R, s E SRR KRG E1T
TR, WE 2-7 s, iR TR Z2A B (Bad) , WIARSS 5l A 15 RPIR S B2
AR (Bad) . WRAEALZITRONR 2 TAERSE (Concerning, AL —IZAR (Bad) ) ,
1) £ €0, 5% 3 AR 55 FPR I it e AE AE B B (Concerning) , 1 H. R G2 6 FE 51 NVAZK U AT 34 H 2

B ] 2-8 o

iy Lk
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E T

e o

RE FEEFRReECl =sPXD - AEsiee

o ClUStEF 1 CDH 5.13.1, Parcel -

Q@ =X

HBase 0?2 -

& HDFS O > 2 v
°o T o=y concerning .
o~y 9000 -

® Y Impala £5 o

2-7

O HBase (ciuster1) -~

RE xf EE &< JXIRSE BRE RFATEE X Web Ul ~

o —

BTN —— 6l R AR A 22

@ RegionServer iZ{TIE R
iZ{TE 4789 RegionServer: 2, {Z7EF2%AY RegionServer: 0, RegionServer
B 3, BITRIF: 66.67%, BITRIFAFERE: 66.67%. RFEIE:
90.00%.,

@ HBase Master iIZ{THRN
Master ;L2 : ip-172-31-24-169.ap-southeast-1.compute.internal (2] F1%:
E&ah, BTIAR: BEF) ,ip-172-31-16-68.ap-southeast-
1.compute.internal (BJFE: &M, TR BIF) ,ip-172-31-21-83.ap-
southeast-1.compute.internal (FJH: &8, ETR: BYF)

] 2-8

(2) ML REREENITE EINE KGR, BTN ERERRAE. EHL st
MO EE, Wil 2-9 P, AMEERPraREE ISR, 1 Hagdt—5 Yon i FEHER
BEFRPR PRI P

Etatus Name ¢ |IP Roles Commission State Last Heartbeat Load Average Disk Usage Physical Me
® node0 10.10.75100 % 18Role(s) Commissioned 476sago 0.89 1.28 1.38 26GIB/2156GB _ 5.7GiB/7
® node 10.10.75101 % 5Role(s) Commissioned 6.89sago 0.00 0.00 0.00 206i8/215.6GiIB _ 1.2GIB/5
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(3) AT A% CM &4 7 MR AE R KB /IR LR sh, A7 2907 IEEFRAT I
54T A, @A UaAECRE B E D g8,

(4) FEiGs): mEF R LLER S, Rave o al LB RV HE L kS FHL. R
FETBE B IE S

(5) 4R WAL E CM n] L4 B3~ A&, JRi i -7 mE SNMP [F)1H1S
B R EFRAEED .

(6) HEMFE: U d — DM EEE MK E RSN HESH, 37 H Cloudera
Manager RJ DURFISCEE 21 1) Py 50 428 2030 ge vk A2 ik

Cloudera Manager $2 {1t [F)iZ Wi DhHELN T -

(1) FAIHMEIRSZ K. CM SXTEEREH 21T AR &5 2T FHHHPE s AT R, DL ) X 2
AR ZSHPRS T IER . R E RENEMN, Mot iTEE, A8 T8 E it H P BRIk S AEAEN
)@, b 2-10 Frs.

HDFS j[ & BRES 30 3 8F 1 /N
AAEpE S i 5.2 TFNH/4102 TFEH HDFS &1
1Z TR LK
- 307M ... 496 =i 4106
@ 6 ME{TRIFRIA
# DataNodes P & EPMFEY
R4 2 AR
AP E TS : 3 HOFS REAR T EREFR 2 _-re \/\
Ib/s
REHE |
- H . Datal 11
ancer 'IIH.F.I l_,"?".
Balancer MO E £ DataNodes F & BEAMFEY
DataNode @ 2 TR
Eh/s
NameNode @1 MEITRIARY

SecondaryNameNode @1 MEiTKiXELT 0.5b/'s

Kl 2-10

(2) HEREIRR: AT KRHENER, CM 4t T HEMWED R, feigdid g —
PSR EEEFP S, SRS HE, JFHRBRTEH S200EA R FHE TR R, W
& 2-11 iz e

(3) RGMEREMEHRE: CM mer~ ARGtk HIRE, BRENT CPU fHZER, A
R CPUAE A HAUEREN) CPU A R 354 Ik e &k, X F Hadoop #4501 RE TR 1R
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E|:i:
TR
BE ﬂﬂg.&ﬂ 30 4+¢b 1 /)
» EFR  EWH BEBEES | INFO ME
F—25 EIERNES 2, §
4 BESHN KE i AR
node0 INFO 201859 3HMy 955514  Server Auth successful for hbase (auth:SIMPLE)
SRRt
node0 INFO 20185F9H 30K 95514 Server Connection from 18.18.75.180 port: 5824]
/jenkins/workspace/generic-package-rhel
“jenkins" date: "Fri Aug 18 14:18:19 PD
HERAEXH 2
noded INFO 201849 H3HM 9155514+ metastore Trying to connect to metastore with URI
+|-1rn !. __:h‘-l-l'_).I|
noded INFO 201859H 30 9555147 metastore Opened a connection to metastore, curre
WHEHELM 2

& 2-11
Cloudera Manager $2{It [P 2L I RELN T

(1) ZARE: N 17 J7E Hadoop KA 15 55 S0 ANIE RSt 1 AD. LDAP ZE[AL L,
CM H 75 76 7t 11 E S &R Al 58 il

(2) Cloudera Manager API: Jf i Cloudera Manager API, H84% /7 HLK CM A2 Ik i
B RAGER.

(3) SNMP 4 jk: CM 4Rt 777 {H1) SNMP & pkhe Jy, HERRMACE, A SNMP
BEATHE G IF HARF S b i 5 T8 A AT e

2.3.3 Cloudera Manager HJ52R I &E

Cloudera manager [1'] 5 Z% D e (£ % 9% [1) Express WA H 2 AN G

(1) BAED) T2 : Hadoop WATHZ M bug B, ME Mk 55 FIESE. CM 21 iR
BT M1 Thiie, SCFF Hadoop ~F- 5 bAT TH I 4k 2 0t o ik 55 DL N H

(2) ZHPCATER]: ARATBAR AT BICE B SOFIRFFZ )5, Cloudera Manager 23 %] 4L B A 1%
—MRA . Cloudera Manager S FF&EF 1 LACE, FFRERIRBIAFIRAS, MIAERKE . &2
T SR T Rl SEAR SR AT I TR

(3) % MK &% BDR: Cloudera 2 Hadoop ~V- G2t I — ) 25 FI K & il v s
. BDR WK & T ZH10E T EEMTNEE, CM Jh BDR $24L 75220 B 7 FLfn, SEEL A AL ) Edis
#A5 KR .

(4) FHasvt: Cloudera Navigator [1) & v I HE ST T 2048 ) & tHATY5 ) .

(5) e8RS 5 H Kerberos £ A AT 2 AN UEEE B, U0 S R ok A 515 5504 122 A1 A0 5
A 55347 P AGIE -
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2.4 Cloudera ‘FEZH AN

J B8 Cloudera B 77 FHt, XHE TN 245 H Cloudera KEHE V- & 25 B2 S,

2.4.1 Cloudera B {HEK R 4544

Cloudera WJHIHARETHH U F RGuE-EME -, Bafrta, SHEEH, AHE5E, 24,
e, THAPELL LVin B fih, —SOCHA MG B Wk 2-1 P,

< 2-1 Cloudera —£cBAHNABEER

ERES ‘B EHEAR TERe

ARG EEMER | Cloudera Manager Cloudera Manager server Cloudera Manager Agent

Host monitor

Service monitor

Reports manager

Event server

B A1 HDFS NameNode DataNode
SecondaryNameNode
JournalNode
FailoberController
HBase HBase Master RegionServer
VAQ I EgL L YARN ResourceManager NodeManager
Job HistoryServer
MbEE G Spark History Server
Impala Impala Catalog Server Impala Daemon

Impala StateStore

Search Solr Server
7o, BAREH | Sentry Sentry Server
Cloudera navigator Navigator keyTrustee

Navigator Metadata Server

Nagivator Audit Server

AR TR ENES Hive Hive Metastore

Hive Server2

242 HEFEEMXECE

SERE R S5 a2 M RORTHIAESS 0 A B RO AR R AN R B IRECE S AR
BT, LTSRS S MO At Jm . iRk s R AN E, S AECE
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WA X

(1) SERACTEAR S 4E0E . TR R A, Hadoop SEWJRALFEXT AT SN FER CPU
2ok, JETF Spark Streaming [F)URACFRVE B B0l AT SR EE M EE K, fE S
K 2-12,

BEY S THEHK

AR FER Intel® £ oRALTESS, P[IEH E5-  FUEE IntelP EIRALTERS, nliEH E5-
2630 AbFE 3% 2660 AbFE A%

A 6 #/cpu (EREM[IEH 8 B /CPu), 6 Bz/cpu (BEA[iZH 8 ¥ /cPu), *
F 4 2.3GHz 8L | #il 2.0GHz 8¢ L) |

P 128GB ECC DDR3 128GB ECC DDR3

i 2 4~ 2TB ] SAS f# it (3.5 1), 4-12 /> 4TB 1) SAS f## (3.5 ),
7200RPM, RAID1 7200RPM, AN H RAID

P &% £/ 1GbE KM O, HEFEME  FAMHA 16bE ARKME O, HFEMFH
F O s . yr{SEi T3
AUANMOSRESIRMEST TR OSRESRAEERF
. o

W R 1U & 2u 1U 8 2v

AN a8 OFIRZEHHL, ERLTIE, TS

EEXB|H. 4 O SPP+ TR NEA LA EIL, —BHT s0 97 Gl E XS

(A[i%)

&l 2-12

(2) TEL MM SS S B AEA k45— B JE T Impala 55 MPP SQL 5%, B4 SQL if
BN NFREEAR LR, PIFERE 128GB L2 E X HNFF. B2 MRl K 2-13 Fios.

FHY R THEHRK

b Ep 3R P Intel® ERACTERE, TR ES-  PIEE IntelPEIRACFERS, WiEH ES-
2630 4bFE R 2650 ibyE a4

REE 6 #/cPu (ElEA[iLH 8 #/cPu), 6 E/cPu (EETIEH 8 E/cPu), F
F 4 2.3GHz 5L LA | 1 2.0GHz LA |

N 128GB ECC DDR3 128GB -256GB ECC DDR3

T 2 /> 27B ] SAS W #t (3.5 +F), 12 /> 4TB Y SAS i if (3.5 +)),
7200RPM, RAID1 7200RPM, AN#H RAID

P % F/OFAN 16bE LARME O, #HEMFE  F/OPA 16bE LK E O, HEFEEH
R 9% O $E s ik . p B T=0 3
Al AN DR RS REE ST ATUAIMNOSRESIROtE &
/o g o

R~ 1U 8 2U 2U

BAZ#H 48 OTIRZZHNL, FERETIR, IS

REXZH|HL 4 O SPP+ HIRFAELAZIPL, —MH T 50 11 ALl E IS REE

(A]i%)

&l 2-13

(3) ZAPLHERE: A7l 5 5 BT R RSO TP AR5, SR P35 7
PORRIRA, LA BB SATA TEAL, W2 MRARI 2R k. TEAHLRIA B 2-14
BT
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BEYA THEHR
AL 2R PR Intel® ZoAbE A%, WEH E5- ARG Intel®*ZEiaAb#E 4%, AlEH ES-
2630 AbFE 4% 2660 AbFE 3%
W 6 t%/CPU (B MIikH 8 #%/CPU), 6 t%/CPU (B AJiEH 8 #%/CPU), *E
45 2.3GHz S LA #il 2.0GHz B¢ LA F
N 128GB ECC DDR3 48GB ECC DDR3
Ty 2 /™ 2TB 1) SAS @ # (3.5 ), 12-16 4™ 6TB [ SATA f#% (3.5 ),
7200RPM, RAID1 7200RPM, AN#FJ RAID
P £ Z/OPA 1GbE LUK H O, #EFEE  F/OPA 1GbE LUK e O, HEFEEH
25 A NE = YO EHEaE.
A AP O g B S IRAEE SN AT N OERE SR 5
R o T .
BE A R~ 1U 8L 2U 2V BY 3U
BAZEN 48 OTIRAZHL, ZRK4ETIK, olHES
EAXEN 4 O SFP+ IR Z AW, —MT 50 ¥ 5 bLE KHE4ER
2-14
2.4.3 Hadoop &8t IE
Hadoop K Edis T &R O RIFRWIE 2-15 P, 5 0E 55 U RIX LB FR .
HMS MetaStore
Hs2 HiveServer2
G Gateway
m NodeManager
s Job History Server . Spark Worker
___ History Server
m HBase Master
m Hue Server
“ RegunSewer
"W Rest Server Qozie Server
Thri
NN CatclogServer e e pgert
25 Impala StateStore
m Zookeeper Server
“ Impala Daemon
Cluudera Manager “ {oumalNode,
Manager Service FailoverController
2-15
(1) #BEPIREER BT h T3 TEWS, ZRTERNEEAIEERE T, ARESH
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T2 S ET . afLIEE i — HBase MIAERY, ] LAFEE I — 0 8El, 7% YARN,
Impala. {E/NBEERET, S T RACF H SR AR Gy, R AR LR
W 2-16 Prac. XA RE L AN DL BT ROKRSCRE HA Dhiel), S ol — 4 LR sinl LA
ARIX LS th, JFaf CLE] B — e A T H A e OXEE T M ORSEREA T 2080 , HR
IR PLEEE Al LA A

3 I 2= A8
N |
K =3
s e
o 5 m *E':':': il
ERISSINEAREAY EUUSITECOTN Iy
FH A FHA
e
“ HMS Hs2
= KR
m
. &3 3
LER/MAET R TR

K 2-16

(2) AT — SR, A KAE 20~200, 0% KEAREM T LI RIE]L E K
A, EHT AP RS EAR T G ml R ML 4538 T 1 5 T & 1 A & R FLRE v LLIE
i, A DUMAEFEY S WA, TRAY AR TR Sk, i 2-17 Fras.

oD o3 I o &
B B B K 23
B 2 B M 1S T
M ﬂ g - Ics |
A T 4
-0 e o |
3 = D
E3 E3 W
BEWN TR A TAEH
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B HET %3 Cloudera Manager. Cloudera Management Service. 1 /5 [ %2%% CDH k45 DA
K HA A, T H 5355 HiveServer2. Hue Server. Oozie Server. Flume Agent. Sqoop Client.
Gateway. L AET iU F)H0 & FI NI L

(3) KRR A =R 200 UL B, A= LLZ)LA RS (TB) H 22ty
(PB) g, EHTFREANLIEE AR BT 5, Wk 2-18 Prox.

iXH# HDFS JournalNode tH 3 Mg 03] 5 4>, ZooKeeper Server il HBase Master 15 Hi 3 /M5 i1
#| 5/, Hive Metastore [FIECE H 1 NEME] 3 4. AP EELTERAIEL, FE W77 A ZEA K,
F B L8y non] H PR B 0.

“w o e TR T K
G G £ v || R
B B e
Ton ] - NS 3
A B EWA WA EWA
3 3 " £
m 3 =
= 3 ,
B T A T

&l 2-18

2.4.4 MR FN

AT A NRB R B B4 rack ARRE, BT AR G#RES B R RN RSB &
NJEACHNUEC B A HES 1720, BN TR IFIEIN 1A S A . B i1 A R R G B 2 6k
E IR, DHEAP SN AXFEE AT, BRARZEILEE 7RG RNA G,

EZ PRI HERLT, BR T ENZAZEL, 7 ERG 2L, T IERSENRA M
BL, HTT# rack R 77

ENLRE B EC A Ry, O T RN R AHHL A b R BRI T, &2 —2mal i
O REDIARINEANRZ BN T GEEZARPENZZ T, MAZAEKPE rack T,
REZBHE, 2P AR rack FRPLEF AN BIAE RN ZZHEALT) o —4> 80 M1 N4
B E Bl n 1 2-19 B
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HM/ZK i Ei HM/ ZK HM/ZK

HS2/HMS, MySQL i ] i HS2/ HMS HSR/HMS, MySQlL ﬂi
™M/ QUM 1 14 NN/RM/QIM ﬁ NN/RM/QIM 41 -’!- -ﬂ

&l 2-19



Cloudera Manager (CM) ;2 Cloudera 2 vl $2 L1 R Z A 4144 H 2 3 & Al = & ¥ L H . CDH
¢ Cloudera /A 7] ft Apache Hadoop £ X i ¥ ARt AR 1 fi sk Ab ) 26 1 KEds~F 5 - Apache Hadoop
AR S5 A E AR F i, & 2T shgmBaCE SO FEUOB . MR #2455 . Cloudera Manager
UL GUI )77 2V B Cloudera Hadoop 26 1F, FFefitn) 3 2N 23 P 3%

3.1  LFERIMYERT TIE

Cloudera KEHE T & BRUCK HAEL Ao 2517720, X4 ANREZE £ B R Bl Y £ AN 11
Pk TAME, 1R 22 i T 2% 0] 8 3 803 kW Fr LLX B IRATT K H B £ %3¢ Cloudera
Hadoop S 1771

Fhrds A R AR 3-1 Pz

=31 B4R IE Cloudera Hadoop ERFFTE4R45IF%

NG FAFR

Linux #1F R&4¢ CentOS-6.5-x86 64.1SO

sftp U440 Winscp-5.9.2-Setup.exe

CDH (Cloudera 22 ®] 1] Hadoop & AT H) CDH-5.11.2-1.¢dh5.11.2.p0.4-¢l6.parcel
Cloudera Manager cloudera-manager-el6-cm5.11.2 x86 64.tar.gz
JDK1.7 oracle-j2sdk1.7-x86 64.rpm

MySQL Hffa MySQL 5.6.35

MySQL [1] JDBC LKz mysql-connector-java-5.1.42-bin.jar

{F & CDH k. Apache Hadoop X AEAFIF 4k 5 i, 4 S35 55 0B N FER /D, IR 2 5 S35 es
R R 55 o G B Lk o IR0 ARt ks =779 70 8GB BLEI A AT 0 BC SGB



26 | Cloudera Hadoop A#IEIFELiKIER

WAF.
ARG & 1) Hadoop AR 2 =10 2511 CDH 25, node0 /2 F 17 55, nodel Fll node2 /&M
R, BRI RRTHI A B 322 PR, RO A E AR S TR HIA

* 32 HEPHTHRKENAER

P ik EHZ Hadoop &£ HY M 217 AR

10.10.75.100 node0 NameNode. DataNode (HDFS SEH#¥[FI#itR)
ResourceManager (YARN {400 f1 (1)
HMaster (HBase [ ()

JobHistory Server (MapReduce (1] /7 2RSS 4 €7
Hive Metastore Server (Hive []ff{f)
10.10.75.101 nodel DataNode (HDFS R 7)
RegionServer (HBase 1A ()
SecondaryNameNode (HDFS #8144 {7)
NodeManager (YARN HEZL[KIF (7))
10.10.75.102 node2 DataNode (HDFS 81 #i(7)
RegionServer (HBase [1Jfi{f1)
NodeManager (YARN [1J/i{f)

(1) R FURAT
Cloudera Manager [1J71 i |23tk 4 http://archive-primary.cloudera.com/cm5/cm/5/, 719 5i[1) Linux
FEAER G E Centos 6.5, CM MUAIEFER) A 5.11.2, P LLIEFE cloudera-manager-el6-cm5.11.2_x86 64,
tar.gz, WK 3-1 Fi7n. Hadoop 44 ARGt 21 A AAHAR /&8 1 Cloudera Manager 4t — & FEFI %
e o

e T

G & http://archive-primary.cloudera.com/cm5/cm/5/

| & Index of fem5/cm/5 [ T @
MR RE|E =ZFENV) WE=ER) IR E#ENH)

75 A ImpalaflHive®I=E (.. hope can you at phone...

L=

[&] awsanfEIBsLEddosiE ...

s

— iy M

ﬂ cloudera-manager-el6-cm> 9.3 x86 64 tar gz 2017-07-13 09:33 55'M
ﬂ cloudera-manager-el6-cm5.10.0 x86 64 .tar oz 2017-01-25 20:42 615M
ﬂ cloudera-manager-el6-cm5.10.1 x86 64 tar oz 2017-03-28 13:08 617M
ﬂ cloudera-manager-el6-cm5.10.2 x86 64 tar oz 2017-06-27 19:07 606 M
ﬂ cloudera-manager-el6-cm>5.11.0 x86 64 .tar oz 2017-04-26 00:25 665M
ﬂ cloudera-manager-el6-cm5.11.1 x86 64 tar oz 2017-06-06 11:25 713M
ﬂ cloudera-manager-el6-cm5.11.2 x86 64 tar oz 2017-08-17 13:11 702M
& 3-1

CDH (Cloudera 1] Hadoop & 17T 41 J5iff) b/ http://archive-primary.cloudera.com/cdh5/
parcels/, IXHEFE 5.11.2 A, T#[F) CDH %354 —w M CM GULAES. CDH #%4-4L.parcel
i, MATE4Emal, XHEEFE =13 (H4H5 manifest.json) , 57T 520K T % .shal
SR 2R R sha, WA 3-2 iR
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e 2 http://archive-primary.cloudera.com/cdh5/parcels/5.11.2.4/

F

2 Index of fedhS/parcels/s... L |-
MR w®EE EENV) el IEM EEIH)

95 \A ImpalafHvefI%E (3. hope can you at phone... awsifFISLEddosIiE ...

Index of /cdhS/parcels/5.11.2.4

Name Last modified Size Description

a Parent Directory

z CDH-5.11.2-1.cdh5.11.2 p0.4-el5 parcel 2017-08-22 19:57 1.4G
E CDH-5.11.2-1.c¢dh5.11.2 p0.4-el5 parcel shal 2017-08-22 19:57 41
z CDH-5.11.2-1.cdh5.11.2 p0.4-el6 parcel 2017-08-22 19:55 1.4G
E CDH-5.11.2-1.cdh5.11.2 p0.4-el6 parcel shal 2017-08-22 19:55 41
z CDH-5.11.2-1.cdh5.11.2.p0.4-el7 parcel 2017-08-22 19:56 1.5G
z CDH-5.11.2-1.cdh5.11.2 p0.4-el7 parcel shal 2017-08-22 19:56 41
|?| manifest json 2017-08-22 19:57 71K

& 3-2

¥ R4 CDH. CM. mysql 5.6 rpm 3. mysql jdbc %Xz, Oracle Java SDK 1.7 FALFIRESE T

WRMLEE E/opt Hax b, 3R iANT BN BRI R8O 1, SEEL T S8 wdi
(2) %% Oracle 1.7 JDK

CDH [izAT {8 IDK [FZAT I ES . T DALE %234 CDH Z i — & B2 % %% Oracle 1.7 JDK. it
rpm -qa | grep jdk 2 KM RG LT D& L3 HAT Y openjdk 1) RPM &, W A, iEfEH rpm -e
--nodeps U EIE, RJS5MEH] rpm -ivh /opt/oracle-j2sdk1.7-x86 64.rpm i 2K % 3% Oracle 1.7 JDK
[*) RPM 11
I EALAHE B vi Jete/profile, HIIEL B W%

export JAVA HOME=/usr/java/jdkl.7.0 67-cloudera

export PATH=.:SJAVA HOME/bin:$PATH
export CLASSPATH=.:$JAVA HOME/lib/dt.jar:$JAVA HOME/lib/tools.jar

CRAFEFFIE Y vi gi%E J5, AT source /ete/profile 12 %Y.

(3) KM SELinux

SELinux /&M% 1 R4, ©aedSlilfe s KUy R e SXrf, (HREZ SO0 FRATIE 2 220
HOCH, BIAEA TIPS, H SELinux 2 SR 3enl & M E K. Frg
TS ARG SELinux,  JEIIE L gedit /ete/selinux/config T [f) SELINUX=disabled (/)5 /KA
RO 58

(4) WE FHL hosts A, HEERGZEL, RUIPKhE, FEHIEWIRIL, %5 swap FISCEA]
Wi, %% Oracle IDK, ¥ iN3fiEss & .

Z A0 B hosts SCIF, AR I RE— S LA AP 22 BC A S A Bra HLas 1) IP A =LA ARG hY,
KFHR. WL vi 5%, Yt /etc/hosts WAL -

® 10.10.75.100 node0

® 10.10.75.101 nodel
® 10.10.75.102 node2
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(5) K HIB k4G

FAVEFE RN, B LA HE, WSS S A, HEA AN R K s
TG DRI 2R B KBk M), A F 240 T
service iptables stop

service iptables off
chkconfig iptables off

(6) ¥ Linux R SH

1204 swappiness=0, i KMREMEHIFENTE, RJGA L swap &M IX, g2l F:
echo 0 >/proc/sys/vm/swappiness
echo "vm.swappiness=0" >> /etc/sysctl.conf

echo "echo 0 > /proc/sys/vm/swappiness" >>/etc/rc.d/rc.local
cat /proc/sys/vm/swappiness

A hugepage i% W] K 0L, R4 & n] fig<s ol CPU A H i & ) o) . BHX NS HKE A nerver,
N T RUEE A AR, S S B /ete/relocal F, Ul R

echo "echo never > /sys/kernel/mm/transparent hugepage/enabled"

>>/etc/rc.d/rc.local
echo "echo never > /sys/kernel/mm/redhat transparent hugepage/defrag”
>>/etc/rc.d/rc.local

&M Linux f X SCAA0 R ED CERIA Linux i A SCHEAMIECE 1024) , 720 F -

echo "* soft nofile 128000" >> /etc/security/limits.conf

echo "* hard nofile 128000" >> /etc/security/limits.conf

echo "* soft nproc 128000" >> /etc/security/limits.conf

echo "* hard nproc 128000" >> /etc/security/limits.conf

sed -1 's/1024/unlimited/' /etc/security/limits.d/90-nproc.conf
ulimit -SHn 128000

ulimit -SHu 128000

(7) BCE W [E] R

fEPT A B2 %é CDH MBI & 75 2R B R — N BP [RE IRSs . Wi RIRATH NTP (8] [/ 45,
AP T B AR — & ey LT NTP % P i Ac & . WEREAH, AR H A — & FHUEN NTP
I 18] [7) 20 A 55 4%, XTIX & EALREAT NTP RS54l B . HAh Ak 5545 KR 251X & A 55 A ) I Bl (22
NTP i & A ete/ntp.conf, 5 [R) 4L H I 8] [F]28 A 55 4% 1P Hihk)

K T ol # & NTP W Al [/ 2 fk 55 & , Al Z W AEE MW % X E
http://blog.51cto.com/lihuansong/2172270.

(8) SSH M # it 5x

AT AEVCE SSH w5 ? HIRE/EHJH Hadoop MBS ik 75 22 Z X i A\ yes Al root &
i, KRB AGEA SN, 18V 2 SEH R Sk K D HE .

XT AR R % 1 B A AR TR A, HUCERNE R A 1 e RE S LS EECE A 0 G
%, RERH RGPS R AN AE IS Kb — & EHLK authorized keys Y, FRRFIXEH
Hlas P IhE S L 2P0 authorized keys MCPFAGE BIHEHFH P AR SS 4, IXFESEREH RS R
% 2L A g RS2 A0 T, SRFIEME S S LA AR Al LLSEIR %6 5k . KT U EC & SSH
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T B G R, N2 AEE P % S E http://blog.5 1 cto.com/lihuansong/2172326.
(9) 234 HTTP k%5
CM [ BLFHZ Web Vs 07720, AEW R B3I A3 HTTP fiiss, il |-

yum install httpd
chkconfig httpd on
service httpd start

(10) %% MySQL 35 )%

CM ot & LAt e 2 2 . CM SZFF MySQL. PostgreSQL. Oracle S5 %, %
FATAEH MySQL 48 B2 (MySQL [FRAEBCH 5.6 LLED o KT 223 MySQL, #] Z[54F:
 1H % CEL http://blog.51cto.com/lihuansong/2172326.

Z4f MySQL, £ MySQL % F Ui AT 752 mysql -uroot -p, A1, £ MySQL a1 & AH
REAEE, 2 k.

create database oozie DEFAULT CHARSET utf8 COLLATE utf8 general ci;
create database hive DEFAULT CHARSET utf8 COLLATE utf8 general ci;
create database sentry DEFAULT CHARSET utf8 COLLATE utf8 general ci;
create database scm DEFAULT CHARSET utf8 COLLATE utf8 general ci;
create database monitor DEFAULT CHARSET utf8 COLLATE utf8 general ci;
create database metastore DEFAULT CHARSET utf8 COLLATE utf8 general ci;
create database amon DEFAULT CHARSET utf8 COLLATE utf8 general ci;

(11) fEFETT 5 node0 _EH#AE, i CM, #E& Parcels
FEAEa 2 b

tar xzvf /opt/cloudera-manager-elé6-cm5.11.2 x86 64.tar.gz -C /opt

cp /opt/CDH-5.11.2-1.cdh5.11.2.p0.4-el6.parcel
/opt/cloudera/parcel-repo/

cp /opt/CDH-5.11.2-1.cdh5.11.2.p0.4-el6.parcel.sha
/opt/cloudera/parcel-repo/

cp /opt/manifest.json /opt/cloudera/parcel-repo/

(12) B config.ini, [F]20 agent I FrH 17 £l
L vi dwkE /opt/cm-5.11.2/etc/cloudera-scm-agent/config.ini, 1 H[¥) server host {E A F 719
RN ENLA, IR ET K2 node0, W 3-3 Pror.

root@node0:~

MR #HEE 'FNV) BFE(5) =R FHEH)

Jcenerall
# Hostname of the CM server
server_host=node0

# Port that the CM server 1s listening on.
server_port=713%2

¥ 3-3

SRIGHE config.ini [A)2E 3 Hifth 5 &, @A R

scp -r /opt/cm-5.11.2 rootRnodel:/opt/
scp -r /opt/cm-5.11.2 root@node2:/opt/
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(13) a0 S & EEST cloudera-secm H

useradd --system —--home=/opt/cm-5.11.2/run/cloudera-scm-server/ —-no-
create-home --shell=/bin/false --comment "Cloudera SCM User" cloudera-scm

(14) =75 5 R iEd & 20k 7

CM Server ) FE L EIwEHN sem, BIEHEE TIRSPECERE, &K E I 5SS 2y
GUIRIE B A G BN s B s e, DMORAF GBS U e

WAL B B 2 sem M 200 T

/opt/cm-5.11.2/share/cmf/schema/scm prepare database.sh mysql cm
—hlocalhost -uroot -prootl23 —--scm—-host localhost scm scm scm

(15) Jiz) CM 45F1 CM Agent
T4 PR3 CM Server fll Agent, vl F:

/opt/cm=-5.11.2/etc/init.d/cloudera-scm-server start
/opt/cm-5.11.2/etc/init.d/cloudera-scm-agent start

A AT 5308 Agent, TR

/opt/cm-5.11.2/etc/init.d/cloudera-scm-agent start

3.2 Cloudera Manager 2z CDH ‘%%

Cloudera Manager Server fl Agent #8J3 ) LLJE, LAl AT REFR LG S 123 17 IXEA]
L3 ok 90 Y 25 17 7] 2715 5 node0 1) 7180 g 13— F (T~ Cloudera Manager Server 1Y) ) ) 75 %
fe ], X HE AR ER— = LA RV, BN P A 6512 4 admin, W] 3-4 Fros.

[4Log In - Cloudera Manager | & |

2| | node0: 7180/cmf/lor vig

cloudera MANAGER

rrrrr

1 Remember me

& 34
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& WA 40 9 FUAS Cloudera Express, % 9% hicAs i T 4147 CDH H1 Cloudera Manager %>
DhResh, TR R B AR PR, il 3-5 Fros. 47 %%1) Cloudera Enterprise MV ASILHIA
Cloudera Manager =12k Ziie . Cloudera Navigator 5 #Z 41 /4F AR B R S FF o

Cloudera Express Cloudera Enterprise Cloudera Enterprise
Data Hub Edition Trial
v
License Free 60 Days Annual Subscription
After the trial period, the product will continue to Upload License
function as Cloudera Express. Your cluster and
your data will remain unaffected.
Cloudera Enterprise is available in three editions:
* Basic Edition
= Flex Edition
* Data Hub Edition
MNode Limit Unlimited Unlimited Unlimited
CDH v v v
Core Cloudera Manager Features v v v
Advanced Cloudera Manager Features v v
Cloudera Navigator i v
Cloudera Navigator Key Trustee v
Back o Continue

&l 3-5

Pk, EEER E RN R TN HTRATES DT a8 %337 530 I Agent, 51 KUK
A & LA config.ini [¥) server host #4857 3715 51 node0, [KIEFATT ] LLEE “ Currently Managed Hosts ”
CHARPE BTN hER =T, W& 3-6 s, BEa)iEIF48s:. R cloudera-scm-agent
KRB, X B SRANS] FE L.

cloudera MANAGER

Specify hosts for your CDH cluster installation.

New Hosts Currently Managed Hosts (3

These hosts do not belong to any clusters. Select some to form your cluster.

iVl Name s IP Rack

& nodeD 10.10.75.100 /default
M nodel 10.10.75.101 Jdefault
¥ node2 10.10.75.102 /default

&l 3-6
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X EARESF RN ELPEn FEUFT) Parcel BTN ) CDH A4S, W CDH-5.11.2, 4nf 3-7 fis.

cloudera MANAGCER

Cluster Installation
Select Repository

Cloudera recommends the use of parcels for installation over packages, because parcels enable Cloudera Manager to easily manage
deployment and upgrade of service binaries. Electing not to use parcels will require you to manually upgrade packages on all hosts in
and will prevent you from using Cloudera Manager's rolling upgrade capabilities.

Choose Method (O UscPackages @

@® UseParcels (Recommended) € More Options || Proxy Settings

Selectthe versionof @ CDH-5.112-1.cdh511.2.p0.4
tnd O CDH-4.7.1-1.cdh4.7.1.p0.47

Versions of CDH that are too new for this version of Cloudera Manager (5.11.2) will not be shown.

Additional Parcels (& ACCUMULO-1.7.2-5.5.0.ACCUMULDS.5.0.p0.8
) ACCUMULO-1.4.4-7.cdh4.5.0.p0.65
@ MNone

Back 288

K 3-7

WRACEAH Parcel B G1R, A4 Parcel B FEV1ZAa BB L5CH T FJFH CM K Parcel
A KBNS T . Parcel 847 &58, s “Continue” &5, UEARIRE RS EHIEFITE
K] 5¢1fl . Cloudera 2 BHAT #3401 2510 MRS & TAF, Lhan Cloudera E13CKF swappiness W& A 0
FHL PP EFZE . ZAHEVIR IS, FCE WA RATT 2, i 3-8 fros.

Cluster Installation
Inspect hosts for correctness ' C Run Again
Validations
v Inspector ran on all 3 hosts.
v Individual hosts resolved their own hostnames correctly.
v Mo errors were found while looking for conflicting init scripts.
v Mo errors were found while checking fetc/hosts.
v All hosts resolved localhost to 127.0.0.1.
v All hosts checked resolved each other's hostnames correctly and in a timely manner.
v Host clocks are approximately in sync (within ten minutes).
v Host time zones are consistent across the cluster.
v NO users or groups are missing.
v No conflicts detected between packages and parcels.
v No kernel versions that are known to be bad are running.
v No problems were found with /proc/sys/vm/swappiness on any of the hosts.
v No performance concerns with Transparent Huge Pages settings.
Back mae

< 3-8
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PR B 2 M R AL, AT Lk A e &2 7730 “ Custom Services” , U1/ 3-9 piy

<l

Choose the CDH 5 services that you want to install on your cluster.

Choose a combination of services to install.

(C Core Hadoop
HDFS, YARN (MapReduce 2 Included), ZooKeeper, Oozie, Hive, and Hue

(O Core with HBase
HDFS, YARN (MapReduce 2 Included), ZooKeeper, Oozie, Hive, Hue, and HBase

C Core with Impala
HDFS, YARN (MapReduce 2 Included), ZooKeeper, Oozie, Hive, Hue, and Impala

(O Core with Search
HDFS, YARN (MapReduce 2 Included), ZooKeeper, Oozie, Hive, Hue, and Solr

(O Core with Spark
HDFS, YARN (MapReduce 2 Included), ZooKeeper, Oozie, Hive, Hue, and Spark

() All Services

HDFS, YARN (MapReduce 2 Included), ZooKeeper, Oozie, Hive, Hue, HBase, Impala, Solr, Spark, and Key-Value Store Indexer

' [@) Custom Services

Choose your own services. Services required by chosen services will automatically be included. Flume can be added after your

&l 3-9

X H % $f HBase. HDFS. Hive. YARN. ZooKeeper 5 R&5- 4144, W&l 3-10 Frow.

@ Custom Services

Choose your own services. Services required by chosen services will automatically be included. Flume can be added after your initial cluster has been §

Service Type Description
~ [ HBase Apache HBase provides random, real-time, read/write access to large data sets (requires HDFS and ZooKeeper).
B HDFS Apache Hadoop Distributed File System (HDFS) is the primary storage system used by Hadoop applications. HDFS

of data blocks and distributes them on compute hosts throughout a cluster to enable reliable, extremely rapid com

¥ ‘@ Hive Hive is a data warehouse system that offers a SQL-like language called HiveQL.
1 & Hue Hue is a graphical user interface to work with the Cloudera Distribution Including Apache Hadoop (requires HDFS, |
Y% Impala Impala provides a real-time SQL query interface for data stored in HDFS and HBase. Impala requres Hive service a
with Hue.
& 3-10

IR 43 S 25 19 i B A 7, 40 HDFS /5 2401 11 9.3 NameNode( A4 F7 19 1, HFRAA PR K0
SecondaryNameNode (3 —# 17 45) « DataNode (K457 %) , HBase 27 ) fii A HMaster.
RegionServer (5 DataNode fE[F]— 5 ) 55, W& 3-11 fron. WRRFAECEAT AR, fE%
RS N, WRIERR L HFialLL 1.
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Cluster Setup
Customize Role Assignments
You can customize the role assignments for your new cluster here, but if assignments are made
performance of your services. Cloudera does not recommend altering assignments unless you h
You can also view the role assignments by host. ERUEIVE= RS
4 HBase
BN viaster x 1 New I= HBase REST Server
node0 Select hosts
@ HDFS
B2 NameNode x 1 New Bl secondaryNameNode x 1 New
node0 node1 -
NFS Gateway IEN DataNode x 2 New
Select hosts node[1-2] ~
‘s Hive
BN Gateway x 3 New Bl Hive Metastore Server x 1 New
node[0-2] node0
ooat
Back -

& 3-11
AR EFE Hive AR cZ gz, A H MySQL KA7-fifi Hive JCEFEE R, WK 3-12 s,

Cluster Setup

|Database Setup

Configure and test database connections. Create the databases first according to the Installing and Configuring an External Database section of the Instalation Guide 2.

Hive & Successful
Database Host Name: * Database Type: Database Name: * Username:* Password:
node0 MySQL j hive ;0 (Rl s
] Show Password

Test Connection

] 3-12

T T 72, 47 “Test Connection” A ZE ) ZEM MR A ML, &2 & MySQL 1)
JDBC KA FAH Y H 3%, Eiildg 2

cp /opt/mysgl-connector-java-5.1.42-bin.jar /opt/cloudera/parcels/
CDH-5.11.2-1.cdh5.11.2.p0.4/1ib/hive/1ib/

cp /opt/mysgl-connector-java-5.1.42-bin.jar /opt/cm-5.11.2/share/
cmf/1ib/

cp /opt/mysgl-connector-java-5.1.42-bin.jar /usr/share/java/mysql-
connector-java.jar

i, CM HARBCEIF R a5 iRSSs, Al St 255k, CM FHF I 3-13 ir.
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|3 Home - Cloudera Manager | |
@ | @ node0:7180/cmf/home
Home
Status AllHealth Issues Configuration P78 ~ All Recent Commands
RE——————————
@® Cluster1 - : Charts
@ = Hosts Cluster CPU
® |4 HBase . 100
@® B HDFs :. = |
|
I
@ ‘¢ Hive A - { - ’a
D STPPTTP PPPPPLTATEP/
@ <1 Spark -
@ ! YARN (MR2. . = Cluster 1, Host CPU Usage Acr... 19%
L ]l_ ZooKeepe! b Cluster Network 10

Cloudera Management Service

@® [ clouderam... y .

= Total Bytes Recei... 5.1K/s

] 3-13

3.3 WSHAb R E a2 1

& Cloudera Manager "M #ithy “USIIRSs” &0, Wl 3-14 fhos.

f:ﬁ

RE FAETRARR R ERH - FAsiitsd

Cluster 1 v

= 34

&) Flume
lq HBase =
@ HDFS 5
“a+ Hive

% 3-14

FEAINARSS o) b, IR AN RS 444, 0 “Spark (Standalone) 7, Wil 3-15 fos.
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k. Sentry Sentry RS FMS MG THEH hEFRRHNZTHRH SR
£ih19].

% Solr Solr B— - HARSS, BT RITEMTE HOFS PRI ARSI HYTIX
SRR .

<1 Spark Apache Spark is an open source cluster computing system. This

service runs Spark as an application on YARN.

e <1 Spark (Standalone) Apache Spark is an open source cluster computing system. This is the
standalone version of the service which does not use YARN for

resource management. Cloudera recommends using Spark on YARN
instead of this standalone version

@ Sqoop 1 Client Configuration and connector management for Sqoop 1

@ Sqoop 2 Sqoop IE— &1 AT Apache Hadoop S HHEIHRTFM (MOXFHE
B ZEEaitER it EBAI TR . Cloudera Manager E1FHhA
1) Sqoop 2.

I YARN (MR2 Included) Apache Hadoop MapReduce 2.0 (MRv2) 5% YARN £ #§ MapReduce
FRESFPEHIRTEER (W8 HOFS) .

A ZooKeeper Apache ZooKeeper BT iPfoEEE BB ORPRS -

e 0BB0B00
& 3-15

1EFE Spark 1 A7) AC . /£ Spark B2 HFH B L) f1 t Master #ll Worker: Master 1 5745 FiC % U5 ;
Worker 7157 4 H &0 sl N CPU S8R00, Fn) Master 4k . Mt ECUnE 3-16 Fros.

¥ Spark (Standalone) iR %% i0%! Cluster 1
B X Spark (Standalone) 9 &5 B
LRI B B RS A EAE . BHEE  MRHEAER (5 . ATEFA TN ENBEKS) | AR

AALHEENSEREHE. EEEili

Il Master < 1 iz Il worker x 2 §i2 M History Server = 1 i Kl Gateway = 1 4
—= 0] o ..... o
] 3-16
Spark(Standalone) 21 %% 5e i Jm , Wl 3-17 P
cloudera MANAGER  ##& - =4 - ¥~ @#
@ Spark (Standalone) (ciuster1) = ## -
RE 4 RE &4 BERE FH WebUl ~ tRiEE -~
Z{TAR DL BIRMA 7
History Server @1 MEITHRARY
Master @1 METRARY
Worker @2 METRARLYT

K 3-17

W Rn E B oA Hadoop A4 RGEM A, tnl LA Cloudera Manager 4t FEAI %3
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N TR PE B AR AR ) 8, Google & 1 734 XA R 48 GFS. HDFS 72 GFS [ Y5523,
‘el & Hadoop MIHZ-Lo 414t 2 — . HDFS &4t 1 fei F AR BE b 30 AT 0 A X ST s v g fy, 2 —
AN Te A R T A o TR O A R T

41 HDFS sy

HDFS (Hadoop Distributed Filesystem, Hadoop 73 41i sU3CAF RS0 ) DL sXEHE U In) B =COR A7
RS, BATAEH BEDY Y AL as A A b, B E B M S 2 & tH R T SRS ©
) A R B 8 SO D) 0 R = KR B3R, A7t 3122 S Flas B, WRIRVI . % il
HIOReEWIL .

HDFS i SC-4 &4 A AR RN 2 A block B, DLAERAE Ay A0S ) B4 feir. CRR OB EL)
A A BTG ? B, KCHH W REFEA PRI, Fabir kil 56 =, M2 5msf
%8, LN AL =, W T AAME T, RN CEd AT B — R T,
AN FUNF) R G0 n) DU BX Le ) ooz dis . FIrLA block 32 HDFS B3 AR 6 A . — 34
Hadoop 2.x fiRAH) HDFS HeER A K/ 2 128MB (Hadoop 1.X FRAER AL A/ E 64MB) . ERIAIR
KANERTLUMAB ), af L@ dfs.block.size ¥

bR 1R S B, BRI R, XA T BmME. B 0ldsE T, AR E R
3, gt n] PAZS HARALZS 3RS RN A . BRIAZE = RIAS, B alif i hdfs-site.xml H [ replication
J& VRS ORI A 2

HDFS [ &l A JECE SRS AR 25— B AN T £ W58 ARSI ASH AR i) 5 oh—
AR TR A = BUASTBERIAS FILZE BB mle XA 7 k> THLRREIN S s, N TS
PIPERE . ALAE B PR R zs /N T B o K50 = AN RIASRCEAE AN RIFIALEE |, X B ik T HLEE
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i Hf 25040 1) 25 Ko

&2, HDFS fE Bt Z YDl e 1 X R S 1 DN SCPEAN P iR U7 R R, Sl 2
AR HOCE KR TR Ui, 57 502 KB AZ IR FAE0E Eis AT 3l fArAERE
(an PC An55d) Ly BIMEREAFcRs, b af UE R BUASTT AR B AR ALK Ok uE 2 1) = T H

4.2 HDFS kR4

4.2.1 HDFS ZE#gihih

HDFS K H 3= M (Master/Slave) 221427, 437 NameNode (# #8717 51) « SecondaryNameNode
(5 41 1D« DataNode CE#fE 1950 XJLAMA T GEMN EEE B, ASCRAIX 3 A~
FCRTED , W 4-1 Por.

f .' ‘ Secondary
E(—){ NameNode J - de}

f-;r"“\‘\
a4 NS
#f’ff I \ “»
#" 7 ; \ =
-~ ’ ! \ ‘\.
,p" i I \ “‘
,w-'ﬂil ‘,, I \ -~
- \ ~
2zt 7z I \ x\
T i ' \ T
2 / ! A %
e’ _ 4 : 4 - Yy g A
‘ DataNode DataNode Dat Node . DataNode i DataNode
L 1 1} J -II {-Iu-:_

P S s st
& ¢ ¢ v @

K 4-1

—/~ LAY ) HDFS 282 HH—)> NameNode. —> SecondaryNameNode F1#7 1~ DataNode (i
BT 3 ARk, WEZ TR DHLES,  EORE X N S AR
(1) NameNode: %0107 AR Geam 225 Al VE L A7 S0 H % 1Y Metadata JuE 3RS &
T HEAFE A B block A SCAFXF N I FR, LA block HA1 DataNode 417 f (5 WV ok &R o
(2) SecondaryNameNode: ;& NameNode [1)¥2 417, H K /> NameNode [ TAF &
(3) DataNode: 1o f#fifizs P (Client) &K Block Zi#faik, AT HTs B i30S #4F

422 HDFS tp 2= HEIE

HDFS Wy 245 A& B ORI, 4 HDFS1.0 2249, 7 #A4~ HDFS #H+ R
A E, I H HAME—— NameNode, kXA a5 BIPETE ., HDFS 1§ H 1 245 451
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T RAHAR R, BRI P o] DARAE 8 SO RS —AEe & R B s AL A H sk a)#% 8
. By 44 A% . HDFS2.0 #rikeE federation B IIRE S FF 2Nt 2445 8], FF H o144 HDFS H
5] N ££ 7 21> NameNode .

4.2.3 NameNode

HDFS 21 ¥ 1ip 44 27 8] 5 tH NameNode K774 [F) . NameNode 1§ | FsImage fl EditLog M M%
O ARE T, WK 4-2 Pros. EditLog 9445 H&E Uil B — 0 S0 R u i i s, wide
HDFS H a8 —AN B 0, AR S8 S AE EditLog A — KR IR XN AL . B4
7 [A] A BB G SO H i B R 55 AR A7 IAE FsImage S

HRE R |
- —
zaﬁﬁ“; . | » B2 | lf{ %
FsImage \1/ - ‘
-/ |
( EditLog \;LH j;% ' %
e
\‘x
SJIEE LA A SO A MR
dL iy 44 5 AT
5] 4-2
LRRT A, e RGP EEEY FsImage A1 EditLog, B EditLog HH 1P B =555 W H 3]
FsImage, RJERiFTI1) Fslmage W #A R, o555 2 AL B IF D4 75 A4 31 Fslmage

i, AR JE AT LA 22 1H (1) EditLog. X AN FEMYAERG 7T a5

FsImage Al Editlog ;& HDFS [F)H 2 AR5 1), W RLE A, o 3 2N R IR 2.
ALt m] ARG & R i 22 )~ Fslmage Al EditLog [EIAS, — Mo FEA M 5 FI A 28 S0/ R 48 NFS H
53 AT TR

4.2.4 SecondaryNameNode

SecondaryNameNode & HDFS ZEA4H [ — AN 2043 & F R ARAF 8515 sih X HDFS Jo3k
Pafa By, i/ Editlog SCH RN, A4 24881 B A I 1] o B — o st T/E— R
PLas b

SecondaryNameNode il: EditLog 22/ TAEmAE W T (W& 4-3) -

(1) SecondaryNameNode 23 i€ A1 NameNode {5, g3k HA5 1148 A EditLog 3T, 27K
Bt SRS 21—V 3 edit.new Y, XA ERVEEBER] SERT), EJES HER REGE KA
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B 2R o

(2) SecondaryNameNode ifi it HTTP GET J5 UM NameNode | 3kH{ %] FsImage Fll EditLog 3
-, IF FEEIAM AN H3R T .

(3) SecondaryNameNode ¥ F#; F oK) FsImage ZA SN FE, RJG—45— &M 4T EditLog
SCAFHR IS0 B 3, A NAFH K] FsImage PR #Fm0RT . 1XN I FEsii 2 EditLog Al FsImage CfH &
I

(4) SecondaryNameNode $AT5¢ (3) #fE2Ja, <siliid post J5=UREHT ) FsImage SCAF &%
#] NameNode 17 /5 I,

(5) NameNode R M SecondaryNameNode £z 31| (K175 [) FsImage 4% IH ) FsImage (I, [A]
I %% Edit.new 54t EditLog A, MM/ EditLog SCAF K/

Primary Namenode Secondary Namenode

1. Roll edits
2. Retrieve fsimage and edits from primary

N\
fsimage

fsimage.ckpt

4. Transfer checkpoint to primary

5.Roll
fsimage.ckpt
and edits.new

4-3

M ETHRGERE AT A, 0 a0 A S T AR R s E A “REa” . RIS
LRRAT P oA B, B AR S/E HDFS ¥t R —ANA RN, JREANRERE] “ A&
7 BIVEH . HDFS Bevh FFAN SCRF 2 24 B e b i B U] 48 3 28 — A4 FR1 R
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4.3 HDFS 2.0 #eik

4.3.1 HDFS HA

HDFS1.0 H HRFEAE— N o5 2 F- 17 15 (SecondaryNameNode ) , {H 55 — 4 BT i G424t “ 44
w07 hhg, — BARRY RUR AR, R EF P . HDFS2.0 X HA (High Availability)
58Ky, TR Y NameNode Fpilthan) @l . 1% HA FptEil i #0177 208 F NameNode $2fit—
N, — H 3 NameNode HEL S, v PLRG#E ] #2225 B NameNode, M 1My 52 BAS 8] W45 A4
RS .

—/MILAY) HDFS HA 2Rt 4-4 Prox, B8 HP > NameNode ZA1j%: —MAET Active
WA, 4T Standby KA. Active NameNode X ZMg IR, tLnAbBE ok B 2% P nlf)ig K,
1M Standby NameNode W AXAMEME AR SS, {X[F2P Active NameNode [FPRAE, DU REWS 7E"E K WO
PROEBEAT V)4 .

R, HA PP NameNode J& T [7]—my 44 250 . P9 NameNode A T HEWS SEI [F] 250 70 £ ds
5 & (PR b2t EditLog) , il —4#K{F JournalNodes 1) MA7 UEFEAH B A .

R~ Journal A ZEEE M EIFLE RPC #2111, JUF NameNode SEHUHIS A&, 2B A7 L
Journal 17 S A HBRE B . 4 Active NameNode 5 A EditLog B, ‘& n/2EHE T JournalNode & i%
BANEK, AZETERFEIARIIS A TG, EditLog #UAAZ I E A .

StandbyNameNode ipiiilWr, —HAMAHEH S AN, S HoX8e%ds, JHmadE 3 NAF
v, PLRUE A 2N AIRA S Active NameNode R FFHEA—E,

Automatic NameNode HA

Standby A&
NameNode

Activeti &

NameNode

[@)JournafNode SN\ 7B~ - , ¥ JournalNode1Z BN 291

JournalNode JournalNode JournalNode

% 44

Hadoop 1£H] ZooKeeper 2 #F H #3444, ZooKeeper MT4510%5 NameNode 2% MU il Al
NameNode 1E£%5 .
HDFS HA HEREIAC & 40 -
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(1) NameNode Hl#%: 12T Active NameNode F1 Standby NameNode [l 25 B & W AR5 —FF
(2) 4 Active IR NameNode FHHLG, 7% F2) P42 2 Standby R4 ) NameNode 4k 4
PEEAR ST . R SCH A b RS, 208 ZooKeeper
(3) JournalNode }L#%: 24T JournalNode [FJHL&%, XSesy4ril B bbA AR 20, n] LAERE AEH
fbARSs a5 o /DR EEE 3 ) JournalNode 19 57, DMEAR A N0 mUllbsE . 10 FACE AT E H
mBECH N, WA LU ZB(N-1)/2 G BLas AL b e AN i IR 1817 .
(4) fic'® T NameNode HA J, %/ dinn] LTI HA (K325 2082 Vs in) Bl , A 4 e
-5 NameNode, %5 NameNode KA Hah VUl 5, 257 v A 8 2 HDFS [F)3E Rk, {)5n]
IS A AR 255 ] .
7 2T 72, Standby NameNode [A] I 58 1% I J5K SecondaryNameNode [f) checkpoint (3 7%
& g, BRIEA TR E LT #7E SecondaryNameNode .

4.3.2 HDFS Federation

HDFS1.0 [f)%. NameNode ¥ vH AN {AFAE i lb (0] /L, SEFFAEn] 7 PR AR g i) /. AT —
> NameNode, AH|F /K4 fE. HDFS Federation (HDFS B:HD F¢PE o1F—4~ HDFS 2P A7 AE
%]~ NameNode [A]I X% A2 ik 55, X448 NameNode 70—/ Hax OKFU)53) , 12 a4
HgE, (HILZEE)EN DataNode 174 %505 . 441 NameNode /=M1, AT 21 HADB NameNode
m‘ﬂﬁ 1 ’M:o

K 4-5 Frzn, Federation 1 ] T 2 A~ M5/ [¥) NameNode/NameSpace iy 44 4% [A] o 1X L&
NameNode Z [A] 2865 1), 0200 EATZ |AH BT HANGT 2 BEAHPE, % B2 TEHEA DK
X4 . 5343 DataNode 2 H AT FH (0 Kk B A7 fifi ¥ 26 . BF) DataNode % [a) S+ T (1)
NameNode {F/Ht, HEWTEHA Frf5 NameNode ALk AR, FF947°K HFr5 NameNode
F)ar% . B~ DataNode {F A4 — [ PFFfit 52 4% I NameNode 17 5f# H

®F—~ DataNode 1 i & AT A 1) NameNode AT M.  DataNode &% Cok(E B B & 3
P NameNode, [A]IFAATHTr3 NameNode A& A1) g2

ot Uittt '
2  NIN-K o NN-n !
2 ! 4 :
g g o i
aEu . NSk . 1/ NSn :
=9 4 L ;

f 5 é 5 é] 5
@ : o :

. Block Pools '
4 ok Fons :
2
w0 _
2 ::ﬁ
g Etannde 1 Datanode Zj Datanode m
ll L l 'I mmw l .. e l
S, Common Storage
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4.4 HDFS #1125 H shell (5%

441 HDFS

FIREFI NGBS

FATRTLLAI A HDFS shell fir<%f Hadoop REAT#AT, AH XLy nf LL5E Rk HDFS H SO 1)
AR NG Bl BECHE R AT SR E. T Cloudera CDH fiiAN % %¢ Hadoop
I, BRI SL IR hdfs F P 20 HEfE SO S s A PR FH 7 o il 4-6 s, FEAA PR 1T 5L node0 _LisdT
jps ir R A LERE, &I NameNode BEFEAFAE. fEHAD LAETT 5 (W0 nodel) FizAT jps ap 2 A U

i, K&K DataNode UEFEAFAE, WK 4-7 Fran.

[root@nodel ~]# su - hdfs
[hdfs@nodel ~]$ jps
[ root@noded ~]# su - hdfs 3358 DataNode
[ hdfsinoded ~]§ jps 3356 SecondaryNameNode
4087 NameNode 29670 Jps
66949 Jps |hdfs@nodel ~]$%
] 4-6 ] 4-7

E A N2, B hdfs dfs S SZFFPESERAE, ap PTG S 2 4-8 P4 | (X
H RIS .

[ hdfs@node0 ~]§ hdfs dfs

Usage: hadoop fs [ generic options]

-appendToFile <{localsrc> ... <dst}]

-cat [ -ignoreCrc] <{src> . ]

- checksum <{src> ...]

-chgrp [ -R] GROUP PATH...]

-chmod [ -R] <MODE[, MODE]... | OCTALMODE> PATH...]
-chown [ -R] [ OWNER][:[ GROUP]] PATH...]
-copyFromLocal [-f] [-p] [-1] <localsrc> ... <dst>]
-copyToLocal [-p] [-ignoreCrc] [-crc] <src> ... <{localdst>]
-count [-q] [-h] [-v] [-x] <path> ...]

-cp [-f]l [-p | -pltopax]] <src> ... <dst>]
-createSnapshot <{snapshotDir> [ {snapshotName>]]
-deleteSnapshot <{snapshotDir> <{snapshotName>]

df [-h] [<path> ...]]

du [-s] [-h] [-x] <{path> ...]

-expunge]

-find <{path> ... <{expression> ...]

-get [-p] [-ignoreCrc] [-crc] <src> ... <localdst>]
-getfacl [ -R] <{path>]

-getfattr [-R] {-n name | -d} [-e en] <path}]
-getmerge [-nl] <src> <{localdst>]

—help [cmd ... 1]

-1s [-C] [-d] [-h] [-q] [-R]l [-t] [-S] [-r] [-ul [<path> ...]]
-mkdir [ -p] <path> ...]

-moveFromLocal <{localsrc> ... <dst>]

-moveToLocal <{src> <localdst>]

-mv {src> ... <dst>]

-put [-f] [-p]l [-1] <localsrc> ... <dst>]

] 4-8
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AL H hdfs dfs A2 R ZE— k5 02500 “hdfs dfs —1s” XA, BIFE “-7 JEimiR FE AR
VB AR wm2IER (B, i s oy 210 A B, aTDCRH Wi 4-9 B fan £

[ hdfs@nodeo ~]1§ hdfs dfs -help 1s

-1s [-C] [-d] [-h] [-q] [-R] [-t] [-S] [-r] [-u]l [<path> ...]
List the contents that match the specified file pattern. If path is not
specified, the contents of /user/{currentUser> will be listed. For a directory a
list of its direct children is returned (unless -d option is specified).

Directory entries are of the form
permissions - userId groupId sizeOfDirectory{in bytes)
modificationDate{yyyy-MM-dd HH: mm) directoryName

and file entries are of the form
permissions numberOfReplicas userId groupId sizeOfFile{in bytes)
modificationDate{yyyy-MM-dd HH: mm)} fileName

-C Display the paths of files and directories only.

-d Directories are listed as plain files.

-h Formats the sizes of files in a human-readable fashion
rather than a number of bytes.

-q Print 7 instead of non-printable characters.

-R Recursively list the contents of directories

-t Sort files by modification time (most recent first).

-S Sort files by size.

-r Reverse the order of the sort.

-u Use time of last access instead of modification for
display and sorting.

[ hdfs@node0 ~1§ _

] 4-9

HDFS H & E R SO E a2 18] 4-10 7. hdfs dfs -mkdir -p /doc #iy4 %7~ fF HDFS 2 H
sk MEIE— R doc 1) Hk hdfs dfs -1s / g2 & 7-41 i HDFS #R H 5% R W% - 4F H hdfs dfs -put
fir AU S R Gi ¥ /var/lib/hadoop-hdfs/text.txt A% B H %K) doc Hx F, RIG&EH— F XF
=17 e kD A% 2] HDFS H,

[ hdfs@nodeo ~1§ hdfs dfs -mkdir -p /doc
[ hdfs@noded ~]1§ hdfs dfs -1s /

Found 5 items

drwxr-xr-x - hdfs supergroup 0 2018-08-26 19:33 /doc
drwxr-xr-x - hbase hbase 0 2018-08-25 22: 13 /hbase
drwxr-xr-x - root supergroup 0 2018-05-19 14: 38 /spool
drwxrwxrwx - hdfs supergroup 0 2018-08-26 15:05 /tmp
drwxr- xr-x hdfs supergroup 0 2018-05-19 16:19 /user
[[ hdfsi@noded ~]$ cat >test. txt <<EOF

> test

> abc

> EOF

[[ hdfs@noded ~]1§ pwd

/var/1ib/hadoop- hdfs

[ hdfs@node0 ~1§ hdfs dfs -put /var/lib/hadoop-hdfs/test. txt /doc

[ hdfs@node0 ~1§ hdfs dfs -1s /doc

Found 1 items

-rw-r--r-- 2 hdfs supergroup 9 2018-08-26 1935 /doc/test. txt
[ hdfs@nodel ~1§

Kl 4-10

4.4.2 HDFS Y Web EIE 5% |

HDFS $&fit | Web FHFLH, ] DUR A F HDFS ARG B 75 21E Linux R4cF] HX e,



BA4E DHUHFRFGHDFS | 45

ED S 2 hEF2 % N HDFS 1) NameNode [1) Web Vi) Hihl, ¥ 154 50070, & 4-11 s,

Mi(F) smE(E) EFEN) BhHEG) $BEB) TR HEHH)
. Namenode information | 9F |

‘ I node0 10/df<heal tml#tab-overview

Datanodes Datanode Yol ume Failures Btartup Progress Ttil1ties

Overview 'node0:8020' (active

Started: sat Aug 25 12:30: 44 #0800 2018
Yersion: 2,6.0-cdhb, 11. 2, r56184d7344e8a1833ddo9b5194%6eachbia 220895
Compil ed: Sat dug 19 05:14:00 +0800 2017 by jenkins from Unknown
Cluster ID: clusterlZ
Bl ock Pool ID: BP-1531154631-10, 10. 73. 100-1526614 730243

% 4-11

££ HDFS 1) Web FH 51, B 7 Overview.DataNodes. DataNode Volume Failures Snapshot.
Startup Progress 1 Utilities 253 FL 301, 7R 0] DL i BN SE .00, B &R 5 B, 10 4 “Datanodes ”,
%%ﬁﬁ—r‘l PR ;E\! ﬁu%l 4'].2 F):l“%c.

_'1I,:'l,"'__,.:1l-"l

T T T T ] T T T I 1

Disk usage of each DataNode (%)

Show 25 =| entries Search:
Block pool
Node Last contact Capacity Bl ocks used Yersion
" nodel {10, 10, 75, 1002500107 Sun &ug 26 20:00:34 ans. 1 ;R l 43 4,88 MB (0% 2.6.0-cadh5. 11. 2
+)B00 2018
o nodel (10, 10,75, 101:50010) aun dug 26 20000054 ans. 1 Gh 43 4,88 HE (0% 2.6.0-coh5, 11. 2
+)B00 2018

4.4.3 dfsadmin 24P S

dfsadmin & 245 % P 1 H, K P78 HDFES 124 R &M HDFS, S F:F 1) 2 1 B
4-13 fhi7se
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dfs dfsadmin performs DFS administrative commands.
ote: Administrative commands can only be run with superuser permission.
The full syntax is:

Lhdfs@nudeﬂ ~1$ hdfs dfsadmin -help
h

lhdfs dfsadmin

[-report [ -livel [-dead] [ -decommissioning]]

[ -safemode <{enter | leave | get | wait>]

[ - saveNamespace]

[ - rollEdits]

[ -restoreFailedStorage true| false| check]

[ - refreshNodes]

[ -setQuota <{quota> <dirname>.. . <{dirname>]

[ -clrQuota <dirname>...<{dirname>]

[ -setSpaceQuota <{quota> <dirname>...<{dirname>]

[ -clrSpaceQuota <dirname>...<{dirname}]

[ - finalizeUpgrade]

[ -rollingUpgrade [ <query| prepare| finalize>]]

[ - refreshServiceAcl]

[ - refreshUserToGroupsMappings]

[ - refreshSuperUserGroupsConfiguration]

[ - refreshCallQueue]

[ -refresh <host: ipc_port> <key> [argl.. argn]

[ -reconfig <datanode|...> <host: ipc_port> {start| status| properties>]
[ -printTopology]

[ - refreshNamenodes datanode_host: ipc_port]

[ -deleteBlockPool datanode_host: ipc_port blockpoolld [ force]l
[ -setBalancerBandwidth <bandwidth in bytes per second>]

[ -fetchImage <local directory>]

[ -allowSnapshot <{snapshotDir>]

[ -disallowSnapshot <snapshotDir>]

[ - shutdownDatanode <datanode_host: ipc_port> [ upgrade]]

[ -getDatanodeInfo <datanode_host: ipc_port>]

[ -metasave filename]

[ -triggerBlockReport [ -incremental] <{datanode_host: ipc_port>]

&l 4-13

#iltn, iz47T hdfs dfsadmin -report 774>, 7~ HDFS 3CAF RGN IEALS ARG G B, WP 4-14
7, 5 HDFS ) Web 510 —21.

[ hdfsPnode0 ~]1§ hdfs dfsadmin -report
Configured Capacity: 440457404416 (410,21 GB)
Present Capacity: 408453486080 (380,44 GB)
DFS Remaining: 408483254272 (380.43 GB)

DFS Used: 10231808 (9.76 MB)

DFS Used¥: 0.00%

Under replicated blocks: 15

Blocks with corrupt replicas: 0

Missing blocks: 0

Missing blocks (with replication factor 1): 0

Live datanodes (2):

Name: 10.10.75.101: 50010 {nodel)

Hostname: nodel

Rack: /default

Decommission Status : Normal

Configured Capacity: 220228702208 (205,10 GB)
DFS Used: 5115504 (4,88 MB)

Non DFS Used: 0 (0 B

DFS Remaining: 208451122688 (194, 17 GB)

DFS Used¥: 0.00%

DFS Remaining¥: 54.67%

Configured Cache Capacity: 657457152 (627 MB)
Cache Used: 0 (0 B)

Cache Remaining: 657457152 (627 MB)

Cache Usedy: 0.00%

Cache Remaining¥: 100, 00%

Xcelvers: 2

Last contact: Sun Aug 26 20:35:10 CST 2018

&l 4-14
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4.4.4 namenode i<

iz4T namenode p 2 ATHS AL . FHRMITRSFERAE, SCFrap 2 & 4-15 Jhow.

[ hdfslnode0 ~]$ hdfs namenode -help

Usage: hdfs namenode [ -backup] |

- checkpoint] |

-format [ -clusterid cid ] [-force] [-nonInteractive] ] |
-upgrade [ -clusterid cid] [ - renameReserved<k-v pairs>] ] |
-upgradeOnly [ -clusterid cid] [ -renameReserved<{k-v pairs>] ] |
-rollback] |

-rollingUpgrade <{rollback| downgrade| started> ] |
-finalize] |

-importCheckpoint] |

-initializeSharedEdits] |

-bootstrapStandby] |

-recover [ -force] ] |

-metadataVersion ] ]

L B e T e B e T e B e I e B e T s B e B

K 4-15

4.5 Java 4aFefifE HDFS S5k

Hadoop F 252 H] Java ifi 5 9w ™S SEI, IXH 412 HDFS & H Java APT J Ho %4 5241 . Hadoop
HhORT SRR IEAR 45 RS AE “org.apache.hadoop.fs” {0, X428 API G S FF KA S
IO 530 BRSO .

Hadoop 4 T &K 23547 Java JDK 1.7 Fl Eclipse 77 & L H., fi#tH Hadoop M8 3C4F (A
FE VRSSO, TR TR I 233X #4F R EK H Windows 5% Linux #J7] . Hadoop ¥ 3
HAE#EA Hadoop T Ferh A< 2, DO IR 2 O AR HY 5 BT

JA%) Eclipse TR, %5 Java fif¥. N 745 —HERS S HDFS A2 HAK) Java WHIFEF, — i
22 (7] Java LREHHAS N JAR &, 400 4-16 Pros, middi “ Add External JARs...” %4, AR
Hadoop ] JAR 13, X[ AiX%E JAR 495 | Hadoop [1) Java API.

= New Java Project O X

Java Settings —
Define the Java build settings.

® Source =% Projects B Libraries ;. Order and Export

JARs and class folders on the build path:

s hadoop-common-2.7.3.jar - C\hadoop-2.7.3\st Add JARs...
ws hadoop-hdfs-2.7.3jar - C:\hadoop-2.7.3\share\
oe hadoop-hdfs-nfs-2.7.3,jar - C:\hadoop-2.7.3\sh
o hadoop-nfs-2.7.3jar - C:\hadoop-2.7.3\share\h Add Variable...
=\ JRE System Library [JavaSE-1.7]

Add External JARs...

Add Library...
Add Class Folder...

Add External Class Folder...

&l 4-16
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Cloudera Hadoop AX#iBEF &LEkiSE

LA 5 i) HDFS (¥ 5 HFEF KA I HDFS SO/ 348 doc H3 T 2 FAE

AN test.txt [F S04

package hadoopapi;
import org.apache.hadoop.conf.Configuration;
import org.apache.hadoop.fs.FileSystem;
import org.apache.hadoop.fs.Path;
public class hdfs test ({
public static void main(String[] args) {
try
{
String filename="/doc/test.txt";
Configuration conf=new Configuration();
conf.set ("fs.defaultFS", "hdfs://node0:8020") ;

conf.set("fs.hdfs.impl","org.apache.hadoop.hdfs.DistributedFileSystem") ;

FileSystem fs=FileSystem.get (conf);
if(fs.exists (new Path(filename))) {
System.out.println("this file is exist!"™);
lelse |
System.out.println("this file is not exist!");
}
}catch (Exception e) {
e.printStackTrace() ;

}

P Ioin, B B oARAEN HEE AR JAR 4, #°8 3 Hadoop KEHE T & izfT. £ Eclipse L.

VE St 1R 2 [) Package Explorer [HIFH, 76 TR H #AFR_EA T, 785 H 15 5 L £ “Export...” ,
i 4-17 frs.

>

2

>

>

>

File Edit Source Refactor Navigate Search Project Run Window Hel
m e FE . New
Go Into
i Package Explos Open in New Window
Open Type Hierarchy F4
J
¥ e hadoopa o0 Alt+Shift+ W
v [ src
v # hac 15 Copy Ctrl+C
J] &= Copy Qualified Name
=i JRE Sy [|5 Paste Ctrl+V
v =) hadoc & Delete Delete
s hat : ¢
- Remove from Context Ctrl+Alt+Shift+ Down
ms hat _
= Build Path
'ﬂ) ait
= hae Source Alt+Shift+5S
124 HBaseDei Refactor Alt+Shift+T
IE: S:Em[;tis:l g2y Import..
T imple
._-;j p p @ Exp-ﬂ'rt...
[ % 1= StrernDer

&l 4-17
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ZEFRHLIY) “Export” XHEGHEFLIAI 4% $¢ Runnable JAR file, 2RJG it “Next” 4241, 5 H P
4-18 Py 7<) 518 .

I' @ Runnable JAR File Export O »

Runnable JAR File Specification

Select a 'Java Application' launch configuration to use to create a runnable JAR. 1

- Launch configuration:
hdfs test - hadoopapi v

! Export destination:

C:\javaproject\hadoopapi.jar W Browse...

Library handling:

(®) Extract required libraries into generated JAR

(O Package required libraries into generated JAR

(O Copy required libraries into a sub-folder next to the generated JAR

[[]Save as ANT script

C:\javaproject\workspace Browse...
|
| @,Z: < Back Next = Finish Cancel
] 4-18

{EiZ S Launch configuration H -8 A2 hlff) JAR LGS B 21T 328, & Export
destination N T E W E JAR WL R ZIMENH%, sy “Finish” %45, FaTRE~A. AR5
BT JAR 98 1|3 Hadoop KEWE-F4 |, 1# 1] hadoop jar fy2i2 47, IMHER4: R & 4-19
P

[ hdfs@noded ~1§ hadoop jar /usr/local/hadoopapi. jar

this file is exist!
[ hdfs@noded ~]$§ hdfs dfs -rm /doc/test. txt
18/08/26 22:37:01 INFO fs. TrashPolicyDefault: Moved: ° hdfs: //noded: 8020/doc/ test

. txt® to trash at: hdfs: //noded: 8020/user/hdfs/. Trash/Current/doc/test. txt
[ hdfs@noded ~]§ hadoop jar /usr/local/hadoopapi. jar

this file 1s not exist!

[ hdfs@inoded ~]§

& 4-19

HDFS 7 A LS RGUR i o 7 RKBBEAE A 7F oK, BR T 75 2 H shell g2k 454E
HDFS 4, f# ] Eclipse JF & 4% HDFS 1) Java W ] R 3 2 06 20 5 4R (1 1 BE

4.6 HDFS WZELicEAIELX])

CDH SR T H Web UL FECE FHIENSEACE . VAN OL T, Hadoop A HIRIAEL A 3
(dfs.replication) , 2 Ul EIASEL (BP0 E0 BRI 3 17 . WIERARFIEERE LA M > DataNode,
B R ES R, BIAZOEEEE 4-20 . ST DataNode 5 /5, R 4414 Raid
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1. HESA Raid 0. MV &SR 43 {7 it € DataNode [, Pl DataNode [FI7Efig 4% )04 20 R 4% A,
HB:™ DataNode [1)77ig 2% (8] 2R B R FF— 2.

[3 HDFS - Cloudera Manager [ |

« I node0:7180/cmfiservices/14/ Fa#filterfreeText=reolication+factor
CIOUdera MANAGER Clusters - Hosts - Diagnostics - Audits Charts - Administration -
. HDFS ( Cluster 1) Actions -

Status Instances Configuration P ¥3 Commands ChartsLibrary Cache Statistics Audits NameNode Web Ul Quick Links =

Filters
replication factor|

v SCOPE

HDFS (Service-Wide) General Warning(s) NameNode and SecondaryMameNode have different heapsizes

Replication Factor HDFS (Service-Wide)

dfs.replication
.:

&l 4-20

4k, NameNode [¥) Java HEkE A /NE /D24 1GB UL E, S K 4-21 s 12 128GB
W A7) NameNode HL25, ZESHIXAMESH 16GB LL I,

CIDUder‘a MANAGER Clusters - Hosts ~ Diagnostics - Audits Charts - Administration - i 3
. HDFS (cluster1) | Actions ~
Status Instances Configuration - Commands CharisLibrary Cache Statistics Audits NameMode Web Ul Quick Links =

Switch to the classic layout

Filters
iva Heap Slze of r !"I"II11!|I'|
v SCOPE Show A
General Warning(s) MameNode and SecondaryNameMode have different heapsizes
DataMode Heap Dump Directory DataNode Default Group ...and 7 others
pom_heap_durmp_dir
HttpFs Edit Individual Values

JournalMode

NFS Gateway
MNameMode
SecondaryMameMode

Failover Controller

Java Heap Size of NameMNode NameNode Default Group -
in Bytes
" 1068

j ~1.04 GIB

Java Heap Size of NameMNode in Bytes is recommended to be at least 1GB for every m

on HOFS blocks. Suggested minimum

value: 4294967296

K 4-21

T3 5 DataNode HKEEE ZCE RS BR T AR RS R 246, PSS ECE Ek AR . H
;& NameNode Z R T4 11 DataNode A8 H., #EWCALTE K AE K, XTHLASHEC & LR m . %I mH
WAZHE KA, NameNode 7754 80GB 1) i #i B, NameNode M52 3XUEH 128GB N 17
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4.7 M Cloudera Manager J53H HDFS HA

471 HDFSHA SAHECE

£ HDFS £ 8%+ NameNode f7#E HL i Bz, X1 A3 —> NameNode 2R, W1 NameNode
PFLESHHILEAS, R FEEEANER AT H . 8 T i# U NameNode 15Ul (1) 0] @, Hadoop 25t T
HDFS [#=a] F HA J7 5. HDFS 48 tH %> NameNode 41k, —/MbTF Active IRA&, H— 4T
Standby R . Active NameNode AJ X 7ME{E k55, 1 Standby NameNode WA X ZMEHEAR S5, X [FE]
& Active NameNode [FIRA, LUEAE Active NameNode 2 BB iE 1T U) 4 .

NameNode Z[8]3LZ83E4G NFS Fl JournalNodes PP /7%, CDH % #F JournalNodes. P
NameNode & 7 %5 72, 4i@id—4HFRAE JournalNodes [ T3 FEA] HIEfS . 24 Active IRATK)
NameNode [F) 7 44 7 6] A A S i, 23 & A1 H8 43 [F) JournalNodes 2EFE . Standby R4 [f) NameNode
A 111 JournalNodes A5 5, JF H—H 4% EditLog 17424k, #1&WNHT H M4
“%[d]. Standby NameNode "] AT LR F5 0, sn P RPRA &L 2F T 1.

R LR A {E ] Cloudera Manager )i H] HDFS [f) HA

$%01 / {EHEIER B/ Admin E 5 Cloudera Manager (1] Web BHE5H, #A HDFS 5,
7 “Enable High Avaiability” , #1&] 4-22 Fi7re

| [ HDFS - Cloudera Manager L |
€ [ @ node0:7180/cmf/services/14/status
. HDFS| Cluster1) | Actions~

Status Instances Config i

Stop

Restart

HDFS Summary

Configured Capacity Add Role Instances

Rename

Enter Maintenance Mode

Health Tests r

@ show 5 Good Rebalance

Show 2 Disabled

Deploy Client Configuration

Status Summary
Download Client Configuration

Balancer

Enable High Availability

DataMNode

& 4-22
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$H02 ‘ 1% B NameService Name, & 4-23 A7,

cloudera MANAGER

Enable High Availability for HDFS

Getting Started

This wizard leads you through adding a standby NameNode, restarting this HDFS service and any dependent services, and then

Nameservice Name nameservicel

Enabling High Availability creates a new nameservice. Accept the default name nameservice1

&l 4-23

$803/ % NameNode T4 JournalNode 41, & 4-24 7, 1547 NameNode AIARSS
e NIZABHENAEEHECE . JournalNode ARS5E: F1E1TH JournalNode HiZ I EEHE, TJUEEHEH
hAARSEE £, BAARFED 3D RMBEVIESTET, W3, 5. 7. 95,

Enable High Availability for HDFS

Assign Roles

NameNode Hosts node0 (Current)
node
JournalNode Hosts node[0-2]

We recommend that JournalNodes be hosted on machines of similar hardware specifications as the NameNodes. The h
ResourceManager are generally good options. You must have a minimum of three and an odd number of JournalNodes.

] 4-24

5%04‘ 5B NameNode HIZUIEHE F#0 JournalNode HY Edits E% (32 NameNode
namespace JCAIIE[EI2P 2] JournalNode T ) , W& 4-25 Ffizrso

$%05/ ECE 525, /2 HDFS /Y High Availability, 2N&] 4-26 s, WRERCHHIE,
%AV, NameNode =#z%5 “Failed to format NameNode” , X E X R,

$%06/ SThl HDFS 19 High Availability , #W[& 4-27 ffirs, FEIR~EN Hive REFHZ1E
Hive FIFTA RS, 83T Hive MetaStore NameNode,, F /25 Hive ik 55, 52X HiveMetastore NameNode
FHo
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Review Changes

Set the following configuration values for your new role(s). Required values are marked with *.

Parameter Group @ Value
Service HDFS
NameMode Data Directories* nodeD /dfs/nn

dfs.namenode.name.dir

nodel fdfs/nn

JournalNode Edits Directory* node0 Jdfs/jn

dfs.journalnode.edits.dir
Reset to empty default value +

nodel .-'d"S.-'jﬂ
Reset to empty default value +
node? /dfs -'jﬂ

Reset to empty default value

& 4-25

Enable High Availability for HDFS
"¢ Enable High Availability Command

Status: Running Context: HOFS & Start Time: Aug 27,11:02:35 PM Abort

Details  Completed 7 of 20 step(s).

Step Context

" Check that name directories for the new Standby NameNode either do nodel
not exist or are writable and empty. Can optionally clear directories.
Process host-validate-writable-empty-dirs (id=128)
on host nodel (id=1) exited with 8 and expected B

» «" Check that edits directories for the nameservice either do not exist or

are writable and empty. Can optionally clear directories.

Successfully completed 3 steps.

» " Stop hdfs and its dependent services Cy Cluster 1 &2

All services successfully stopped.

» " Creating roles to enable High Availability.
Successfully added new JournalMode to HDFS on nodel.

«” Deleting the SecondaryNameMNode role. The checkpoint directories of

the SecondaryNameNode will not be deleted.

&l 4-26
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Enable High Availability for HDFS

Congratulations!
Successfully enabled High Availability.
The following manual steps must be performed after completing this wizard:

» For each of the Hive service(s) Hive, stop the Hive service, back up the Hive Metastore Database
NameNodes’, then restart the Hive services.

K] 4-27

ﬂ‘?ﬁﬂ?" HDFS 9y HA B2 &R Th/E, BidLf53k ( WA 4-28 ) o AFEZR|/3H HDFS HA /5
1707 NameNode. Failover Controller % JouralNode k%5, 7 B RS EE & Bs1, Z k258K © HDES
HA B/ Ao

Role Type * State Host Commission State Role Group
® Balancer N/A noded Commissioned Balancer Default Group
[] @ DataNode Started node1 Commissioned DataNode Default Group
[] @ DataNode Started node2 Commissioned DataMNode Group 1
[] @ DataNode Started nodeD Commissioned DataNode Default Group
[] @ Failover Controller Started node1 Commissioned Failover Controller Default Group
[] @ Failover Controller Started nodel Commissioned Failover Controller Default Group
L[] @ JournalNode Started node1 Commissioned JournalNode Default Group
[] @ JournalNode Started node2 Commissioned JournalNode Default Group
[] @ JournalNode Started nodeD Commissioned JournalNode Default Group
L] @ NameNode (Standby) Started nodel Commissioned NameMNode Default Group
[] @ NameNode (Active) Started nodel Commissioned NameNode Default Group
%] 4-28

4.7.2 HDFS HA 57 A Dhge Mzt

2T AKLEAT HDFS HA Zhgft o] FEdlK. Cloudera Manager |- HDFS HA [¥)4 FH n] DA it
& 4-29 Frros 6 5t T8l U] .

F.7H “ Federation and High Availability ” #%l, 40/ 4-30 iz, 15 53 node0 72 Active NameNode,
79 &i nodel s Standby NameNode, ity “ Actions ” 4% 4], nJ LLIEAT T3l lbs ¥4 (Manual Failover) .

Wik 4-31 frzn, P05 19 £ nodel, Kf 55—/ NameNode # 4 4 Standby £ 3\.
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55

CIOUdera MANAGER Clusters ~ Hosts - Diagnostics ~ Audits Charis - Administration -
. HDFS (Cluster1) | Actions~

Status Instances Configuration P73l Commands Charts Library Cache Statistics Audits Web Ul ~ QuickLinks ~
Filters Bearc
v STATUS Actions for Selected ~ Migrate Roles Add Role Instances Federation and High Availability
] 4-29
NameNode SecondaryNameNode
NameNode, nodel (Active) Actions =
NameNode, nodel (Standby)
Edit
Disable High Availability
Manual Failover
Initialize High Availability state in ZooKeeper
Roll Edits
Delete
] 4-30

High Availability Failover

Which NameNode should be made active?
| [O|MameNode (node0)
@ NameNode (node1)

The other NameNode will be transitioned to standby mode.

[] Force Failover

For advanced use only: Forcing a failover will first attempt to failover the selected
NameNode to active mode and the other NameNode to standby mode. It will do so

even if the selected NameNode is in safe mode. If this fails, perhaps because of
fencing, it will proceed to transition the selected NameNode to active mode. To avoid
having two NameNodes be active, use this only if the other NameNode is either
definitely stopped, or can be transitioned to standby mode by the first failover step.

Cancel Manual Failover

&l 4-31
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F.ifi “Manual Failover” 344, i TahdbEad% . i 4-32 s, BEEFR .

« Manual Failover

Status: Finished Context: HDFS & Start Time: Aug 27,11:35:14 PM Duration: 6.48s

Successfully failed over manually

Details Completed 1 of 1 step(s).

Step Context

v «” Manual Failover of Highly Available NameNodes NameNode (nodel ) e

Successtully failed over.

% " Manual NameNode Failover o NameNode (nodel) 2

Successfully failed over.

S> hdfs/hdfs.sh ["failover”,6 "nameservicel”, "namenode53" , "namenode62” ,"false” | stdout stderr

& 4-32

B, T AT nodel 24480 Active, 135 node0 EL442 4 Standby, 1K 4-33 Fios.

Federation and High Availability
Add Nameservice

Name Highly Available Automatic Failover NameNode

nameservicel Yes Yes NameNode, nodel (Active)
NMameNode, nodel (Standby)

& 4-33

A, & a] LA g TR . BE an{d B HDFS shell 774 hdfs dfs -put test.tar.gz /tmp [f1] HDFS
EHH K AL, AR ST R B RF Active NameNode ARZ5 5511, put FALEdEHGES, (B2
put PARAESS IFEA 2. VRl LA A 3|30 2l EA& 31 HDFS [ H 5%, WWILE put FAR SO
A FEH Active RS NameNode 15 115, 25 H2))Rf Standby R[] NameNode V)4 Active R4,
Atk HDFS [R5 21k
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MapReduce 5 A& HH AT 80 vl 5T H 00— 1] ) OB Z AL B ) AT v B B R T . 4
sk 2 il vt MapReduce [R#] 3E 252 T il P AR 2R 5 [ 58 b R ABE Y 02 2504 1) T AT A0 AL B ) 2t
{H BT MapReduce nJ Lk W F-1K 25 AABLEERE (0 v 500 8L, KK H MapReduce #EH LU,
28 S E o KB IFAT A FR AT IEARAE . K3 Sy, MapReduce /251 H i 4 1155 A 1 Th A1
i) NS ) KA IFAT IR B 0K

5.1 MapReduce Hitif

g AR AL AL EAC BRI, DR D A B YR PR VA A, T E LR R R B AR K
AN AT, RIS IR e ) R FE R RHERE o Fr A A 2XO0FAT TH R g B2 2. MapReduce
VA A T(TES S8

MapReduce &0 AT M AEHESE, 27 JT & “ 25T Hadoop [ 70 . 7
)iz HESE . MapReduce A% /DI e H 7 205 (1L 5538 A ARES A 5 7 BN A 225 e — > 503
(K3 A e SRy, IFREI24T4E > Hadoop %M L. 5]\ MapReduce HEZL )5, TR i n] LURF44
Ko TAESR PN & T & b, ke An A5 P I 2 42 PR AC B E SR R AL 3 .

fegt MPL SEILHIZRVEIRZ , KSR H 1, B R, & 2BV 0 Bdliir k. 1
MapReduce JEAh & 5 2R 75 %) 1 . MapReduce HHFR A Map Fl Reduce [P EE 7 FH P FEP4 %, HH
AT LS map()Al reduceOVMANEREL, BV Al SEEL A A\ THSR, AR TR L. XN eR AU I 202
key. value X}, F/REREIMAG R M LA FHUER L, I KIZAT 241526k
MBS TS, R RS ATV o Bt N o R EE 5 w48 A Map Al Reduce P51~k
B SEI R A IFAT T BAR 55, AN T AL B IF AT R b HoAth 52 2% 11 1] 73
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5.2 MapReduce JFEFRS 44

5.2.1 IT{ERIERLA

MapReduce KH “7rmicz” BUEAR, O RMBEIEFERE, 2RG A FTAEHRT
11501 AR R SRk, 2R JE 1l 25 41 P R S5 251, 19381 2 450 . Ta) Lt , MapReduce
i “HSFHNRSERIITET -

mE 5-1 Fos, E0AUHSE S, MapReduce fEZE DT ACEE | FFRAT O FEH 70 A = UAF 6. TAE
WIRE. I, e AU S 2500 (5 S5 B k), AR R = FERh S o AN R % : Map A
Reduce. MapReduce KH “/riinz” Hb&, —AMefiidt HDFS 20 An 2CSCF R 50 b i) R A £ s
B, SV V2 BALE Split 73 Fv, BE AN oS> Map ££55, 1iX2885r 7 a] LIl 221> Map
E5IFATANEE . Y Map fE554 WG, 4 h<key,value>B BN TEURARIVFZ A1 45 R . BHA
F[E] Key [F<key,value>2s K& 1% 3| [6)—/~ Reduce {55 A, Reduce T o7+ (A 45 Uk T A vH 5,
I gl B4 B HDFS A 0 R G .

TN Map/T- 4% Reducefl-%% i
gaanl

4% 1 ki tHo
AN a1
45 3 i HH 2

73 Frd

&l 5-1

i, MapReduce AR R KB ik i BT 1/ M EdESE, B EdE 47 ) i
SR IR AT A A e R 45 2R, PR R IX b [R]85 R S K 17 sk AT 5 0%, TR i

JTA 1 B0 A e #7238 ik MapReduce HE42 19 5 22 SEBRI), 7E MapReduce f{9#AN4b B R,
Map 55 A SCPF, Reduce 1155 IR AR B &5 R AR ZE R A7 A HDFS J3 A A SCHF R G, 1 Map 1155
Ak B A 32 1) 18] 45 R ORAFEA L A

5.2.2 MapReduce 1EZ2RIL T

MapReduce [1)55 HLa /2% 5 MapReduce 12 ) map pRZUH reduce BRIZL, 1X 11> pR R e HH
945 . —A> MapReduce 15 VI & 285 B SO 70 3 ot 8dis B, A2 45 map A£55FF4T
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fbEE, MapReduce HEZE H ZhXt map 1 A THIY . & IF/5, W45 RALHS reduce 155, 215
Pl A5 R . — ORI S AR g H AR AF i 0 20 A SC I SO AR RGe b, HEZR) =2 ThRemt
& T PR BRI S RS I 5, PRAEAE MV I 8 A8 08 58

MapReduce 154 70 A A0HHAHESE, A5 0 ML

o T BAEBMMIE, I RKYE. HABHE. SR, BRIET.

o HARENTREEARE, ROBIAHT SR ERER, TREMESFIREHHIED &,
FR KA S

o R Z HATHRAZAIR B M IRRAL R, RILARA B Safe TR,

o THREMIEFL, THAEWITED L, L ETIMTE.

5.2.3 MapReduce #1737

F MapReduce 4 FE R E AL (BAESS) 20 HLAAXFEM R 55 FrAb PRI 2cds 42 o] DL b ir
Z /MRS, T B AN NSRS 0] LL5E IR AT b g T AR
MapReduce AT i FE fa] 0 I 40 T

(1) BEHLHDFS MCAFWNA, 8N A AT — 1N ) <key, value>HE{E XS .

(2) H&E X map RE, W5 HOHDLSZEHE, M Al<key, value>XbBE, 4 b K<key,
value>%ii tHAF 0 R 45 28 .

(3) 4 Jik reduce RJLAFFATALTE map 45, RIS EK T 25 map 105 H 2T — € 1Y
41X (Partition) o XFANESF X _E R, %88 key BEATHEF 2041, #[A] key [F) value B — N ES
o, A JE ATV . B reduce xRS map HHAH [B] o X R R, A2 map E
2 %, T BB AN [A] ) 20 DX JE i 2% copy FIAN ] reduce 15 AL o IX NI FEFR A Shuffle YEh# . B Shuffle
WU IRATT map H I EHE 73 & 2 reduce P A — Nl FE

(4) XtZA> map AR MHIHBATEIF. #F. 5 reduce PRAELH LS 124, 0 i A )
<key,value>S{E AT HEAT AL B, 5 BT () <key,value>4ii t .

(5) 1t reduce )% H OrAF 25T B0 SCAHE

5.3 MapReduce Zife——"inl R~ FliEHr

WordCount FLin] 71 £ fi (&) Fth A2 5% e 44T MapR educe JEAR K FEF 2 —, 7] AFR A MapReduce
fix “Hello World” , 1ZFE 71 52305 ] LA Hadoop 22254011 src/examples H3 F4&3 . il it
WMELSENINRERL : Guvt— RSO BREA FLial IR EL 7~ B 5-2 B
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K-V
‘ Key-valueList
split 1 hello 1
hadoop 1 ) ) hadoop 2
BRI ™ javap1 H hﬁﬁStﬂf combine | pliors
Jiﬁlnhfn:ﬁc;p hadoop 1 1 jeva 1 java 1 N\
hello 1 world 1 world 1 N
world 1 :
! \‘\_\ hadoop 2 hadcop 2
| hello =2,2= hello 4
HEFE .._‘ ja\.fa .—{1:1:;. reduce . ja\.fa 2
map 1 map 1
A reduce 1 reduce 1
I . // world <1,1> world 2
B, hello 2 4
java 1 /
hello map i ’
java reduce PR ORI BN S
helle world i

&l 5-2
ADFR S FEUE B G T .

C1D R SCAFR T split (o3 ) 5 B split X N A R HLAy LI map 155, FFATIAT 56K
MSCRE R AT BT PR 4R 55, map S AR Hi<key, value>3 AN T7 3k, BISCPEAT 5454 key, SO
1) —ATHEA value.

(2) B3 BN U7 )< key,value>XJ A2 45 H P o2 T map F7 34T A0, AE OB 1< key,value >X7 .
1331 map J7 ¥4 H 1)< key,value> Xt J& , map 20K & 1144 B8 key (U THEY, FF44T Combine i ¢,
¥s key EAHIE value {200, 1331 map I 2% tH 45 R .

(3) reduce 5GXT M map HM I E IR BEATH Y, ARSI H P A LT reduce F7iEAT A0, 15
T I< key,value>Xt, FFEN WordCount [X)% H 451 .

5.4 MapReduce W%

5.4.1 Bt E MapReduce FF&IfIE

jri5)) Eclipse, #r#t—) Java Project, F4i"5 MapReduce {CA5 I 75 2 H 21| Hadoop 5 SCA4H 1)
43 JAR G, SR AES S 26 Java AL B 75 248 ] Java B 47 A —FF , X B 75 24 AH N 1K) Hadoop
GFe API T JAR SN (bl “Add External JARs...” $#Zd1S ) , Wl 5-3 Fi~.

r

@ Properties for WordCountDemo O X
type filter text Java Build Path R
I[ Resource - ) . R . -
Builders # Source 1= Projects B Libraries % Order and Export
Java Build Path JARs and class folders on the build path:
Java Code Style = hadoop-common-2.7.3 jar - C:\hadoop-2.7.3\st ~ Add JARs...
Java Compiler = hadoop-hdfs-2.7.3,jar - CA\hadoop-2.7.3\share),
Java Editor =i hadoop-hdfs-nfs-2.7.3.jar - C:\hadoop-2.7.3\sh Add External JARs...
J""'?d‘:”: Location =1 hadoop-mapreduce-client-app-2.7.3,jar - C:\ha Add Variable..
Project References =i hadoop-mapreduce-client-common-2.7.3,jar - (
Run/Debug Settings =1 hadoop-mapreduce-client-core-2.7.3,jar - C\ha Add Library...
Task Repository w: hadoop-mapreduce-client-hs-2.7.3jar - C:\had:
Task Tags wi hadoop-mapreduce-client-hs-plugins-2.7.3 jar - Lt
Validation = hadoop-mapreduce-client-jobclient-2.7.3jar - € Add External Class Folder...
WilaText = hadoop-mapreduce-client-shuffle-2.7.3 jar - C:\
=0 hadoop-nfs-2.7.3,jar - Ch\hadoop-2.7.3\share\h

& 5-3
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m AU AP AR TR JAR WA, XRBAMRBTT AL R/E RS2 Windows,
Hadoop 5 C/Fi# i 7E C:\hadoop-2.7.3 Hx F:

C:\hadoop-2.7.3\share\hadoop\common
C:\hadoop-2.7.3\share\hadoop\common\lib
C:\hadoop-2.7.3\share\hadoop\mapreduce
C:\hadoop-2.7.3\share\hadoop\mapreduce\lib
C:\hadoop-2.7.3\share\hadoop\common\lib
C:\hadoop-2.7.3\share\hadoop\hdfs
C:\hadoop-2.7.3\share\hadoop\hdfs\lib

5.4.2 #mEFNiz1T MapReduce #2/F
& Eclipse [} Package Explorer "H#E 2 WA G2 41 1) project ZAFK Ay, 7E5 H ) b i dF
New—>Class, i Java 2K, X401 WordCountDemo.
WordCount HLi] 20 FE 250 T RERE : Gevh— RV SCA A B FL A BRI k%L, ml LA
Wt & MapReduce 4w FEH & H AT TH]-F 1.
import
import
import

import
import

java.io.IOException;
java.util.Iterator;
java.util.StringTokenizer;
org.apache.hadoop.conf.Configuration;
org.apache.hadoop.fs.Path;

import
import
import
import
import
import
import
import

org.
org.
org.
org.
org.
org.
org.
org.

apache
apache
apache
apache
apache
apache
apache
apache

.hadoop.
.hadoop.
.hadoop.
. hadoop
.hadoop
.hadoop.
.hadoop.
. hadoop

.mapreduce.Mapper;
.mapreduce.Reducer;

.util.GenericOptionsParser;

io.IntWritable;
io.Text;
mapreduce.Job;

mapreduce.lib.input.FileInputFormat;
mapreduce.lib.output.FileOutputFormat;

public class WordCountDemo ({
public WordCountDemo () {
}

public static void main (String[] args) throws Exception {
Configuration conf = new Configuration();
String[] otherArgs (new GenericOptionsParser (conf,
args)) .getRemainingArgs() ;
if (otherArgs.length < 2) {
System.err.println ("Usage: WordCountDemo <in> [<in>...] <out>");
System.exit (2);

Job job = Job.getInstance(conf, "word count");
job.setJarByClass (WordCountDemo.class) ;
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job.setMapperClass (WordCountDemo.TokenizerMapper.class) ;
job.setCombinerClass (WordCountDemo.IntSumReducer.class) ;
job.setReducerClass (WordCountDemo.IntSumReducer.class) ;
job.setOutputKeyClass (Text.class) ;
job.setOutputValueClass (IntWritable.class) ;

for(int i = 0; i < otherArgs.length - 1; ++i) {
FileInputFormat.addInputPath(job, new Path(otherArgs([i])):

FileOutputFormat.setOutputPath(job, new
Path (otherArgs[otherArgs.length - 1]));
System.exit (job.waitForCompletion (true)?0:1);

public static class IntSumReducer extends Reducer<Text, IntWritable,
Text, IntWritable> {
private IntWritable result = new IntWritable();

public IntSumReducer () {
}

public void reduce (Text key, Iterable<IntWritable> values,
Reducer<Text, IntWritable, Text, IntWritable>.Context context) throws
IOException, InterruptedException {
int sum = 0;

IntWritable wval;
for(Iterator i$ = values.iterator(); i$.hasNext(); sum +=

val.get ()) {
val = (IntWritable)i$.next();

this.result.set (sum) ;
context.write (key, this.result):;

public static class TokenizerMapper extends Mapper<Object, Text, Text,
IntWritable> {
private static final IntWritable one = new IntWritable(l);
private Text word = new Text ();

public TokenizerMapper () {
}

public void map (Object key, Text value, Mapper<Object, Text, Text,
IntWritable>.Context context) throws IQOException, InterruptedException ({
StringTokenizer itr = new StringTokenizer (value.toString()):;

while (itr.hasMoreTokens ()) {
this.word.set (itr.nextToken()) ;
context.write (this.word, one);
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}

MapReduce {E4 R PRI E B O R, w2 PR BrBAE S5 41k, —4~ 2 Map 1155,
71—~ 7% Reduce fF%5 .

95 TokenizerMapper J34% 74 org.apache.hadoop.mareduce 134 [¥] Mapper 25, JFH S T map /7
/2. StringTokenizer ;&N 3r#| String [NV H 2R, B2 RiA& A String 457 £ 3/ 73 b 157 2E4 T
orE, BONRERT G IR AT AIRIZESRT o map 7 1% HiAS 21 A AU B (e, $éACss
Reduce 1155403 .

Zn5; IntSumReducer ZE4% 7K org.apache.hadoop.mareduce £ [f) Reduce 2K, 7+ H 5 reduce J7ik,
Reduce 5540 PA M BEN 20, F8EA U N IREEHTIC S, B2 1 25 F im] X . [ AR S ik
1T 2. 1IXH reduce JyvkHimF values FFK A1, BI85 FE AN Fta] 1) o I8

H T fig il TokenizerMapper 541 IntSumReducer ZSREW 1A TAFE, 580t 2 RN G155,
EAE T R E Main HER Job 2RUE Hadoop FifFiz AT (A E AR i, #E4T MapReduce T4/ 1446
WEE, RS IFHFIHEFIBAITE R .

WordCountDemo {84 58 % J5 75 24T 8 . jar XA (FEH SFR B, 1E4E “Export” , FE5f
HOHEHEHRIE$E JAR file) , %31 Hadoop SEHE 21T . iX B H 75 24 JAR U 3] NameNode H,
fif FHAH M. [¥) Hadoop #r2 B R, Hadoop HEffF<x H U E AL 1A LS 75 B A TAE 5511071 K
BHG, MM, i 5-4 Pk
[ hdfs@noded ~]§ hdfs dfs -mkdir /input

[ hdfs@noded ~]1§ cat »>filel. txt <<EOF

> hello world our world

> hello bigdata real bigdata

> EOF

[ hdfs@noded ~]1% cat »>fileZ. txt <<EOF

> hello hadoop great hadoop

> hadoop mapreduce

> EOF

[ hdfs@inode( ~]1% hdfs dfs -put /var/lib/hadoop-hdfs/filel. txt /input
[ hdfs@node?d ~]1% hdfs dfs -put /var/1lib/hadoop-hdfs/file2. txt /input
[ hdfs@noded ~]%

&l 54

S5 $24C 3] Hadoop LA AT, 7 Hadoop HIZ1T jar (55 £ H A% hadoop jar [jar
SCHFAT ] [jar F2¢] [HDFS i A7 B [HDFS fiith 8], Wik 5-5 i GRigmmie, SR T —i
%) o Hadoop fi 2253 —4 JVM Kiz 471X~ MapReduce £, XA~ job #K 7 T—4~ ID
5. job 1535171496909 0001, 1fi HAFRIHIA SCAFA M (Total input paths to process : 2) , [AJH
BRI LL T i# map IS IC 3K (record ZU R 180 » LU reduce % AN tHid 3% .
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[ hdfs@node0 ~]$ hadoop jar /opt/WordCountDemo. jar /input /output

18/08/27 12:42: 05 INFO client, RMProxy: Connecting to ResourceManager at node0/10. 10,75, 100: 8032
18/08/27 12:42:09 INFO input. FileInputFormat: Total input paths to process : 2

18/08/27 12:42:09 INFO mapreduce. JobSubmitter: number of splits:2

18/08/27 12:42: 10 INFO mapreduce. JobSubmitter: Submitting tokens for job: job_1535171456905_0001
183/08/27 12:42:12 INFO impl. YarnClientImpl: Submitted application application_1535171496909_0001
18/08/27 12:42: 12 INFO mapreduce. Job: The url to track the job: http: //node0: 8088/proxy/application_1535171486909_0001/
18/08/27 12:42: 12 INFO mapreduce. Job: Running job: job_1535171456909_0001

18/08/27 12:42: 37 INFO mapreduce. Job: Job job_1535171486905_0001 running in uber mode : false
18/08/27 12: 42: 37 INFO mapreduce. Job: map 0¥ reduce 0¥

18/08/27 12: 43: 10 INFO mapreduce. Job: map 50% reduce 0%

18/08/27 12:43: 26 INFO mapreduce. Job: map 100% reduce 0%

18/08/27 12:43: 47 INFO mapreduce. Job: map 100% reduce 100%

18/08/27 12:43:49 INFO mapreduce. Job: Job job_15351714596305_0001 completed successfully

18/08/27 12:43: 50 INFO mapreduce. Job: Counters: 49

] 5-5

EF5IEATIT, RS HETR, Wk 5-6 P,

2,

[ hdfs@node? ~]$§ hdfs dfs -1s Foutput
Found 2 items

-MW-r--r-- 2 hdfs supergroup 0 2018-08-27 12:43 Soutput/_SUCCESS
-TwW-r--r-- 2 hdfs supergroup 68 2018-08-27 12: 43 /output/part-r-00000
[ hdfs@noded ~]§ hdfs dfs -text /output/part-r-00000

bigdata 2

great 1

hadoop 3

hello 3

mapreduce 1

our 1

real 1

world 2

[ hdfs@noded ~1§

&l 5-6

‘I~ MapReduce F2/7 1Rt FERLE W T« 5348, Hadoop jobhistory i3k I

 —=

—

IZAT5E

MapReduce 1ENVAG &, IXFERATE AT LAAEDL2S 1) 19888 i 11 _F 4T 77 52 AR S5 251 Web UL F41HI, 7
G CO&Ia TS NS &L, 2l 5-7 Frox. £ Web UI H EHL T &1 job 18 HF) Map/Reduce %X
i AR RSB R . AN S B TE] . ARMESER B [B] . Job IDL #2848 AN (User) . BAAIEE.

.| JobHistory H {P|
€ | @ node0:19888/jobhistory v [~
el -
a/ala f“ ) JobHistory
~ Application Retired Jobs
About . .
Jobs Show 20 j entries Search:
s : G Haps Haps=
v Tools :.pbmlt . start . F.ln'LSh Job 1D £ Mame & USEI; Dueue & | State £ | Total Compl eted Reduc
Time % Time = Time = - - . Total
2018.08. 27 20185.08.27 2018.08.27  job 1535171495500 0001 word hdfs root, users. hdfs SUCCEEDED 2 2 1
12042011 12:42:54 12045047 ot
CaT CaT CaT
Submit Tirnm | Start Time | F Tirme ( 1 ne 2 Queue dare ] Ti ] Lom Reduc
Shewing 1 to 1 of 1 entries

5] 5-7



MapReducel.0 [E A 5[4, 1 JobTasker {145 b 8, f74F L ifbE %5 n) 8, Hadoop2.0 LL/E 1
FRAEE X MapReducel.0 MEATAA R A TOFr e ih, iXWif7 7 YARN. {t Hadoop2.0 A, YARN
PEOE TS P LIRSS, MapReduce A PRATTREUEHE T B, HZIZIT/E YARN Z B\ — A2l
IR R E S

6.1 YARN yJ=H: 155

MapReduce 1.0 ZEF ¥k B, 5™ B (1) PR Il 3 B2 nl e . B2 AH A6 S MapReduce A
[ (1) AR S ) S FF o

il 6-1 i, fE MapReducel.0 HE4EH, #—/MFRA JobTracker [ F#HERE, e iA7ELE
BE Bz T AR, 0l #EAE TaskTracker FIiZATM) map Al reduce f£55: MFKA TaskTracker
1) N RE, EAEAT o BT 55 3F e B v JobTracker #45 UEE . JobTracker Bk %44 vidF ki
FRA s, SCELAR D7 YR R 3 B . JobTracker /7 22 BRI N F7 H4H , 2447 /E4EH £ (1) MapReduce
R4, Biesid il JobTracker KM,

KA Hadoop ZEBERILH T S JobTracker FEUKI v ¥ FEIH M. JobTracker ;&R HSS
PSP A FE AT, FFAAE s . JobTracker 75 B 58 INAES K2, BEE AT P i diag job 730K
AYARE, MEEF A job MR H)H, WMALEE] DataNode (1) ZEI5 A GO, 1 i 22 1) B4
JH¥E. f£ TaskTracker ¥ij, H map/reduce task 1FEA %IRRT R H, KA FHER CPU. WiF
HF RN
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Hearthbeat Heartbeat Heartbheat

-
o

& 6-1

6.2 YARN HEZ2Ar43

TR ErER s, — 4By EmAe, XA ATmED T A
JobTracker MJHRTT, B HR Ui ZIRY: TaskTracker, K AEEMEHH 4 E TaskTracker. 76 BT it
H, XAEEESIEIS K JobTracker WINEIRTT (HEME R EEAUES D 70 JF. Br— AR Y6
FAEHESE YARN HIL T, B2 MEHBEEHERS, A LENHRME— 5 A
f£. #£ YARN HEZEH, ResourceManager 1 D738 MNMEREN WIS BRI 0BG, ARV TERSS
ApplicationMaster, 1P 6-2 fli7~.

HoAp B i ke

(1) ResourceManager (f&jF#K RM) , ResourceManager 7= YARN [ 04l ‘& — o il de
TR b, HEBRDREZ I R g vl 1S BN .

(2) ApplicationMaster {0 T 5K () JobTracker, &M $248 T MNNHFLF, #ie hix
NN FE P e — AN NP ApplicationMaster, I HIX AN b RE f& 4 Horp —A> 7345 /5 HIZ AT .
Y EEDIEE: Hie4T W 7] ResourceManager HiF 5T f£ job H X} Task SEATHE . 5
NodeManager 115 LA 2ol & 45 1IEAESS . e Pra 55 e dradl, 3F HAEES R DL T, =
BT AT 55 HE B 0T H 5 4R 55 .
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ResourceManager (RM)
NodeManager (NM)
':T*""I”‘“mlm Nodeianageis - Provides camputational resources
. Hmﬁiﬁs available rasources o J NodeManager W '“"T}'swm rLring in
appropriate applcations and dasks Managers "
- Kanitars apphcakon maskers MR app| (Giraen) [ Wia
master || task || tas

MR }.. ApplicatonMaster (AM)

client “**s..]| Resource - Coordinates fhe execulion of al
,} manager Fasks wathwn s apphcation
'_," - Asks for appopeEate fesowoe

e confaness o run tasks

client

Containers
_ NodeManager
Client - Can nm ﬂ:&ﬁiﬂ;ﬁﬁ of
tasks (also o
- Can submit any type Gﬁ“ ﬁ Hgim Masterss
of appical an | — ——— ——7| - Has d¥erent szes g RAM,
suppared by YARN =1
& 6-2

(3) NodeManager (f&jF#K NM) 8#F )5 K ) TaskTrackers NM 2 BN 7345 550 I B AESS
BHAS, 7, ‘o im0 EiE B RM JEHRASTT s B B PR FH S A% 1> Container (1)
IBATN O 73— 71, EaBEWOT HALFEK H AM 11 Container Ji ) M5 1L 1 25 FiE K

(4) Container 7& YARN HXf R 005 MHh %, R e RG 0HIE B JEAR AL, B3
T b2 YE TR, P AdS CPUL A7 AL 4% 55 . YARN 2 B BEAMESS 73 BC— ™ Container,
I+ Hiz A5 K aewg A H % Container T3k (1) 5805 . (EfHT SN2, YARN H{¥) Container 52—
B TEVERN 73 AL, " AR S B4 AT 10 N R Py i 75 oK () B2 05 1 3l 2B 1) 5 #:7) 7% i, Container
B iR CPU. N 1755 Bl 2 AR 4 52 B v FH 2 -7 SR i 2246 1

(5) —A0 A N RSP —1> MapReduce 1FNE.

HEES YARN ZFUEE B R4, ResourceManager 14 Master , #%~77 5] NodeManager
£ 4 Slave. ResorceManager Z1ffH1 HDFS [ # #5717 5i NameNode #&7E— Wi b, YARN [
ApplicationMaster LA NodeManager ;&1 HDFS [¥)%## 17 55 DataNode #& 4 —#F, YARN H
%] Container 7% (fCEIFFHZEVE) WA HDFS 1545 5 DataNode 7£—ift. #4174 L
NodeManager [FJ% Ui ResourceManager ZEitRHATE FAPARL . N HETFRAZG, 6%
M) Application K XF1Z N R e AT ERES A B, [A] I 1Z Application 3423 A% W FH R a)
Resource HIiF%E, JF 25K NodeManager Jii#)iZM HFEA & — & W AR5

6.3 YARN T {f)ssf

AP YARN 38258 T — AW HFFE G, YARN B EE T/ERMEWNE 6-3 i (B9 Yarn
El YARN) .
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/' Resource Manager

.y ( \ N
7 N § .| Application Yarn
\ RﬁC“entﬁf,” 4 “| Manager ‘ ‘ Scheduler I
\ /7 / §
3,
r é{:’ "y ! .
‘ Node Manager ‘ /| Node Manager |
\ \ i . A
o —K:____ ) Bl__ ) _,——-——é::‘-'-—__ #___ﬁ_ ——
- H“x 2 f,f MR T i - - - MR hh_‘\I
\M_Hjﬂap TESIL,;" . APPMstr - 1 ,M_H_I‘jflap TESE,,_MJ ~__APPMstr__~
. - e
& - -‘-_-_-_-.-_-‘—-—__..__ = ___.—l—-_'___-_-_-—._ =
Container Container 7 Comtamer Container

5] 6-3

YARN 1) F 2 TAEMAE I T -

$®01/ BARSE N ERE, @ YARN PR AR, HA a4 ApplicationMaster
2% . JB5) ApplicationMaster VA< A REFSE,

$%02/ ResourceManager 2% A & TR FIEK , £01% K BFEF5 E— Container,
[ A ResourceManager 9 Application Manager =51% A ATAEH NodeManager 1815, 2K EAFIX
Container 1 /35— ApplicationMaster,

#2803/ ApplicationMaster % B#2 /55 5@ ResourceManager 71/, XAFE AT BB
ResourceManager EF N AR FNEITRES, ARERARZMESHIERE, HLEENZETIRE,
HEETER, EEFTRAIBNTET,

%04 / ApplicationMaster K FIZI1E7 =, 1@id RPC #/MYL[E ResourceManager FRTEFISIEN

AR S

$®05/ — B ApplicationMaster FIEE|RF/G, #e 51ZA=ATTER NodeManager #(5, &
K'e BT

$206 ‘ NodeManager =415 % BH 1134 BRSfETE. JARB. —#HFEFE)

m, BESESGSEE—HEAS, Hi’:lél_’?_ﬁﬁg EF'lﬁﬁMHﬂK%F TS

SJ07 /| = MIFSEITEA RPC Tﬂh)iﬁ ApphcaﬂonMaster }[TEEEE@{X@%HHE, Mt
ApplicationMaster FER E12 5 MESHIETIRTS, DUED DAETSEMNEFREES. N HBE
FizimidiE R, AT FEREI RPC (A ApphcationMaster Ea N AR FRHEEIE TR S

$%08/ & AEFIEITEMS, ApplicationMaster (6] ResourceManager (9 Application Manager
T LA EC - & ApplicationMaster A<, ResourceManager ' Application Manager 2= M £
KW, AeBHEENRS, BRIFMENESHITER,
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6.4 YARN HEZZHI MapReduce1.0 HEZEXT L

PANHE ZE 55 K11 X 1) #E T 50K MapReduce HEZEH 1) JobTracker Fl TaskTracker AW, T, U4,
2 IP)7& ResourceManager- NodeManager H1 Application Master 1X =/~ .

NodeManager IhHELLE L —, #2157 Container ARAMI4EY", FFIA] ResourceManger {44
k. Application Master 157 Job Ay EIHWN A TAE, RIELEWIHELEH JobTracker. {H
EREE— Job #H—- Application Master, ‘&S] LLizfT#E ResourceManager LLARPHLAS L.

ResourceManager H T A oi ot Yi B B, ARSI AR 2 5 R 45 i AC 4y Application Master
it I . ResourceManager "H3 —/Mui Nl ApplicationsManager, ‘& H T il] Application Master [1')iz
ATARBL, TR )@, AR ARALES RS .

BIME 2, YARN HXFT MapReducel.0 13 41 R

(1)ResourceManager kb JobTracker A A/ | %5 H#E - ResourceManager &2 21| | JobTracker
PR o BC I E R, el ok TR EE ) CTAE R 88 R EML &) Application
Master, FF 5 ) W5 [) Application Master. ‘& AN PR DT/ M PIAS [FAE S P 28 . U X R EE )5 B
A Tasko IXFFEAS L RURR 152 WA /s, PR N 2

(2) MapReducel.0 BE 2 V5 HESE XOE TR U6 FRIE BEHE LY, {H H 58S F MapReduce 4 FEf Y .
M AEBrfEZEH , Application Master 72 FJ 22 [1), A] LLAANE] PR AESE 40 ™S H ) Application Master,
1550 2 ok HREZE n] LLiZ 174 Hadoop M L. YARN _Lifin] BLigfT &Moo HHESE (45
MapReduce. Spark. Storm %5) .

(3) YARN )R EEHEINEZ, YARN XH Container A AT % YRS, Container 1B
G 2 7R YEkE B ER, LR E Mg A R

6.5 CDH Ry YARN )%

YARN WEr B 58 BI04, F 290 & ResourceManager. ApplicationMaster. NodeManager .
Container X JLM#E2x, CDHS A H, RN HE L T MapReduceV1 Fil MapReduceV2 (YARN) P/
WA, WEARAE R 2T YARN g — M osdid i fg, @i H YARN.

s CPU FINAEA T %UE . CDH #hA TYEMER KA ¥) DRF (Bl Dominant Resource
Fairness) TF&I50g. & PR, #i2NFARKEAE, ZR1 CPU MIASEES 1, #lik'E
TN CPU NBIE K, Z H KB WFEASFHEIMES T .

YARN )i W55 B B2 IRAH R ZE AW B L SETRE =7 A 52 «

mapreduce.map.memory.mb, map 1£5-# 4.
mapreduce.map.cpu.vcores, map 1E 45 4 CPU 4% 34,
mapreduce.reduce.memory.mb, reduce 1£45-# #F.
mapreduce.reduce.cpu.vcores, reduce 1£45-/E 4 CPU 42 4X.
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yarn.nodemanager.resource.memory-mb, %35 P 7.
yarn.nodemanager.resource.cpu-veores, 225 it 44 CPU 4%34.
yarn.scheduler.maximum-allocation-mb,, 4Bt 2% 255 Y6 KA 4.
yarn.scheduler.maximum-allocation-veores, 4Bt %25 i F i 9ok CPU 4Z34,

Lt 21K yarn.nodemanager.resource.memory-mb FL'E & 1 16GB, 4 B ALL(HL 2SN 7F 128GB ),
K 6-4 fi7s.

loudera MANAGER Clusters ~ Hosts ~ Diagnostics ~ Audits Charts ~ Administration ~

YARN (MR2 Included) (custer1) = Actions~

Status Instances Configuration Commands Applications ResourcePools ChartsLibrary Audits Web Ul + Quick Links ~

Filters
yarm r‘.odemaﬂager resource.memaory mb
v SCOPE
S arvice Wide Container Memory NodeManager Default Group ...and 1 other C
‘p'EH'I.I'IDdE'FI"EI'IEQE‘F.[E-SEIUFE.-E-.I"' o
) ) 16 GiB 4
) emory-mb J
JooHatory Serve Edit Individual Values
NodeManager

&l 64

H )1 YARN J&, X0 5) MapReduce 1£55, MRS 2 &I MapReduce (E55f SE TIR 2.
Spark ¥ on Yarn £z, HZEJE/MACZEACET YARN (1) ResourceManager KU T FE 11, Ehi,
WA NH, Ja3) Spark BHRES, K 6-5 Pk,

Spark On Yami i T executorJ1FRH (o5

15/10/16 16:56:04 INFO RMProxy: Connecting to ResourceManager at InterFinance01/10.238.18.80:8032

15/10/16 16:56:04 INFO Client: Requesting a new application from cluster with 3 NodeManagers
15/10/16 16:56:04 INFO Client: Verifying our application has not requested more than the maximum memory capability of the cluster (1
4 MB per container)
Java lang llegalArgumentExce ption - |HE_
at org.apache_spark deploy.yarn.Client.verifyClusterResources(Client.scala:191)
at org.apache._spark.deploy.yarn.Client. submitApplication(Client.scala:102)
at org.apache spark.scheduler_cluster YarnClientSchedulerBackend start(YarnClientSchedulerBackend.scala 58)
at org.apache.spark scheduler TaskSchedulerimpl start(TaskSchedulerimpl.scala:141)
at org.apache.spark SparkContext <init>(SparkContext.scala:379)

& 6-5

ME 6-5 Hha] LUF 2|55 1E Application 75 2 1) N f7 i ik Container 1155 KN A7, B LAECE YARN
1 [f] yarn.scheduler.maximum-allocation-mb iX > Z %4, {§45 Container [1] 5 K W AF1A £ 1024+384 MB
UL b Bz, Wk 6-6 s,
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cloudera MANAGER  Clusters»  Hosts »

Diagnostics « Audits Charts ~ Administration «

@ YARN (MR2 Included) (custer 1)~ Actions -

Status Instances Configuration Commands Applications ResourcePools ChartsLibrary Audits Web Ul ~ Quick Links ~

Filters
yarn.scheduler.maximum-allocation|
v SCOPE
N (MR? Included) (Service-Wide) ¢ Container Memory ResourceManager Default Group +
Maximum . .
1536 | MB  ~+|/ 1.5GiB
yarn.schedulermaximum-
| — (=]

allocation-mb

] 6-6
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Hive /&2 T Hadoop —MNEE G2 T H, o] LUK SQL & 1) 4 4 24 MapReduce 1155 k112
17 HALR S 2] A, nTBAIE 28 SQL i A PR ad SEF &) HL 1) MapReduce Feit, AN A L]
1) MapReduce W H -

7.1 Hive s

Hive FiF24H? 4011, FEAAn AR EdE G5 225 T MySQL . Ja KbEE 2dE
AN, XL ZAE EILAME 1, T2#3] 7 Hadoop KEHE -V & 1A%, H| HDFS
LR =2 . A 80K 1, DLAr2E TR E N EdE ©FEH SQL & 5 gt &w, MAE
#: 3| HDFS FJfl, 738 MapReduce {45 £ #1, IXFf
LA 3 T i) NiE 755~ MapReduce Zwfe ! T2l R T | 414 city name  sex
—ATPTHESE, W2 SQL KAt HDFS & (H 4 peo1 beijing zhangli man
A B2 SQLE S, MESE AT SQL ¥ i MapReduce [1] 0082 guizhou lifang woman
155, RIEf2 o) » IXFF Hive fiid: 7. H5 | @ee3  tianjin wangwei man
Hive #i/& 1> SQL #5112, Hive )& X T ] FL1JZESQL | @@@4  chengde wanghe woman
HIE S, CAWHE SQL E S H P EmEdE, e 0085 beijing lidong man
SQL AR MapReduce Ve, SR IG4LE Hadoop 3 Pe06 lanzhou wuting woman

1T, KixFIETF R BT . 0ee7 beijing guona  woman
BABIT, S HRME 71 PR, Giilligdk | 9998 chengde houkuo man
Customer.txt H AL 2 7 F 22 /DAL Q2R B 28 1) ] 7-1

MapReduce F&/7ASEHLIXANNESS 704, AIRERT 4L 90 4T
Je A AR
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R A Hive KsLIUAHBEIFIDIRE, Bl 553# Customer.txt RiEF)&P H 2 /0407 1l 7-2
Fias, HE—25 SQL in). 2 AU Hive iIX M ATHESE R I ?
hive:> select city., counti )

» from Customer

» where city=" tianjim

> group by city;

& 7-2

Hive )47 ol = 2 AR AE :

(1) Hive SZRFAFRAEN SQL #7%: Hive %2 7 H P H JAVA 55 445 MapReduce F2/7 1L 12,
KR T IR A . LR REE SQL F2hE . H2 AP MapReduce « Java e 68 ) 5255 1 H P
HEe7E HDFS SE#F HIR7 Al SQL s &, 18 s .

(2) Hive s& A KREFEHL AN FR A1) Hive [P B UL T 4250 105 R T 4 Can MySQL.
Oracle) 7E R ACHE RSN, T Hive &8 7. 7E Hadoop 73 A=\ 34 548 HDFS 2 L), i
ik MapReduce THEMEZRPATH P I AESS, D nT LSRR AR B 2t . b4k Hive 11 A] 4™
J& YEFI Hadoop ) Al 4 A2 — 301 .

(3) Hive AT HEIE Ry . 2 Wi$23], Hive ET IR, HTRARS], TEHMBENE,
R FEIR SR o T hb—~F 3 Hive AT EEIE HF) A 2 MapReduce 11 HESE . HHT MapReduce
A5 HARREMEER, FIAERH MapReduce $4T Hive BN, BT A M EER . HTEHET
Ui I GEIR R, $RE T Hive ANid 3 SE 2l &), Hive S fEAEH I sc 2 REAR R AL F AR,
bt an 1 2% H & 50 #r

7.2 Hive R4 HYgp 5t

7.2.1 Hive /K& 22

Hive 74 R 50t 2Nk, Wil 7-3 Prose.
Hive [f4& R 450 al LLA} 4 LUK JLANEB )
(1) AP #0: CLI 2174211 (Command Line Interface) . JDBC/ODBC. Web %11, H
th 5 FH IS shell 1X N5 F s 7 206 Hive BEAT AH M #4F
(2) Driver Wz 5% 411F (Hive fiftT4%) : B4y Piibds . AT . Dhaest 2R3 H
F %5 18] Hive SQL i8R BHATARAT aietiAl. AL AT &, SR )51 F K= MapReduce 15 HESE,
T 16 W 1Y) MapReduce Job #7047
(3) Hive JuZi#ls (Metastore) : Hive ¥ o215 EA7 6 £ R AP ZEH, W Derby CHAF ) |
MySQLCSEFR TAEHACE R, K24 Derby AN s 2 F 7 48 ] Hive U [0l f7fi#i /£ Derby  [f) Metastore
AR, PrLLsEpr TR, J#E ECE MySQL K77 Metastore £i#f5. Hive H 7oA {5 BAUFE R
L REVIRIIX . REEME GERASMERS)  RIVEIEPTER H X5
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(4) Hive XN GPEMEG 7 (E HDFS 1, MESSSERR BTt 52 A ] MapReduce $AAT 11 -

HIVE Client

&0

webUI

JDBC, ODBC

Driver(fZ1TE5)

Hive Server

~- ”
Eﬁﬁ%@ ) [sﬁ::?::::‘::q
e
[ ez | K |
EED)
X

. / \ y

Nl
[ [ MapReduce __] HDFS] ]
Hadoop

& 7-3

M R R G5 b el LA Y, Hive HESE50 72 A F Hive Driver ¥4 H P 1) SQI 35 A i 1l 6t b,
"] MapReduce FE/FIM 2. Hive A S ATEAGiEE, 1M/2&% BA7EAi{E HDFS L%dE. HT Hive &
O EE G E N Bovt 1), DI Hive WA SCHRPXT R0 (805 AN, - e B0 2500 AR 2 75 D028 i I
fig PR SE T

7.2.2 Hive MNH%=

AR Hive 14750, H NV 7508 4500 -

(1) Hive AR IEE, EWILIF%F] HDFS [FPRH. HA i KK R$w5E Hive
ANSCFFC KRN ) 0T« Sl B MR RAE

(2) Hadoop &M AR R S, 551 R 3/ EH AR TR, B Hive & H1E
I A ™ T, ARG R R 2 BT IRAE 4546 Hive WP FFEEPATHRK I I ). 28 B U )
Wyse, B H Impala.

(3) Hive AN SZHF555.

Zi LTIk, Hive AN3Z#F OLTP (On-Line Transaction Processing) , 1Ml SHF2UT)% A— OLAP
(On-Line Analytical Processing) - H. 1 HAN R0 T OLAP, K04 Hive [FJRERE, HifsH
Wi/ OLAP 1] “BRHL” #%r. BRlitk, Hive BiEG IR N PN, AT B v 25 H
g5, AL R AT A R I i S B R o . BARIEIR,  RJE T R R e B R R S
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WA, WHRH P FTFE KAEEAEAE ] OLTP Dfe 3oz ai ey A3 e ? b iy FoAr TN 1 e 43—
NoSQL &4 4 Wl HBase, XFp #5045 2 (1% sl 2 L A B PR, RT DA Az S B 3 v 1) 2K

7.3 Hive BYEPERR

Hive B AR 77 A F LR FILFr: NHEER. MR, 20X F Bucket (Ffi) o Hive %K
A0 72 Hadoop 43 A =X ARG . Hive A58 A L I TINEIR A fiitg 20, A A Hdsd &
g1, AT EAE QR R I % &V Hive 23 1941053 B R AT 70 B& 7T, Hive B nJ LU E3E . P
1T Hive R H 15 A\ Zds 22 R 203E 21 21 Hive R PTE ) HDFS HxH .

7.3.1 HNERE

Hive [f)3&4H Lt A7 A IR B0 AR R A HH 1 EURE TE A A S CER AL k. R A7 1 & £5
JAAE HDFS I3 A A SCE R G, JUBRE A e R R B R . S FRANE 5K Hive 038, 83%H
A AN EREE A, 2R AE A O R G B2 — A4 30 H k.

N HEER A ARG AE Hive VR BRER, WEERMBINERR, wUlEs 17 H R Edk.

7.3.2 SMERE

AR IR AN R TE H R PTEM B b, MR R AL, EenfeiteE Hive 4 G 7N
(K)o A X0 248 (Hive )8R 2 g & HDFS Ei—ANH 3%, XA H %52 Hive s 47
fiti B INES AT, & n] LLFE Hive MBCE SCAFEHTACE, BB WS EBDCEIFEE L) o SMBERM
MERE, HAZMER T oBERINAE R, ZINEER TR n) 2 A2 B R T .

7.3.3 HEXFE

—ARATLE A EE 2 A0 X, B X PO RIS A AR R SO R I H X R -
7r X EEAR Hive Select B H s #E NRN A, 7 IETH AR 2 I [BMSB  28 1) TAF - (B kg — K1
S HE AN X, SRR A e 1 HHH & o

7.34 18

A2 B A AR RS ) Va2, Hive KD HRE S THEEME A hash,  SRJ5 BR LU IO ok R
1) 77 TR E 12 S W SRAF BAEME AN =P o fifi2 LRI FFAER B H & &, B — X N —A
WAFs EEUPRF region 3 rid #1173 # 16 MY, HILX rid AIMETH5E hash, XF 1 hash B4 0 [
HARTE4 1) HDFS H sk 44 /user/hive/warehouse/region/part-00000, fi] hash {€4 20 1) 2174 1)
HDFS H % A /user/hive/warehouse/region/part-00020 .
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op
hia

7.4 Hive S5

A LU i) Cloudera Manager [P FE IS I Hive 4144, @0 7-4 iR, V& 24 %25 4] Hive. Hive
fif FH MySQL JoEdl e, W B2 2E (K%, AIIRAET “unable to find the jdbe database jar on host 7,
JLAR FZIRE) JAR G EAXN, K5 JAR 455 AN /usr/share/java X Hx, s H

mysql-connector-java.jar.

C|OUdera MANAGER Clusters ~ Hosts ~ Diagnostics ~ Audits Charts ~ Administration ~

. Hive (Cluster1) @ Actions~

Status Instances Configuration Bz} Commands ChartsLibrary Audits HiveServer2 Web Ul &  Quick Links ~

Health Tests Create Trigger Charts

@ Show 2 Good CPU Cores Used ©

Status Summary

Gateway @ 3 None m Hive Metastore 5... 0.0023 wHiveSer... 0.0028
Hive Metastore Server @ 1 Good Health Health ©

HiveServer2 @ 1 Good Health 100

Hosts @ 1 Good Health

&l 74

Az Hive, WE 7-5 B 7.
[ hdfs@noded ~]1§ hive

Logging initialized using configuration in jar: file: /fopt/cloudera/parcels/CDH-5. 11
.2-1, cdh5, 11. 2, p0. 4/jars/hive-common-1. 1, 0-cdh5, 11,2, jar! /hive-log4j. properties
WARNING: Hive CLI 1is deprecated and migration to Beeline 1is recommended.

hive> create database if not exists hivedemo;

0K

Time taken: 0.691 seconds

hive> use hivedemo;

OK

Time taken: 0.029 seconds

hive>

&l 7-5
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7.41 Hive NERFRIRE

Gl N R, k.

use hivedemo;

create table visiters (last name string,first name string,arrival time
string,

scheduled time string,meeting location string,info comment string)

ROW FORMAT DELIMITED FIELDS TERMINATED BY '\t';

G X N2 7F hivedemo.db [ H3x FLARAGNE— DAY, K 7-6 Pros.

[ hdfslnoded ~]1% hdfs dfs -1s /user/hive/warehouse/hivedemo. db

Found 1 items

drwxrwxrwt - hdfs hive 0 2018-09-04 17: 54 /user/hive/warehouse/hivedemo
. db/visiters

& 7-6

AL A3 HDFS 1 H %, HDFS 1) shell g2

hdfs dfs -put /opt/visiters data.txt
/user/hive/warehouse/hivedemo.db/visiters

USSR, Wi 7-7 s

[ hdfs@inoded ~]§ hdfs dfs -put /opt/visiters_data txt /user/hive/warehouse/hivedemo. db
/visiters

[ hdfs@node0 ~]§ hdfs dfs -1s /user/hive/warehouse/hivedemo. db/visiters
Found 1 1items

-Mw-r--r-- 2 hdfs hive 889235 2018-05-04 21:09 fuser/hive/warehouse/hivedemo. db/vi
siters/visiters_data. txt
[ hdfs@node) ~1%

Hive HHH#4T HiveQL #5H): select * from people visits limit 5, WK 7-8 fn, 2.4 0] LLE %L
a1

hive> select * from visiters limit 5;

DK

BUCKLEY SUMMER 10/12/2010 14: 48 10/12/2010 14: 45 WH

CLOONEY GEORGE 10/12/2010 14:47 10/12/2010 14: 45 WH

PRENDERGAST JOHN 10/12/2010 14: 48 10/12/2010 14:45 WH

LANIER JAZMIN 10/13/2010 13: 00 WH BILL SIGNING/

MAYNARD ELIZABETH 10/13/2010 12: 34 10/13/2010 13:00 WH BI

LL SIGNING/
Time taken: 0,754 seconds, Fetched: 5 row(s)
hive>

2] 7-8

MARAE Hive 1T drop table visiters g 2 I, 1 H HDFS shell 7% hdfs dfs -lIs
/user/hive/warehouse/hivedemo.db/, PR I FRN HEZE, HDFS A Al Bs 1 .

7.4.2 Hive 5MaRRIR(E

B G HDFS Fal@— 1 Hx, IF B4 3CAE, i 7-9 Fros.
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[ hdfs@noded ~]% hdfs dfs -mkdir /user/hive/warehouse/hivedemo. db/names_ext
[ hdfs@node0 ~]§ hdfs dfs -put /opt/names_ext. txt /user/hive/warehouse/hivedemo. db/names_

ext
hdfs@noded ~]%

Kl 7-9

I Hive AhiB2e, fH ] LS external, WK 7-10 is. Hive #3636 CERERE LA P P T
o PR AN R R R A B OB R BE SO P E Bk b, XXMy SGE A& BUE S 2 A4
HDFS 17 ; Hob—F iy SR E R e e sMNT £ EdE %, MG EdE N85 ZH % T.

hive> create external table names_ext

( 1d int,

name string

)

row format delimited

fields terminated by "\t

location * fuser/hive/warehouse/hivedemo. db/names_ext" ;

R

0K
Time takem: 0.1 seconds
hive> select * from names_ext;

0K

10 Rich

1 Barry

2 George

& Ulf

il Danielle
9 Tom

15 manish

7 Brian

& Mark
Time taken: 0,092 seconds, Fetched: 9 row{s)
hive>

&l 7-10

TMERANEEZE, HDFS A ¥) names ext.txt SCAFFFEAMER, 45 T 7-11 fios.

hive>
> drop table names_ext;
0K
Time taken: 0.154 seconds
hive> exit;
IWARN: The method class org. apache. commons. logging. impl. SLF4JLogFactory#release() w
as invoked

WARN: Please see http: //www. s1f4j. org/codes. html#release for an explanation,

[ hdfs@noded ~]1%
[ hdfs@node0 ~]$ hdfs dfs -1s /user/hive/warehouse/hivedemo, db/names_ext

Found 1 items
-MwW-r--r-- 2 hdfs hive 78 2018-059-04 22:01 /user/hive/warehouse/hivedemo

. db/names_ext/names_ext, txt
[ hdfs@noded ~1§

& 7-11
;E'\gﬁ' “F:

(1) WHEBEAE Hive BB ZEF, drop 2, HLIHIK) B SCAF th a2 MBS .
(2) A, B CE HDFS ) 34, drop 2, XU R Hive [F)Jc#dlE, HDFS (K54 S04
AE
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7.4.3 Hive 9 XFEEE

BRI Al LLRI 9 R — N2 AN Ir X, IXRERATIAE N8 i o Hodi e BRI 701X,
B WEAE I rf DUR & BARE) 70 XN m 808 o 3 Xn] DUBRAR O R 00— NMRFIR I 41 . SR 2

partitioned, W& 7-12 i,

hive> use hivedemo;

OK
Time taken: 1.742 seconds
hive> create table invites {id int, name string} partitioned by {ds string)
> row format delimited
> FIELDS TERMINATED BY "\t
» LINES TERMINATED BY ’\nm’
> stored as textfile;
OK

Time taken: 0, 227 seconds

hive> load data local inpath ° /opt/datal. txt
on (ds=" 2013 );

Loading data to table hivedemo. invites partition {ds=2013)
Partition hivedemo. invites{ds=2013} stats: [ numFiles=1, numRows=0,
awDataSize=0]

OK

Time taken: 1.03 seconds

hive> load data local inpath " /opt/dataZ. txt’
on {ds="2014" );

Loading data to table hivedemo. invites partition {ds=2014)

Partition hivedemo. invites{ds=2014} stats: [ numFiles=1, numRows=0, totalSize=26, r
awDataSize=0]

overwrite into table invites partiti

totalSize=25, r

overwrite into table invites partiti

0K
Time taken: 0,578 seconds
& 7-12
M= X hEESE, BFHESXERNTXAER, BAAEENE 7-13 .

hive> select *# from invites where ds =" 20137 ;

0K

1 zhangsan 2013
2 lishi 2013

3 wangwu 2013

Time taken: 0.537 seconds, Fetched: 2 row{s)
hive> select # from invites where ds =" 2014 ;

OK

4 maliu 2014
5 hougi 2014
G zhaoba 2014

Time taken: 0.15 seconds, Fetched: 3 row{s)
hive> show partitions invites;

0K

ds=2013

ds=2014

Time taken: 0. 124 seconds,
hive®

Fetched: 2 row{s)

P’ 7-13

#£ Hadoop F7; X K2 X 2l H 11, WE 7-14 Pros. 73X RSERR g R S0 ez
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AR S LT E W .

[ hdfs@node0 ~1% hdfs dfs -1s Auser/hive/warehouse/hivedemo. db/invites
Found 2 items

drwxrwxrwt - hdfs hive 0 2018-09-04 22:21 fuser/hive/warehouse/hivedemo. db/in
vites/ds=2013
drwxrwxrwt - hdfs hive 0 2018-059-04 22:21 fuser/hive/warehouse/hivedemo. db/1in

vites/ds=2014
[ hdfs@noded ~]%

] 7-14

744 1@FE

71 X R AR R IR SR I3 ez A/ SR DA T3, AR WER A S 70 A AT, 52
BWUE. L (bucket table) H] LU EHE UEAT IS A UL,  H 1)72 LEE s e 1550 Hh 7 A 23R 1) 2%
B S . TS L, MRS E D, XHRE FBUNEZET hash i2 5145 3 hash {5, FHE
H hash {8 & ELAR 1) ZUSOR Ri2 FA5 B R E T 0 i, IS ESCAE R fefe . 3, B
(bucket) iR (Bi7r) HRHEM) A, — B~ 1w G S Al reduce ££557
BOMNE . MRLT T Tt aEw, A% H & HRFEM BRI L, &Lt ain, 4 el HEH

MR R A A R

$®01 / IREELE, & Hive 285X 4% set hive.enforce bucketing=true,

4:5%02‘ CIZEAESE . create table bucket tablel (id int) clustered by(id) into 8 buckets,

Pl RE—1FE (id) B94E3R, clustered by ZE R AZ I NFE M, 12588 id 948, OH
8 > bucket, XY id BHITREAEVE, ME 8 MAE,

$W|03 | Bl TR bucket table2 FHAEINHEIE, BIEWE 7-15 Fimo
hive:> create table bucket_tablel {id int)} clustered by{id) into 8 buckets:
g?me taken: 0.098 seconds
hive> create table bucket_tableZ{id int);
0K

Time taken: 0,101 seconds

hive> load data local inpath ’ /opt/testbucketl. txt" into table bucket_tableZ;
Loading data to table hivedemo. bucket_tableZ

Table hivedemo. bucket_tablez stats: [ numFiles=1, totalSize=119]

0K

Time taken: 0.855 seconds

hive>

Kl 7-15

$804 / HROEIEE /o £ insert into table bucket_tablel select * from bucket_table2 #{F
s, WE 7-16 Fzro
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nive>
» 1insert into table bucket_tablel select * from bucket_table2;

Query ID = hdfs_20180905165151_41laaf2eb-5527-4526-8e01-422f510b360d
Total jobs = 1
Launching Job 1 out of 1
Number of reduce tasks determined at compile time: B8
In order to change the average load for a reducer {in bytes):

set hive. exec. reducers. bytes. per. reducer=<number>
In order to limit the maximum number of reducers:

set hive. exec. reducers. max=<number>
In order to set a constant number of reducers:

set mapreduce. job. reduces=<{number>
Starting Job = job_1536116728391_0001, Tracking URL = http: //node0: 8088/ proxy/ap
plication_1536116728391_0001/
Kill Command = /opt/cloudera/parcels/CDH-5. 11.2-1. cdh5. 11. 2. p0. 4/11b/hadoop/bin/
hadoop job -kill job_1536116728391_0001
Hadoop job information for Stage-1: number of mappers: 1: number of reducers: B

&l 7-16

IR S MMESE B REN— 0, —MEW A 094 (B ot ) BB reduce £ 3%
#[E, ®id HDFS /1 shell 152, TTUERF 8 N xrtt, WE 7-17 Fimro

I[hdfs@nndeo ~]1% hdfs dfs -1s fuser/hive/warehouse/hivedemo. db/bucket_tablel

Found 8 1tems

-rwxrwxrwt 3 hdfs hive 11 2018-09-05 17: 18 Juser/hive/warehouse/hivedemo
. db/bucket_tablel/000000_0

-rwxrwxrwt 3 hdfs hive 10 2018-09-05 17: 18 /user/hive/warehouse/hivedemo
. db/bucket_tablel/000001 0O

-rwxrwxrwt 3 hdfs hive 11 2018-09-05 17:19 Juser/hive/warehouse/hivedemo
. db/bucket_tablel/000002_0

-rwxrwxrwt 3 hdfs hive 11 2018-09-05 17:19 fuser/hive/warehouse/hivedemo
. db/bucket_tablel/000003 0

-rwxrwxrwt 3 hdfs hive 11 2018-09-05 17: 19 fuser/hive/warehouse/hivedemo
. db/bucket_tablel/000004_0

-rwxrwxrwt 3 hdfs hive 11 2018-09-05 17:19 fuser/hive/warehouse/hivedemo
. db/bucket_tablel/000005 0

-rwxrwxrwt 3 hdfs hive 11 2018-09-05 1719 /user/hive/warehouse/hivedemo
. db/bucket_tablel/000006_0

-rwxrwxrwt 3 hdfs hive 11 2018-09-05 17:19 fuser/hive/warehouse/hivedemo
. db/bucket_tablel/000007_0

[ hdfs@noded ~]1%

& 7-17

+E05 ‘ Hive FEIIMFFE 15 select * from bucket tablel tablesample(bucket 3 out of 4 on id),

EF— &% select * from table name tablesample(bucket X out of Y on field);

X BB ERFEHEL, Y R 2 DR EL

Y WA DB ERNEEEERE T, LW BEC 8, Y 25 8, MIFR7= R AAE A HHEY 1 1 bucket
NEIE: BY N4, WRTMIETIHE 8/4 (2) > bucket FIEIE,

FEHAE TS REMEEE 3 MBS 7 M EdE, W& 7-18 Fiso
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hive>

> select * from bucket_tablel tablesample{bucket 3 out of 4 on id);
Query ID = hdfs_201809805172121_65870f7f-2d4c-427f-9f0d-8487T2d48a03
Total jobs = 1
Launching Job 1 out of 1
Number of reduce tasks is set to 0 since there’ s no reduce operator
Starting Job = job_1536116728391_0004, Tracking URL = http: //node0: 8088/
Kill Command = /opt/cloudera/parcels/CDH-5. 11.2-1, cdhf, 11. 2, p0. 4/11b/hadc
Hadoop job information for Stage-1: number of mappers: 1; number of redug
2018-05-05 17:21: 43, 495 Stage-1 map = 0%, reduce = 0%
2018-09-05 17:21: 54, 439 Stage-1 map = 100%, reduce = 0%, Cumulative CPU
MapReduce Total cumulative CPU time: Z seconds 530 msec
Ended Job = job_15361167283591_0004
MapReduce Jobs Launched
Stage-Stage-1: Map: 1  Cumulative CPU: 2,53 sec HDFS Read: 4678 HDFS W
Total MapReduce CPU Time Spent: 2 seconds 530 msec
OK
A
10
26
18
22
=
14
S0
Time taken: 26,246 seconds, Fetched: 8 row(s)
hive>

Kl 7-18

il it HDFS [1) shell g%, &A= 3 MM 7 M EdE, WK 7-19 s Sukg A1 .

[ hdfs@nodel ~]$§ hdfs dfs -cat /user/hive/warehouse/hivedemo. db/bucket_tablel/000
002 0

2
10

26

18

[ hdfs@node0 ~]§ hdfs dfs -cat /user/hive/warehouse/hivedemo. db/bucket_tablel/000
D06 _0

A2

&
14
K10

K 7-19
RS2, TR (table) o3& 7 [X, Hive A] LAEE—CZ 2%/, A2 50 A 400 FE 1T
AL XSy o Hive ZE 0T ST 2080, X IXH{EEEAT hash, 28 J5 Bk AR AN g 10X
ANME RSB AS A

7.4.5 Hive iz 315 WordCount

Hadoop £ JiLin] A4t vt WordCount, # /G HES MR, Wik 7-20 Pros.
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[ hdfs@noded ~]§ hdfs dfs -put /opt/filel. txt /input/
[ hdfs@noded ~]§ hdfs dfs -put fopt/filezZ. txt /input/
[ hdfs@noded ~]§

[ hdfs@noded ~]§

[ hdfs@noded ~1§ hdfs dfs -cat /input/filel. txt

hadoop 1s great

spark 1s good

[ hdfs@inode0 ~]§ hdfs dfs -cat /input/file2. txt
hadoop 1s good

spark 1s great

hive is good

. hfsénodeo ~]9

& 7-20

F Hive 4% HiveQL i f)3E I WordCount 5511 F AT,

create table docs(line string);

load data inpath '/input/*.txt' overwrite into table docs;
create table word count as

select word, count(l) as count from

(select explode(split(line,"' '))as word from docs) w
group by word

order by word;

R 7-21 P CRMERT R, vkss BN, X RS Na) .

hive> create table word_count as
> select word, count(l) as count from
> {select explode(split{line,’ ’))as word from docs) w
» group by word
> order by word;
Query ID = hdfs_20180905182020_a%aa7hd2-d5c2-4820-8627-a77db317ac05
Total jobs = 2
Launching Job 1 out of 2
Number of reduce tasks not specified. Estimated from input data size: 1
In order to change the average load for a reducer (in bytes):
set hive. exec. reducers. bytes. per. reducer={number
In order to limit the maximum number of reducers:
set hive. exec. reducers. max=<{number;
In order to set a constant number of reducers
set mapreduce. job. reduces=<number>
Starting Job = job_1536116728391_0005, Tracking URL = http: //node0: 8088/proxy/applic
ation_1536116728391_0005/
Kill Command = /opt/cloudera/parcels/CDH-5. 11.2-1. cdhb. 11. 2. p0. 4/1ib/hadoop/bin/hado
op job -kill job_ 1536116728391 0005
Hadoop job information for Stage-1: number of mappers: 1; number of reducers: 1
2018-09-05 18:20: 32, 514 Stage-1 map = 0%, reduce = 0%
2018-09-05 18:20: 46,678 Stage-1 map = 100%, reduce = 0%, Cumulative CPU 2.47 sec
2018-09-05 18:20: 58, 351 Stage-1 map = 100¥, reduce = 100%, Cumulative CPU 4,27 sec
|HapReduce Total cumulative CPU time: 4 seconds 270 msec

&l 7-21

AT select * from word count, FLia| F 45 R WK 7-22 Firon.
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hive> select * from word_count;
OK
good
great
hadoop
hive
1s
spark 2

Time taken: 0.156 seconds, Fetched: & row(s)
hive>

(ol I S N I R

&l 7-22

WordCount HLid] G5t} 55 AE MapReduce H )4 42 SEIL AT Hive HP 4 FE SEER ) F= LA ] s i | -

(1) K H Hive SZHL WordCount 5725 H J5 240 5 B/ D 14C0S &, /£ MapReduce H', WordCount
FRH 63 17T Java A% S M, £E Hive PR HEm S 7 174005,

(2) 1t MapReduce [FJSEHLHY, T BT 4 i AL JAR SCAFRFAAT VL, TAE Hive W AN 2L,
HiveQL ¥ 1) (1) fe 24 5L L s B854 i 4 MapReduce 45 K404, 1IX#AF 2 H Hive #2228 HB 58k, H
AT E T BAR SRR .

7.4.6 UDF

, FH P H %€ X% UDF (User-Defined-Function) 1] L k620G JE 47 4 FE . Hive H 5 & i)iE
& HiveQL HEFEMARHR ) LAE, (HIEFIRFRT K, 7% H S UDF 528 UDF pR&CA] PAE &
N7 T select ¥, o HILE MRS 2 AALTR I, T4 HH O 2
{EFF & 1T H Eclipse H 45 UDF, il H -H 34 I Hive [¥) H % lib R 1) JAR .81 Hadoop H [F)AH W
JAR 19, UDF FRE 487K org.apache.hadoop.hive.ql.exec.UDF 28, RHL5CH) evaluate PRZEL, evaluate
BRI AR R . 934 17E Hive " FH A &€ UK UDF [\ %, Hive 2318 2B 1) evaluate 77720k
ST € ) DT HE -
package hiveUDFdemo;
import org.apache.hadoop.hive.qgl.exec.UDF;
public class udftestlength extends UDF({

public Integer evaluate(String s)
{

if (s==null)
{

return null;
}else|
return s.length();

}

}

B _E T 2EFT I JAR B TE, FH#H Eclipse H %5t & hiveUDFdemo.jar 3. #X )5 4L %
Hadoop #4¥ Hive 7 sidlas b, JFE/opt XA FH .
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GIEEMNAFE student FFINZEEHE, SQL AWl -

create table student (

id int, name String

)

Row format delimited

Fields terminated by '\t'

Lines terminated by '\n';

load data local inpath '/opt/student.txt' into table student;

UDF F & X eRZ0yE it FEa e in A\ JAR 8, (£F Hive i 2T HIHIZLT)

hive> add jar /opt/hiveUDFdemo.jar;
Eim i B AL (Hive iy AT KMG, BIZRZD -
hive> create temporary function testlength as ‘hiveUDFdemo.udftestlength';

I JAR BLHT 52 I B ek 25 ) 354 &5 R an &l 7-23 .

hive>
> add jar /opt/hiveUDFdemo. jar;
Added [ /opt/hiveUDFdemo. jar] to class path
Added resources: [/opt/hiveUDFdemo. jar]
hive> create temporary function testlength as " hiveUDFdemo. udftestlength’;
OK
Time taken: 0.018 seconds

Kl 7-23

i UDF, 447 SQL fz% select id, name, testlength(name) from student, FHAT45 K unE 7-24
PR

hive> select i1d, name, testlength(name) from student:

Query ID = hdfs_20180905221818_e2dc8c2c-1138-47%e-b342-0dbb4e53525d
Total jobs = 1

Launching Job 1 out of 1

Number of reduce tasks 1s set to 0 since there’ s no reduce operator
Starting Job = job_1536116728391_0009, Tracking URL = http: //node0: 80
Kill Command = /opt/cloudera/parcels/CDH-5.11.2-1. cdh5. 11. 2. p0. 4/11b/
Hadoop job information for Stage-1: number of mappers: 1; number of r
2018-09-05 22:19: 13, 313 Stage-1 map = 0¥, reduce = 0%

2018-09-05 22:19: 24, 136 Stage-1 map = 100%, reduce = 0¥, Cumulative
MapReduce Total cumulative CPU time: 2 seconds G660 msec

Ended Job = job_15361167283591_0008

MapReduce Jobs Launched:

Stage-Stage-1: Map: 1 Cumulative CPU: 2.66 sec  HDFS Read: 3680 HD
Total MapReduce CPU Time Spent: 2 seconds 660 msec

0K

101 zhangsan 8
102 lishi §

103 wangwu 6

104 maliu 5

105 hougi 5

106 zhaoba 6

Time taken: 27.245 seconds, Fetched: & row(s)

%] 7-24
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Bt 153 & 25 R 73 HDFS 1, g5 1K 7-25 Fis.

hive> create table result row format delimited fields terminated by '\t'
as select id,name,testlength (name) from student;

[hive> create table result row format delimited fields terminated by "\t as select id, name, testlength{name} from student;
Query ID = hdfs_20180905222020_7c3dbeb6-74dc-407a-b7b5-69a47456deda

Total jobs = 3

|Launching Job 1 out of 3

Number of reduce tasks 1s set to 0 since there’ s no reduce operator

Starting Job = job_1536116728391_0010, Tracking URL = http: //node0: 8088/proxy/application_1536116728391_0010/

Kill Command = /opt/cloudera/parcels/CDH-5. 11, 2-1. cdh5. 11. 2. p0. 4/1ib/hadoop/bin/hadoop job -kill job_1536116728351_0010
Hadoop job information for Stage-1: number of mappers: 1; number of reducers: 0

P018-09-05 22: 20: 44, 366 Stage-1 map = 0%, reduce = 0%

2018-09-05 22: 20: 56, 088 Stage-1 map = 100%, reduce = 0¥, Cumulative CPU 2.1 sec

rapReduce Total cumulative CPU time: 2 seconds 100 msec

S

Ended Job = job_1536116728391_0010

tage-4 is selected by condition resolver

Stage-3 1s filtered out by condition resolver

Stage-5 is filtered out by condition resolver

Enuing data to: hdfs: //noded: 8020/ user/hive/warehouse/hivedemo. db/. hive-staging_hive_2018-08-05_22-20-31_135_6741119848771
oving data to: hdfs: //node0: 8020/user/hive/warehouse/hivedemo. db/result

Table hivedemo. result stats: [ numFiles=1, numRows=6, totalSize=77, rawDataSize=71]
Papﬂeduce Jobs Launched

Stage-Stage-1: Map: 1 Cumulative CPU: 2.1 sec HDFS Read: 3459 HDFS Write: 148 SUCCESS
Total MapReduce CPU Time Spent: 2 seconds 100 msec

DK

Time taken: 27,516 seconds

hive>

K&l 7-25

H ik HDFS [ shell g 256 1F, 25 R b 7-26 .

[ hdfs@node0 ~]1% hdfs dfs -1s /Juser/hive/warehouse/hivedemo. db/result
Found 1 items
-rwxrwxrwt 3 hdfs hive 77 2018-09-05 22: 20 fuser/hive/warehouse/hivedemo. db/ result/
Qo000 _0
[ hdfs@node) ~]§ hdfs dfs -cat /user/hive/warehouse/hivedemo. db/result/000000 0
101 zhangsan 8
102 lishi 5§
103 wangwu 6
104 maliu 5
105 hougi &
1086 zhaoba &
& 7-26

7.5 T Hive My 251

I P 5 A 2 A SR AT VAT (At WA TR TFER LR A,
wwHuEﬁ%koE@ww BOALE 8 A HIHL L, F N RAE, 5 BN I B

N R 2 B0 L RTS8 TSR SR I 5T M K
R AU R R

HIREIET Hive (REH, FRATHORLSHH RN BT, BR A%, 5 A AR [T
KN RIS 8 & ATHLI B AR BB A AN B RS0k, A HDFS SCHFRSE, A
FI 10 FI AR OGBS AR Ferdr, SASEIT, 47 44 T H Tk W T S0 i e 45
.
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VL B 3K45 HEAET Hadoop [F) MapReduce JT&, % BATEFEESE, #0602 4g00t & KT
KANFIF] MapReduce 2574555, A6 IF. HIPSE 2 WEREEATE R, FARNESETRE, T4F
sAEE K. HZ2H Hive, M\NSAZ|T. HiFp. 2H. 45 54 EFX L8 EE T LLUEH HiveQL
RIS SQL iR, — iG22I A AT O LTSS K s AT, RIS 2 O Bt inl Uy In) B 1Y =
X L [RII Uy n) 22 REHE B 2R 7K, HaeIE I FOCHOX A E ) Hah ek, W T RE
TAEE.

I H H T Hive PEREDUAL IS TS, BT Hive FFAME S 55 R4 ¢ R E3H S FHEE A il AT kA
TEW B MERSEERAE, XEEAEH R A R PRI m PR fE . Hive 5 FHAEZAESS 1T A
Wk sc b, Prdi a5 593E, Pl Hive A2l JFRATACKR SEELVERE . Hive PEREILALET, 8 HiveQL
*/E MapReduce F£ )7k 1%, EI M MapReduce 13247 1 BEK ikt ae, MR )2 25 nfr 4k
s 5PERE, AR R SR T 28 )= 11 .

45—, Hive &4k T Hadoop [— MG ETH, 4828 SQL EifjDhfg, nl K-S SQL
i n) 5 MapReduce fE55HHTIZAT . IX AR POE Hive dEHIE S B2 Gevh0t « #EALER )Y F

=
oo
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Sqoop &N FHKHK Hadoop F15% R AL 1 b () Zdl A B % 2100 T H, LUK — R R AEL
Pa e (fll: MySQL. Oracle. PostgreSQL 5) H 1% #s 5 A% Hadoop [¥) HDFS H, tH ] LLKs
HDFS 153 5 A 5 6 R B ER

8.1 Sqoop Mk

Sqoop T H FF4i T 2009 4, fHHE21FEA Hadoop )5 = JiHAFAE, UAE ST 1l
—> Apache JlH . Sqoop & & H¥E T H, FEH T4 < K2 E S Hadoop Z 8] [ 5 A
= o el & Hadoop 855 MR 5K R 2034 /4 5 Hadoop 77fifi R AL, SCHF 2 M oC R B U Al Hive.
HDFS. HBase MM B3 A\ o X FERER S =1 5, WEREER AL EHE E AN 2R KIUTEIE, Sqoop
A LRGN, HZ Sqoop R4 T &4 S A ML . Sqoop LAEHLHIF]H MapReduce 47 Aji
TARARHE, PR TR AR R BT, fRUE TR T

Sqoop fEMVSS 2 R Az an ] 8-1 From o AESERRIINMESS 29, TATTE SoiT hdh 2t S i id
MapReduce 1PNV T EARIRUE, AJaB¥HE UG EHE 7 A 3| HBase (355, 1 Jml i 2k G4
Hive %} HBase M E 21 TG v 5 20, 20 2 5K 0 #hr 85 R A7 A 31| Hive £+, R )51l Sqoop
XN T HBRATEAR 2304 R AR K RE@EE (0 MySQL) Y, fi/mifiid Web ¥ n1 & FR5 45
Rl A s oA .
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[Eﬁﬁﬁ% HMEPRedMEM} )[ FAHbase } )[Hiveﬁit At
o (e (e J—{(oen

I 8-1

MEFSAE K, Sqoop 72— 1N H K & R B ZEAT Hadoop H R TAH B ¥ 1 T H., 4
& 8-2 flro. EBEA] LR — ANk REEFRZE (41 MySQL. Oracle) H[11%#E- 5 A F| Hadoop ({3
U1 HDFS. Hive. HBase) "', 0] LU Hadoop ({41 HDFS. Hive. HBase) P [FE#E T A 3|56
REVEAEE (F14n MySQL. Oracle) .

Sgoop

(MySql. Oracle) Hbase)

f”fj?ﬂ#f[ e }HEHMH:;““- Hadoop
RALTATE (HDFS. Hive
\&\[ export ]‘/

€] 8-2
1EFE Sqoop I H Il #IE T =TT HHEE:

(1) e n] LARr & A R B2, n] BLId I DR384 S5 B0k 42 IS5 19T & RS

(2) ‘&R LLH B 5e B S B 5 . IR IR T S A REIE 24 22801, Enlbl H3)
R E s 3 2R B 1 3 Hadoop HY, ZSAHI R n] BLH & SCEAT 12 8] (RIS 56 2R

(3) ‘B XFrZ P, thin MySQL. Oracle A1 PostgreSQL 25 £k P .

8.2 Sqoop I fEJER

Sqoop Hl SQL to Hadoop , 7243 AJH MapReduce FF47%F st ELEALEE (1) )7 20O PR £ 1% %0, @
1L map-reduce 1E55AKAL M ESE, ML A FPENIASG. Sqoop F&ilid IDBC Fo¢ R
FEUH TR H.. Big F3ZFF IDBC 1) Database #fn] A Sqoop I HDFS 347 ##578 b,

Sqoop MK RE A 5 AEHE 2 HDFS R EE, i 8-3 Fron. BHALH P HIA— Sqoop
import 7%, Sqoop 2 K FR BIE I 4 AR CE (S B, W1 schema . table 24 MFLE B | field type
FEEAERAE, ORXSER G, 2B SAMLYHEAAILT Map 1) MapReduce 1FVV. 1X
ff MapReduce /EMLHHIRE Map 55, 54> Map £ W EHE F 52— B &, IXFE 24 Map
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HE 55 AT 58 AR S, 3 A Hodle pradisth =3I B HDFS 70 A1 U0 R 5 L

Metadata
{column names, types, etc.)

-
ol
"
-

Database

launches

: "u
' :
' e,
| Map Map I E e, uses
: : '
] []
] 1
: [
; hdfs hdfs hdfs : Generated record
" : container class
E MapReduce Job .
8-3

Sqoop =t DI HER JREE 5 K AT iedE % AHEL, anf& 8-4 B« B 5CH 7 4 A —1> Sqoop export
2, EaIRIUR RBIEHE N schema, #37. Hadoop FEtSHHREXRFBIMM LR, RS
SR ATR2HAL AL T Map 1) MapReduce 1EMk, iXFF MapReduce /EMVHHIREZ Map 15,
CAIIFAT N HDFS HH e OIS B0 SCF,  IF R 384 Z0ds &30 21 200 P2 - HDFS S HiUE s 1)
MapReduce 1MV 2R BT A B SCAF R E = AR/ N RIEFE AT FE (map AR5 2= .

[IJHHMI'_I'E'.L“__
Sqoop client

[ |
n
. »
" T B E
[ .,
' 4
]
i
|
]
[ |
i Generated record
: container class
n
L ]

: - " [1)Metadata

Database {column names, types, etc.)

table

| 84
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8.3 Sqoop KA FIZEK

Sqoop K E R4 F LA T M KW A, Sqoopl H1 Sqoop2. FAI A LLAE HH M
http://Sqoop.apache.org/ & FI T 5 WA, Sqoopl M mMW AR 1.4.7, WE 85 Fram. 1M

Sqoop1.99.7 J&F Sqoop2, UK 8-6 Fli7x. Sqoopl Fl Sqoop2 &M M58 AT IRUA .

Sqoop 1 b

- Sqoop 2
Q009 .
Apache @ ' Sqoop

Apache Sqoop

Sqoop ~ Project Information ~ Releases ~ Documentation -

147
146
145
144
143
142

ASF -~

1.4 1-incubating

1.4.0-incubating

& 8-5

Sqoop 1

Apache @ ' Sqoop

Apache Sqoop

Sqoop ~ Project Information - Releases - Documentation ~

1.996
1.99.5
1994
1.99.3
1.99.2
1.991

ASF ~

1.99.7

Y
C)k;<>ajﬁ> =

] 8-6

Sqoopl 2K UNE 8-7 Pz . Sqoopl 544 H] Sqoop % 7 im HALSR A K T, Usla) J =
CLI ¥l &7 BT Vi ], AR a2 BRBAAS HR 3 e 2l R 44 MO 5. Sqoop2 HIZRH U 8-8 Fron.
Sqoop2 42K 5| NT Sqoop Server, FEHALE T Connector, $2 {12 Frijin) 77040 CLI. Web UI.
REST API. 7t Sqoopl HHFATIZE w I BIA) 77 0K HDFS i £ 5\ 3 MySQL 1, i3 [ i ok
¥ MySQL %35 5 A 2| HDFS H, FLH fE JAC B AR 22 W7 4R E My SQL Z0908 14 (1) F - A R RS 1)
— A B RS A

ZETIF AR5 % . £E Sqoop2 H, W 2@ CLI Jy=Cysin) Uik, <=

fRE N )G EAB G . [ Sqoop2 51 AL T A& ML .
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- Document
Enterprise Based
Data Systems
Warehouse

Relational
Database

command . -
‘ Hadoop
Map Task
Sqgoop \
f"
HDFS/HBase/

Hive

-
Enterprise
Data
Warehouse

REST
Ul

Map Task

Reduce

e B
Task
Matadata HDFS! *’-“-
Repository HBase/Hive
& 8-8

Sqoopl 5 Sqoop2 ML SNk 8-1 Fron.
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% 8-1 Sqoop1 5 Sqoop2 KIiLER S

Sqoop1 Sqgoop2
AR AL FH—A~ Sqoop 2/ i 5N T Sqoop Server 2 {LEEE Connector, LA
REST API. Web Ul, J{5| ATtz apLil
(& o TR R, AT B root AUPR, | ZURIEEAR, BOEEE S0
Connector W20 £ 15 JDBC #
fii ] AT RS, IEMG, K| 2MAR L, w41, Web UL, REST API.

SR AT SRR, 2 elIANIE5E

T, BInFER TR 5 5

Conncetor 22 {LE R, P R Z3H4E Sqoop
Server I, 53R PEE HALE. Connector #yEAl,
U AT s P

Sqoop AMY R L FHER R BVEE FE S5 HDFS CAF R 482 (AU T 2dis S e, i H Al o] DUK Eds
MR R E G AL 2 Hive 8% HBase. X T-204& M\ Hive Bk HBase 1%%i 2 8 REHE K0, W)
nf LLA Hive 5% HBase @2 S HDFS, RXJ/51FH Sqoop 4 L — 1 S & RDBMS.

8.4 Sqoop JalikdiEff:

B /Gl id Cloudera Manager [ BEFHIV N Sqoopl client k%5, 4Nk 8-9 .

Home

Status All Health Issues

Cluster 1

Hosts

& Flume
9 HBase

& HDFS

- Hi'a"’.:'
@ Sgoop 1 C...
@® ! YARN (MR...

R ZooKeeper

cloudera MANAGER

Configuration B2 ~ All Recent C

Clusters « Hosts =

%] 8-9
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SR o BBk R B PEIY) IDBC 3X 5 & 1131 Sqoop 1) 1ib X2 F, iX B L MySQL ¢ R Hdis 4
F46), i MySQL [#) JIDBC a4, & 8-10 iz .

[ root@noded sqoopl# pwd
/opt/cloudera/parcels/CDH-5. 11. 2-1. cdh5. 11. 2. p0. 4/11b/sqoop

[ root@noded sqoop] #

[ root?node0 sqoopl# cp /opt/mysqgl-connector-java-5.1.42-bin. jar /opt/cloudera/pa
rcels/CDH-5, 11, 2-1, cdh5. 11, 2, p0. 4/11ib/sqoop

[ root@nodel sqgoop] #

&l 8-10

FIHH MySQL B A 1208 2= 11 i 2

sqoop list-databases --connect jdbc:mysqgl://10.10.75.100:3306 —--username
root —--password rootl23

VR By A EAER 4TS 58, HAEWE 8-11 Fron. 11 HAEVRIT) Zodhs 72 e B il vh i H A0 &
— AR SIS, EE A M, R Sqoop #EHL. KA Sqoopl T 2T S EVAZ X
FRORTT S 1 ACRE, Jl3d Sqoop A 23k EIT R EA AR T 5

[ root@node0 sqoopl# sqoop list-databases --connect jdbc: mysql: //10, 10,75, 100: 330
6 --username root --password rootlz3

Warning: /opt/cloudera/parcels/CDH-5. 11, 2-1, cdh5, 11, 2, p0. 4/bin/. . /1ib/sqoop/. . /a
ccumulo does not exist! Accumulo imports will fail.

Please set FACCUMULO_HOME to the root of your Accumulo installation

18/05/10 11:48: 50 INFO sqoop. Sqoop: Running Sqoop version: 1,4, 6-cdh5, 11,2
18/05/10 11:48: 50 WARN tool. BaseSqoopTool: Setting your password on the command-
line 1is insecure. Consider using -P instead.

18/05/10 11:48: 50 INFO manager. MySQLManager: Preparing to use a MySQL streaming
resultset.

information_schema

amon

audit

cm

hive

hmon

metadata

metastore

mysql

nav

navms

oozie

performance_schema

rman

SCm

sentry

smon

test

[ root®node0d sqoopl# |

&l 8-11

W4 H TR Fd . MySQL 614 sqoopdemo Hidli [, {EIXANEERE T 64 dept %, FH4T
dept XA APIFZILK, 45 R WK 8-12 Fhor.
il sqoop-list-tables & MySQL %, 2 i,

sqoop list-tables —--connect jdbc:mysqgl://10.10.75.100:3306/sgoopdemo
——username root —--password rootl23
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[ rootilnoded sqoopl# mysql -uroot -prooti23

Welcome to the MySQL monitor. Commands end with ; or \ag.
Your MySQL connection id 1s 21
Server version: 5. 6.3% MySQL Community Server {GPL)

affiliates. Other names may be trademarks of their respective
Owners.

mysql> create database sgoopdemo;
Query OK, 1 row affected (0.00 sec)

mysql> use sqgoopdemo;
Database changed

Query OK, 0 rows affected (0.01 sec)

mysql> insert into dept values(610,’ cloud computering’ );
Query 0K, 1 row affected (0.01 sec)

mysql> insert into dept values{(620,’ big data’ );
Query OK, 1 row affected (0.00 sec)

mysal> i

Warning: Using a password on the command line interface can be insecure.

Copyright (c) 2000, 2016, Oracle and/or its affiliates. All rights reserved.

Oracle is a registered trademark of Oracle Corporation and/or its

Type " help;” or "\h" for help. Type "\ to clear the current input statement.

mysql> create table dept{id int, name varchar{20}, primary key{id}J;

& 8-12

ARS8, W 8-13 Fiose

Il root@nodeo sqoop] # sgoop list-tables --connect jdbc: mysql: //10. 10. 75, 100: 3306/ sqoopdemo --username root
Warning: /opt/cloudera/parcels/CDH-5.11.2-1. cdhS. 11. 2. p0. 4/bin/. . /1ib/sqoop/. . /accumulo does not exist!

Please set FACCUMULO_HOME to the root of your Accumulo installation.
18/05/10 11:57:54 INFO sqoop. Sqoop: Running Sqoop versiom: 1.4, 6-cdhs. 11.2

18/05/10 11:57: 55 INFO manager. MySQLManager: Preparing to use a MySQL streaming resultset
dept
[[ root@nodeo sqoopl # |

18/05/10 11:57: 54 WARN tool, BaseSqoopTool: Setting your password on the command-line 1s 1nsecure, Consider using -P 1nstead

--password rootl23
Accumulo imports will fail

&l 8-13

¥ MySQL HHEEMI#E dept F A HDFS, #g2W K, Sqoop 7EIZATHIMK, 2% ok

MapReduce {FNHEAZ AT -

sqgqoop import --connect jdbc:mysqgl://10.10.75.100:3306/sgoopdemo
—-—username root --password rootl23 -table dept -m 1 -target-dir /user/dept

H|H hdfs dfs -Is /user/dept %5 HDFS [) shell iy 224 THAES K50 uE, WK 8-14 Fiok.

[ hdfsfinode0 ~1§ hdfs dfs -1s /user/dept
Found 2 1items

-Mw-r--r-- 3 root supergroup 0 2018-05-10 12:04 /user/dept/_SUCCESS
-rw-r--r-- 3 root supergroup 35 2018-05-10 12: 04 /fuser/dept/part-m-00000

[ hdfs@node0 ~]§ hdfs dfs -cat /user/dept/part-m-00000
610, cloud computering
620, blg data

%] 8-14

B P RERNEIE S AN MySQL. LG oS & dept 1A E i

i H 5y & /& truncate

sqoopdemo.dept, A 5K £#E M\ HDFS 3 Hi 3] MySQL Z# ZE 136 dept, 74l B
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sqoop export --connect jdbc:mysqgl://10.10.75.100:3306/sgoopdemo
—-—username root —--password rootl23 --table dept -m 1 —--export-dir /user/dept

AR SR ke 8-15. B 8-16 Fror.
TR ERENE BV IEE 1S] EmLTT WmIY

00

[ hdfs@node0 ~1§ hdfs dfs -cat /user/dept/part-m-00000

610, cloud computering

620, big data

[ hdfs@node0 ~]1% sqoop export --connect jdbc: mysql://10. 10, 75, 100: 3306/ sqoopdemo
--username root --password root123 --table dept -m 1 --export-dir /user/dept
Warning: /opt/cloudera/parcels/CDH-5.11.2-1. cdh5. 11. 2. p0. 4/bin/. . /1ib/sqoop/../a
ccumulo does not exist! Accumulo imports will fail.

Please set FACCUMULO_HOME to the root of your Accumulo installation.

18/09/04 10:19: 35 INFO sqoop. Sqoop: Running Sqoop version: 1.4.6-cdhb. 11,2
18/09/04 10:19: 35 WARN tool. BaseSqoopTool: Setting your password on the command-
line 1s insecure. Consider using -P instead.

18/09/04 10:19:35 INFO manager. MySQLManager: Preparing to use a MySQL streaming
resultset,

18/09/04 10:19: 35 INFO tool. CodeGenTool: Beginning code generation

18/09/04 10:19: 36 INFO manager. SqlManager: Executing SQL statement: SELECT t.* F
ROM *dept* AS t LIMIT 1 |
18/09/04 10:19: 36 INFO manager. SqlManager: Executing SQL statement: SELECT t.* F
ROM *dept* AS t LIMIT 1 1
18/09/04 10:19: 36 INFO orm. CompilationManager: HADOOP_MAPRED_HOME is /opt/cloude
ra/parcels/CDH/ 1ib/hadoop-mapreduce

&l 8-15

mysql> truncate sgoopdemo. dept:
Query 0K, 0 rows affected (0.01 sec)

mysql> select * from sqoopdemo. dept;
Empty set (0.00 sec)

mysql> select * from sqoopdemo. dept;

| 610 | cloud computering
| 620 | big data |
T S SR 4

2 rows in set (0,00 sec)

mysql> []

&l 8-16

£ MySQL i JE dept & H X6 A ZGR insert into dept values(630,'iot"), ILAEAEH Sqoop 1Y
=5 A\ HDFS, Sqoop 1)1 & 5 A 15 append Fl lastmodified PAFf A5 . lastmodified £\, [X 5l F append
(72 nl LR A — AN TR B B, BRI TR 3 N, X s sn] LUdR e 38 =40 ¥ /£ HDFS 174t
7720, Ben i 2 3w 45 R — AN XA

o 2N FH I FE 2 Sqoop Z 5T |

® - check-column: #5873 -FAMIRMFE, @A A3 64 42 id A8 a7k,
e -incremental: F5&-FA9AEX, (append 2% lastmodified ) .
® - last-value: F8F FAG ERFE KL, H3HAXKITHE6544.

Sqoop 1§ F A\ HDFS [Fi/E7 ol an &40 T
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sqgoop import --connect jdbc:mysqgl://10.10.75.100:3306/sgoopdemo

—-—-username root --password rootl23 --table dept -m 1 --target-dir /user/dept

——incremental append —--check-column id

{ ] HDFS (1] shell iy 2 AERuE 45, Wk 8-17 .

[ hdfs@node0 ~]§ hdfs dfs -1s /user/dept
Found 3 items

[ hdfs@node0 ~]1§ hdfs dfs -cat /user/dept/part-m-00001
610, cloud computering

620, big data

630, 1ot

[ hdfs@node0 ~1§ |

-rw-r--r-- 3 root supergroup 0 2018-05-10 12:04 fuser/dept/_SUCCESS
-rw-r--r-- 3 root supergroup 35 2018-05-10 12: 04 /user/dept/part-m-00000
-Mw-r--r-- 3 root supergroup 43 2018-05-10 13: 06 /user/dept/part-m-00001

&l 8-17

MySQL 5 Hive Z [0 [\ 54554 . #° MySQL ¥ 5 5 A% Hive ', #EAEmASWT:

sqoop import --connect jdbc:mysqgl://10.10.75.100:3306/sgoopdemo
——username root --password rootl23 --table dept -m 1 --hive-import

HARPATEI R I E] 8-18. [&] 8-19 s G MBI, ANHESCEENS D .

--username root --password rootl23 --table dept -m 1 --hive-import

ccumulo does not exist! Accumulo imports will fail.

Please set FACCUMULO_HOME to the root of your Accumulo installation,
18/08/04 10:37: 36 INFO sqoop. Sqoop: Running Sqoop version: 1.4.6-cdh5. 11.2
line 1s insecure. Consider using -P instead

tput. You can override

y, etc.

resultset
18/09/04 10:37:36 INFO tool. CodeGenTool: Beginning code generation

ROM “dept* AS t LIMIT 1

[ hdfs@inode0 ~]§ sqoop import --connect jdbc: mysql: //10. 10. 75, 100: 3306/ sqoopdemo

wWarning: /opt/cloudera/parcels/CDH-5.11.2-1. cdh5. 11. 2. p0. 4/bin/. . /1ib/sqoop/../a

18/09/04 10:37: 36 WARN tool. BaseSqoopTool: Setting your password on the command-
18/09/04 10:37:36 INFO tool. BaseSqoopTool: Using Hive-specific delimiters for ou
18/05/04 10:37:36 INFO tool. BaseSqoopTool: delimiters with --fields-terminated-b

18/09/04 10:37:36 INFO manager. MySQLManager: Preparing to use a MySQL streaming

18/09/04 10:37: 37 INFO manager. SqlManager: Executing SQL statement: SELECT t. * F

& 8-18

18/09/04 10:38:05 INFO mapreduce. ImportJobBase: Transferred 43 bytes in 24. 8893
seconds (1.7277 bytes/sec)

18/09/04 10:38:05 INFO mapreduce. ImportJobBase: Retrieved 3 records

18/09/04 10:38:05 INFO manager. SqlManager: Executing SQL statement: SELECT t.* F
ROM *dept® AS t LIMIT 1

18/09/04 10:38:05 INFO hive. HiveImport: Loading uploaded data into Hive

Logging initialized using configuration in jar: file: /opt/cloudera/parcels/CDH-5
11.2-1. c¢dh5. 11. 2. p0. 4/ jars/hive- common-1. 1. 0-cdh5. 11. 2. jar! /hive-log4]j. propertie
s

0K

Time taken: 2. 155 seconds

Loading data to table default. dept

Table default. dept stats: [ numFiles=1, totalSize=43]

0K

Time taken: 0.641 seconds

[ hdfs@node0 ~]%

K| 8-19
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Ji3)) Hive 54>, 1did Hive ) HiveQL 157 7E Hive HIGUESS H, Wil 8-20 Fx.

I[ hdfs@node0d ~]1§ hive

Logging initialized using configuration in jar: file: /opt/cloudera/parcels/CDH-5. 11.2-1. cdh5. 11
1. 2. p0. 4/ jars/hive-common-1. 1. 0-cdh5. 11. 2. jar! /hive-1log4j. properties

WARNING: Hive CLI is deprecated and migration to Beeline is recommended.

hive> show tables;

0K

dept

[Time taken: 0,895 seconds, Fetched: 1 row(s)

hive> select * from dept;

10K

610 cloud computering

620 big data

630 iot

Time taken: 0.535 seconds, Fetched: 3 row(s)
ihive> |

& 8-20

Hive %48 T 3] MySQL %445 % . 4 MySQL H 5CHUAT truncate table dept iy 241 & [P Z TS

%, ANJEIAT Sqoop FeAEM 4, WK 8-21 Frax, Hp -m 1 AR TIE ST H £ 043117,
ENZEIMER 1, WWHEA R IFATIRE. B m ZEEEE R 5 (EEK) , Sqoop & H
i 5 ANRERE, TR BEAT R ) S AR . BTG, R0 DLEI MySQL 04 FEER ) dept %, KIN
HEARIEKT .

——username root —--password rootl23 —--table dept -m 1 --export-dir
/user/hive/warehouse/dept --input-fields-terminated-by '\0001'

sqoop export —--connect jdbc:mysqgl://10.10.75.100:3306/sgoopdemo

[ hdfsfinode0 ~]1$ sqoop export --connect jdbc: mysql: //10. 10. 75. 100: 3306/ sqoopdemo
--username root --password rootl23 --table dept -m 1 --export-dir /user/hive/war
ehouse/dept --1input-fields-terminated-by * %0001

Warning: /opt/cloudera/parcels/CDH-5.11.2-1, cdh5, 11,2, p0. 4/bin/. . /1lib/sqoop/. . a
ccumulo does not exist! Accumulo imports will fail.

Please set $ACCUMULO_HOME to the root of your Accumulo installation.

18/09/04 11:25:26 INFO sqoop. Sqoop: Running Sqoop version: 1.4,6-cdh5. 11,2
18/09/04 11:25:27 WARN tool. BaseSqoopTool: Setting your password on the command-
line 1is insecure. Consider using -P instead.

18/09/04 11:25:27 INFO manager. MySQLManager: Preparing to use a MySQL streaming
resultset.

18/09/04 11:25:27 INFO tool. CodeGenTool: Beginning code generation

18/09/04 11:25:27 INFO manager. SqlManager: Executing SQL statement: SELECT t. * F
ROM “dept® AS t LIMIT 1

18/09/04 11:25:27 INFO manager. SqlManager: Executing SQL statement: SELECT t.* F
ROM “dept® AS t LIMIT 1

18/08/04 11:25:27 INFO orm CompilationManager: HADOOP_MAPRED_HOME is /opt/cloude
ra/parcels/CDH/1ib/hadoop-mapreduce

&l 8-21

Jiz)) HBase, & HBase HaiE—5k#, P 8-22 Fros.
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[ hdfsflnode0 ~]§ hbase shell

18/05/10 13:25:23 INFO Configuration. deprecation: hadoop. native. 1ib is deprecated. Instead, us
e 1o, native, lib, available

HBase Shell; enter " help{RETURN>" for list of supported commands

Type "exit<{RETURN>" to leave the HBase Shell

Version 1.2.0-cdh5, 11. 2, rUnknown, Fri Aug 18 14:10:19 PDT 2017

hbase{main): 001: 0> create " hbase_dept’ , col_family
0 row(s; in 1,6620 seconds

=» Hbase:: Table - hbase_dept
hbase(main): 002: 0> |

&l 8-22

SKJEAE H Sqoop #E1F K 24 M MySQL F A%l HBase, gl b

sqgqoop import --connect jdbc:mysqgl://10.10.75.100:3306/sgoopdemo
——username root —--password rootlZ23 —--table dept —--hbase-create-table
-—hbase-table hbase dept --column-family col family --hbase-row-key id

£ HBase H 31k Sqoop #AF AR, KIMEHARIR T ALK T, Wi 8-23 Pror.

hbase(main): 002: 0> scan ’hbase_depf

ROW COLUMN+CELL

6510 column=col_family: name, timestamp=1525930322019, value=cloud computer
ing

620 column=col_family: name, timestamp=1525930335933, value=big data

630 column=col_family: name, timestamp=1525930342877, value=iot

B row(s) in 0, 1490 seconds

hbase(main): 003: 0> |

&l 8-23



HBase & Hadoop MJZ#5/%, HBase & 1704\ [H R AT HIEEAEE, EAE Tk
PR AREIEE, &G A HESS AL B A6 17 £dds E . HBase A Hadoop (1) HDFS 1 4 H S04
il 248, M H ZooKeeper /E A H A T H., dE5 & A HREHAT A EHE P sE 325 .

9.1 HBase fitil

HBase ;& #r#Kk 2y 1) BigTable 1A . 2 AE HDFS 2 |, {effmnl 3t mtkRe. 41
FEfitis A4 . SEIEE S 50 A UV FEA I VR Z R 142 5298, HBase IL7E 2 Apache [f) Hadoop Jil
HIIH. HBase PHRESKEMIERE (78D nZik L%, 2 E %, L udxTUHAEZ
& EHTIFBG X FERFEM R 13N ER ] A, ) PC ARS8 mt ol LUVEAE .

HBase [FHARFRF 540 F o

(1) KFE: —AEReTUA B2, Ea s, ek faaae ), alfMEaE)LALSE
RIS RETT

(2) A =CFFE: 4% (Column Family) [IAF G FIACPR $275], ARSI AT R

(3) KAV ML) 2 eI 2. R P &R EE — MR Y (Row Key) « — M1 K
¥ (Column Key) PAM—ANWIEEL (Time Stamp) BEATRGIFIE WA, F N EE SV EEHEE
EZ N TN

(4) NoSQL 4 FEHL AL P~ . 5 i) F ) Bl &Y, 3= B ORAF it HE S5 A A A S5 AL ) 2L
5, AERRNRERZEIMRR, ACFFHS.

HBase $#2{It Native Java API. HBase shell. Thrift Gateway. Hive 2% #1jj [n] 77 2. HBase 3ZPr
fit ] HDFS 154 )= 2ds 7747 20, 3 1 2800 nl SEPES
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9.2 HBase £HEpiry

HBase #a —MamiZ 4R, RPNEHEERLWBERF/a, BaE8dERE, 81788
—MTHE, RV ZINRE S, YR CFFR)A&Y R, n] AR DT s In—AN s ige ks, Heon
FOETUE THIMZE=ARE, Fra a2 L7/ 7. /£ HBase "I THFRIE, 240k
—ANBICAS s SR A B RRAAI SR DR B, AT LA B DR B B RS e, 40 SRAE A v 1) R AN A 1] ] B
A2 A B A (1) — S WA IR 288 < T 1HI A Row Key. Column Family. Column Name. Time Stamp
BEAT TR £ 4

(1) 178 (Row Key)

HBase —5K#&H ] LI _FAZATIESR, BF—ATHBHH —MT 08 F row key KRR, HBase frill X}
1T row key AT AHIN)FHEFFAfi. Row Key (FTHD) W LPLRZEEFART S (RAKEZ
64KB, SEPr N HHASRE — O 10~100 F715) o 5% R & A1) 8 primary key AN 8] ({307, HBase
] Row Key Hfg2 M FEIMAREZ N FERIIHS .

(2) #j% (Cloumn Family, CF) F1%]]

HBase & RN, ARV JE T2 A1k o A1 5l Z0AE A 2 2 i e S (HIANTT B 55 0 30
FIREEANGERZ , S EB LIS IRAE A i 4 . B4 courses:english. courses:history #3J& T courses iX
MHNE . EREDHES, TR BUR 2 W41, TR TR 41 20w ] AAS ]

(3) Wf[a]E% (Time Stamp)

HBase il it 17 kY Al (iR MA144 ) FI T8 & =0 48 € — M o0 Ceell) o
B~ cell #RATH [Fl— B B ZARAS, AR RRAS BB 42 B Tal 3 PP HE R, BV B &
HAC T . WAL I ek R 5| ITaEk 2B g 64 (3R . Ifia]Ekn] LI HBase (7&
ARG Hah) WAE, oI REGE RS i 2 A0 11 5 H7 R g (a]. INalEkt el A P B &
R A

9.3 HBase H:EHIN I RS54

9.3.1 HBase BYE TSI ARART

Wik 9-1 o, diik | Hadoop AEARE 1) %)= &R 40, HHh HBase 7 T 45474 )= ; Hadoop
HDFS 4 HBase $#efit | = o] ZE9%4 R )= 77 > FF; Hadoop MapReduce & HBase $efit | mERE Mo
H.He11: ZooKeeper &) HBase & fit T e e ik 55 failover (Wbt #%) M. 1b4h, Pig Ml Hive it A
HBase $2{f | B/ 5 <, {157 HBase b T 8@ gt AH 413 JE% 18] §L.. Sqoop W74 HBase
PRt 1 OT I O R 2 FER s T A TIRE, 119 5% R 2088 BEE#E [n) HBase W IR AR 15 HE 7 U7 (1
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Mahout Pig Hive
SHIEITE SIS EEE HECE

MapReduce
DTSR

HBase
6t 9T, BENIERE

8
&

*RMIBETLT A

i
Al

|

|
Zookeeper
ATHLIMERSE

Flume
SEEETA
L

HOFS
DIIFRE

9-1

H1F HDFS A& S REEREAE VS W), WARERATRENL S 84, DI FARE B N R K
= MEEALEEN HI M35 T, HBase 52 EEABAFINIE $E . HBase 3l DR BB TH I HASEIE 1% = IF AL
B BEAL 32 5 11 58 56 SCHF

0.3.2 HBase Z%ZE#

HBase ) Z2Gu 224Nk 9-2 Fiox, {45 ZooKeeper AiR%5 25+ Master AR5 %5 . Region HRSS 25 .
HBase — 5K F| HDFS 1 4 J&< )2 B8 77 it

Zookeeper cluster

nnnnnn

Zookeeper  Zookeeper Zookeeper

Client

Region server cluster

Region server Region server Region server Region server

9-2

(1) Master

HBase Master H T-1/}§Z > Region Server, fiiill#% > Region Server Z[A][FIRA:, FFSEHLA
] Region Server Z [A][¥)fi#41. HBase Master & — MR TTHIZE 707 /0 AC Region %5 Region
Server. HBase A LU £~ Master, {H/ZIX T2 ZooKeeper iE25 H— > Master 1 AR &
B, FFORUEEAEAT I 2 S A ME——> Master P2 AR5, HAMK Master 15 ikt T amFPAR A,
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X REH T Master FL s AR n) .
(2) Region Server
Region Server ( [ CAHFR Region Ak 554%) Wi H P L SiE K, 4897 70 BC 4y H 1) Region.
XFF—/> Region Server M5, HALHE £/ Region. Region Server [F1EH] H2 B LM, LI
SCHRTE 511F. Client H823%E$8: Region Server JFiH {53k HBase 1) Z#. Region ;& HBase AJ
FH PR3 A7 20 R A LAV
(3) ZooKeeper
X1 HBase I 5, ZooKeeper MAEH ZRRELN] . B ZooKeeper »={FA HBase Master
1] HA R T7%. JUFEra 170 An SOREEEAH S R RESE, AR T ZooKeeper SEHL HA, /=2
ZooKeeper frik J” 2/045—~ HBase Master 4 T1217IR4A. HBase % F Ui /&) ZooKeeper K3k
74 Region M7 &5 B,  HF Region Server #F# %] ZooKeeper H AT M. ZooKeeper SZH| I
FEBE Region Server [FPIRAIF Il K047 Master.
(4) Client
Client 1.7 Vj [n] HBase [{J42 11, Client [F] I 4E4774 — 4L cache KINPR AT HBase [ Usn], ELangz
£ 222 V5 ML 1) Region [P & A5 . Client Vi) HBase [ i B HF AT # Master 5 (G4t
U ] ZooKeeper Fll Region Server, #4515 )1 Region Server) , Master X 4E37 & F1 Region [1)
JLEHEE R, EIRIK.

9.4 HBase iafrHL

9.4.1 Region

225 3k, Table H 11 TG 1748 14 B8 row key [F) 8Ll F74HE 41 . Table £ & 047 02 & 0] GEdE
WK, KA —ailas b, FE MM 22 503 L, BIAEAT I 7 R _E 2 Feze 4~ X,
#ZF5 A Region.

Region /& HBase T #IJ AIH L MR A FAL . BRI R ) Region, Bl £ AN W
A AR, Region AW, 2918 K 21— WE I K, Region B2 #7530 18T ) Region, = Table
HEAT ARG 2, i A EOKEZS K] Region.

ANFI) Region AJ PArAHLEANA]F) Region Server I (%4~ Region Server 2Xf#fifi 10~1000 4>
Region, —> Region [)EA A K/ 100MB 2| 200MB) , {H[A]—/> Region & A= Y5741 2 > Region
Server [*ff). Region [¥JCEH Bl /& Region 1 Region HR%5 a5 .2 [B] KXW JC &

90.4.2 Region Server T/EJR1E

Region Server W #iE | — Z 41 Region X} 5 Hl—> HLog 31, HLog & it b [h1 1)id 3% 304
W3RHE A I REEE . BE Region Server HFFE4E4—4~ HLog A, Frf Region X% HLH—
N HLog, %) Region X5 1) 5 Br#AE ) H &l AW in 21 4~ H & S
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B Region X% X — k& 2> Store 411411 B Store £47% MemStore Al StoreFile,
MemStore s&fE N AFHP MSEAr, Prfri il g P23 . HRegion 238 A & PFAEPE « U R A0IK 5 =)
1) 238 47 2] MemStore W, X FEH AR LS ZE 1) i A 5 22 G P PR T3R4E, BN A
Bk T DA 3 23, IE A8 MemStore X132 A (A INFFAE, HBase 4 AescHFREAL. =yiisz i i) )
fE. StoreFile 2Bl it rh (K30, 7EICJE NI I 2L HFile SCAF#S U R fE/E HDFS |, [ijixLs
HFile 3CF7E HDFS [ nf 2 204 U, A fRft 2EAS Rl ) 30 s b

AT IR LN T8 R G A 5 0L . HBase KA HLog fRUE R E, & —F 5 HE

(Write Ahead Log) . H P HEIRLENNESAHER, 415 A MemStore 217, I HHEH
#I| MemStore ZZfF N XTI H & C @B AR, 2 FNEA SRS S5 .

9.4.3 Store T1E/RIE

Region Server [FJ4%Z Ly 2 Store, £/ Store XN | & IF— MK A7 . B Store 85—
MemStore (HAFZEMIX) FZ A~ StoreFile. H 5 ANEHEN, RAELCHEIE A MemStore, 4
MemStore ZE 473 1> TR #5214 StoreFile XA . 4 4> StoreFile SCF A/l — & 1
(B, BUSlA SCAE R 244848, [R5 11—~ 3¢ Region 25 #5273 240K 2 ~F Region. #rr R H 1) 2
M1 Region 23 4% Master 55 #5773 BC2IAH M 1) Region AR 55 4% L.

9.5 HBase {5k

9.5.1 HBase ®H shell 8%

ifiid Cloudera Manager & ¥ 5 IS MR 55 4 %¢ HBase 4141, “%%¢J5 v LLTS & HBase KA,
< 9-3 FiR

Bk~ TH~ g~ Wik @Er-
. HBase (custer1) ##~ t.:..
RE L EE &4 BEARE REGIHER M HBase Web Ul 2
EAPR S Bl M
®= | R
REHHE
Master @1 MEITRARK
RegionServer @2 T EiTHRARLT
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HBase A H P $e L 1R J7 A8 1) shell g4, 10 i iX Leqy X7 HBase [ Y% 2T HEATE
5501 ‘ T RIEZRAVETS create 'member’, member id','address,'info', 7% member € 1 3 >
HiE, 437E member id. address A info, W& 9-4 FT7R, desc anSHBKRENIEE, B8 %E{’]F‘ﬁ
BAik. BMHE. B E.

hbaseimainy: 004: Uy Create member , member_id , address , 1Nnto
0 row(s) in 1.4270 seconds

=> Hbase:: Table - member

hbase{main): 005: 0> desc " member

Table member 1s ENABLED

member

COLUMN FAMILIES DESCRIPTION

INAME => " address’, DATA_BLOCK_ENCODING => " NONE ., BLOOMFILTER => " ROW , REPLICA
"y, TTL => ' FOREVER', KEEP_DELETED_CELLS => ' FALSE', BLOCKSIZE => ' 65536°, IN_MEM
INAME => " info’, DATA_BLOCK_ENCODING => ' NONE', BLOOMFILTER => "ROW , REPLICATIO
TTL => ~ FOREVER', KEEP_DELETED_CELLS => " FALSE , BLOCKSIZE => ' 65536°, IN_MEMORY
{NAME => "member_id , DATA_BLOCK_ENCODING => "~ NONE' , BLOOMFILTER => ' ROW, REPLI
0", TTL => "~ FOREVER , KEEP_DELETED_CELLS => * FALSE', BLOCKSIZE => "65536°, IN_M
2 row(s) in 0 1320 seconds i

< 94

$W02/ Mr— 15k, BAZBIR-T 3 Mk, BR2%H member id X MIEEEAMo
R Z R AR ATSEARGARES disable, ARl T

disable 'member'
Alter 'member', {NAME=>'member id',6K METHOD=>'delete'}
enable 'member'

$®03/ FHAJLFKICE, S put &E row_key CF:column value, HBase %E put ip <
BRAEPIRAERZIENE— 1 EUREA1TH. HBase £ put anAINEHE, — XA BE>
7% MHARIN—1 2R, XFEZER shell an S RAZIENERIT, %Eﬁr%EP_ERE%JFHE
ERIEEIR,

put 'member', 'scutshuxue', 'info:age', '24"

put 'member', 'scutshuxue', 'info:birthday','1987-06-17"
put 'member', 'scutshuxue','info:company', 'alibaba'

put 'member', 'scutshuxue', "address:contry', "'china'

put 'member', 'scutshuxue', 'address:province', 'zhejiang’
put 'member', 'scutshuxue', 'address:city', 'hangzhou'
put 'member', 'xiaofeng', 'info:birthday', '1987-4-17"
put'member', 'xiaofeng', 'info:favorite', "'movie'

put 'member', 'xiaofeng', 'info:company', 'alibaba'

put 'member', 'xiaofeng', 'address:contry', 'china’

put 'member', 'xiaofeng', 'address:province', 'guangdong'
put 'member', 'xiaofeng', 'address:city', 'Jjieyang’

put 'member', 'xiaocofeng', 'address:town', 'xiangiao’

$®804/ HBase EEHIEBEFHIMHS, — R get unwﬁﬁﬁiﬁéﬁmﬁﬂﬁxﬁ%ﬁiﬁ
& scan M ATEFRE RN EIBEIE, KEL—1 row key AT BEEIE, 1T S  get

'member’,'scutshuxue's & 9-5 Ffirr,
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hbase(main): 004: 0> get "member ,’ scutshuxue’

COLUMN CELL
address: city timestamp=1525496275832, value=hangzhou
address: contry timestamp=1525496275766, value=china
address: province timestamp=1525496275801, value=zhejiang
info: age timestamp=1525496275602, value=24
info: birthday timestamp=1525496275691, value=1987-06-17
info: company timestamp=1525496275723, value=alibaba

6 row(s) in 0,2100 seconds

] 9-5

R HU member %, scutshuxue [ info # & F ) —%] age MIH, FEFEH LS A get
'member’,'scutshuxue’,'info:age', W& 9-6 Flrx.

hbase{main): 00G: 0> get 'member ,’ scutshuxue’,’ info: age’
COLUMN CELL

info: age timestamp=1525496275602, value=24
1 row(s) 1n 0,0140 seconds

%] 9-6

2314 scan 'member', 73] member % [F4AEEE, W& 9-7 .

hbase(main): 010: 0> scan ~member
ROW COLUMN+CELL
scutshuxue column=address: city, timestamp=1525496275832, value=hangzhou
scutshuxue column=address: contry, timestamp=1525456275766, value=china
scutshuxue column=address: province, timestamp=1525496275801, value=zhej
iang
scutshuxue column=1info: age, timestamp=1525509159666, value=25
scutshuxue column=info: birthday, timestamp=1525496275691, value=1987-06
-17
scutshuxue column=1info: company. timestamp=1525486275723, value=alibaba
xliaofeng column=address: city, timestamp=1525497562534, value=jieyang
xiaofeng column=address: contry, timestamp=1525457562468, value=china
xiaofeng column=address: province, timestamp=1525497562501, value=guan
gdong
xiaofeng column=address: town, timestamp=1525457562561, value=xlangiao
xlaofeng column=1info: birthday, timestamp=1525497562331, value=1987-4-
17
xiaofeng column=1info: company, timestamp=1525457562416, value=alibaba
xlaofeng column=1info: favorite, timestamp=1525497562381, value=movie
2 row{s; in 0. 1580 seconds

& 9-7

HBase [ & # & Wiz, 0] LUE S row key UilH], row key [¥) range FlI4>% 414 . HBase
ANHESCFF where 251F. order by #if], H S FHZE row key K&, {H Zn LLifEid HBase $21H 1)
APT AT A& AFILIE

$®05/ FH—KICK, 1& scutshuxue FIFHEZLAY 29, WE 9-8 Ao
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hbase{main): 007: 0> put ’member ,’ scutshuxue’,’ info:age , 29
0 row{s) in 0.1160 seconds

hbase(main): 008: 0> get "member , scutshuxue , info: age
COLUMN CELL
info: age timestamp=1525509159666, value=29
1 row(s) 1in 0,0180 seconds

5] 9-8

P XS B s — k1B 2 AR — AR g i TalEk,  HFhnid 2l . REEOAEE R =1
N Ta), BAPYANDD S s, wl b7 H € B A RF RCAZL, Wil 9-9 B

hbase{main): 040: 0> alter 'member , {NAME=>" info’ , VERSIONS=>5}
Updating all regions with the new schema..

0/1 regions updated

1/1 regions updated

Done.

0 row{s) in 2, 9510 seconds

%] 9-9

B PR B, A=A D SERRCAE Y, SR R A S AR BE A, A put A2,
put 'member', 'scutshuxue','info:age' ,'39'
put 'member', 'scutshuxue', 'info:age' ,'49'

put 'member', 'scutshuxue','info:age' ,'59'
get 'member', 'scutshuxue', {COLUMN=>'info:age',VERSIONS=>5}

A I BRI E 02 W78 2000 e BT RCAS (1) 2803« WSR2 Al I S 8, 7 240 e Al I P SRR
A%, il 9-10 s,

hbase{main}: 047: 0> get "member .,  scutshuxue’, {COLUMN=>" info: age’, VERSIONS=>5)}
COLUMN CELL

info: age timestamp=1525523859363, value=53

info: age timestamp=1525523807450, value=45

info: age timestamp=1525523776570, value=385

info: age timestamp=1525509159666, value=25

info: age timestamp=1525496275602, value=24

5 row(s) in 0,0330 seconds

&l 9-10

$B®06 / MBE member 5 row key 4 temp HY'info:age' FE, ASHEal: delete &# row_key
cficolumn, FEAATES4 delete 'member,'temp','info:age's MIBR member 7% 7 HY xiaofeng 17 EPEIE,
BARE55 74 deleteall 'member’,'xiaofeng's

SB|07 J MBR member FRFENFHHNE, B 1HZKREF disable 'member’, 5 5Bk
Z< drop 'member’s

0.5.2 HBase &HIZSLEE

£ Eclipse H @14 Java i H, HBase $#i¢fit | Java API X} HBase £/ T#:4E. 4 T BEA! HBase AZ
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b, ¥5hn Java TRTHEM JAR 49, Wl 9-11 iz, X428 JAR A7 F HBase %22 Hax [P lib Hx R

1@, Properties for HBaseDemo O X
type filter text Java Build Path v y w
- Resource = . e .
. (® Source = Projects B\ Libraries < Order and Export
Builders
Java Build Path JARs and class folders on the build path:
- Java Code Style » | activation-1.1.jar - C\hbase1.2.4\lib ~ Add JARs...
Java Compiler » |m aopalliance-1.0,jar - C:\hbase1.2.4\lib
Java Editor - apacheds-i18n-2,0.0-M15jar - C\hbase1.2.4\ik Add External JARs...
Ja‘-’-jidﬂc Location ) Em apacheds-kerberos-codec-2.0.0-M15.jar - C:\hl Add Variable...
Project Facets » [wa api-asn1-api-1.0.0-M20,jar - C:\hbase1.2.4\lib
Project References s api-util-1,0.0-M20.jar - C\hbase1.2.4\lib Add Library...
Run/Debug Settings ma asm-3.1.jar - C:\hbase1.2.4\|ib
K . — s , \ \ ) Add Class Folder.,..
Task Repository 4 avro-1.7.4,jar - C\hbasel.2.4\lib
Task Tags i commons-beanutils-1.7.0jar - C:\hbase1.2.4\lib Add External Class Folder...
Validation o commons-beanutils-core-1.8.0jar - C:\hbasel.Z
WikiText s commons-cli-1.2,jar - C:\hbase1.2.4\ib Edit...
i commons-codec-1.9,jar - C:\hbase1.2.4\lib
o commons-collections-3.2.2 jar - C:\hbase1.2.4\|i Remove
fond commons-compress-1.4.1,jar - C\hbase1.2.4\lil
s commons-configuration-1.6jar - C\hbase1.2.4\ Migrate JAR File..
o commons-daemon-1.0.13,jar - C\hbase1.2.4\lit
» [ commons-diaester-1.8.iar - C:\hbase1.2.4\lib ¥
< >
@ OK Cancel

& 9-11

%5 Java MHIRES?, % HBase il FEREAT184F, WK 9-12 P, tHTimngbRil, Se4ErdaiQ
1% BT S 4 B AL R 3.

@] Java - HBaseDemo/src/HBaseDemo.java - Eclipse

File Edit Source Refactor MNavigate Search Project Run Window Help

L SRR SR R SRl S RD TR RS A MR M= SR I = e

% Package Explorer & 5 %| % Y= O | [J HeaseDemojava 52
= hadoopapi 1= import java.io.IOException;
v G HBaseDemo 2 1import java.util.ArrayList;

&

v @ src import java.util.Iterator:

defaul k 4 import java.util.List;
o - |= : .
I-B (default package) 5 1import org.apache.hadoop.conf.Configuration;

J] HBaseDemo java & 1import org.apache.hadoop.hbase.HBaseConfiguration;
= JRE System Library [JavaSE-1.7] 7 import org.apache.hadoop.hbase.HColumnDescriptor;
=) Referenced Libraries ¢ import org.apache.hadoop.hbase.HlableDescriptor;

S import org.apache.hadoop.hbase.KeyValue:

10 import org.apache.hadoop.hbase.client.Get;

11 import org.apache. hadoop.hbase.clisnt.HBaseAdmin;

12 import org.apache.hadoop.hbase.client.HTable;

13 import org.apache.hadoop.hbase.client.Put;

14 import org.apache.hadoop.hbase.client.Result;

15 import org.apache.hadoop.hbase.client.ResultScanner;
16 import org.apache.hadoop.hbase.client.S5can;

17 public class HBaseDemo |

18 static HBaseAdmin hbaseaddmin;

19 static Configuration hbasslonf;

20 /7 1-tlE@FE

= public woid createTable (String tableName, String colFamilies[]}
2 throws I0OException {

(= WordCountDemo

I
|

[

Wb 23 if (this.hbascsiddmin.tableExists(tablelame)) {
24 System.out.printlnl:“ﬁ: " + tableName + " E%ﬁﬁ!"]:
25 } else |

ah 2 HTakleDescriptor dsc = new HiabieDesszipstesr (tablellame)

2 int len = colFamilies.length;

&l 9-12
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Export 3 i JAR 19, HBaseDemo.jar, ['{%F Hadoop #1155 I+, I21T java -jar HBaseDemo jar,
25 R 9-13 PR

[ hadoop@noded ~1% java - jar HBaseDemo. jar

log4j: WARN No appenders could be found for logger (org. apache. hadoop. security. Groups).
log4j: WARN Please initialize the log4j system properly.

log4j: WARN See http: //logging. apache. org/log4j/1.2/faq. html#noconfig for more info
a TR

I A 1T R T

I A 1T R Zh

I A TT Rk Zh

rowl

article

title

HBase

rowl

author

name

Cat

rowl

author

nickname

Tom

row key: rowl family: article gqualifier: title timestamp: 1525446469845 value: HBase
row key: rowl family: author qualifier: name timestamp: 1525446469862 value: Cat

row key: rowl family: author qualifier: nickname timestamp: 1525446469882 value: Tom
[ hadoop@noded ~]§

ES

& 9-13

I i HBase () shell fir $HAFLE R, Q1P 9-14 .

hbase(main).: 008: 0> L1sSt
TABLE

demo

user

2 row(s; 1n 0, 0080 seconds

=> [J!demoﬂ!’ ?JUSer?!]
hbase{main): 009: 0> count ~ demo
1 row(s) in 0, 0270 seconds

=> 1

hbase(main}: 010: 0> scan ~ demo

ROW COLUMN+CELL
rowl column=article: title, timestamp=1525446469845, value=HBase
rowl column=author: name, timestamp=1525446469862, value=Cat
rowl column=author: nickname, timestamp=1525446469882, value=Tom|

1 row{s) 1in 0.0300 seconds

hbase{main): 011: 0>

K 9-14

9.5.3 HBase ZHIAMHIEFIN =

WIS AN R ERES —EHE (i 1TB BLE) B, RGN BRI A 55K K52
S, Rt g R e B[R] AR AR ANEEE

JREE G #r: PR FUE 1 20 4> Region, BEHE =K 73 T 160 4, HTEATTZE5E
BEHLS AZI#5 Region HY, A4 Region 2=l %, K [A]7R 9% /£ 5547 Region BEUTEYRE, FRHX
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Region % UL KB OERSE T 1H o
Ty 5. BXECE, Wk 9-15 iR

. 3
|. HBase (custer1)  ##~ B
KE K ERE &4 BARE RHEHSE W HBaseWebUlw Rk -
T k2%
hregion.max.filesize
v L
HBase 3L {8 XX/ RegionServer Default Group .. #1514~ C
hbase hregion.max filesize I
. 100 =l I v
B WS B {H —J
a [
[
RegionServer B 2 j B8N
] 9-15

JRFE. A4 column family B ) StoreFile #Hid iXMRME, HSAIX/) Region 24> H
—., A4 Region 77 A K 1) Region 2RI [E] GEF7E 5s AN ) o 4 hbase.hregion.max filesize
FHE LB/, fili split 73 RAPIRERTE K. K= F) Region [RIH &4 split B, RGIR AL B
B A W) W BN Ta] [ ANERUE « BT ARR AR SEBRis O00, 1224 hbase hregion.max filesize 47 100G, #f 2 Region
o FAME 2, el DA b 55 i 1) 52 )



7% iEAAR S ZooKeeper

ZooKeeper =51 X Google Chubby LI, 70 A\ H Java 25 [ RG4S 1) 75 A 2X
N R e il iR 55 « ZooKeeper 1 —ANminl H 13 A =CMR S5 HESE, 3= BRI R A i O A XA B Hh
H RGN —B0ME m) fT . AT PR 70 A 20N FH R e B AR 5 I AR 2%, okl 2 ) A LR 4
(Hadoop. HBase. Katka) ', ZooKeeper #f{F iz LA AL, et — 40 70 An 2w P4 — 2L
P A 55 15K

10.1 ZooKeeper HJFF AL

ZooKeeper I AEEGEREH, XHERHE I A Coh iRk 55, 4L A1 20 A X Al 55 HAa a0 F
FF R

o i —E M AE—ANBF KA Tk, RAKFRT & B I LA A 3
ZooKeeper ¥,

o R M PIA FWnm RO IR AN RAFF A MLES L6 MR F LR —EEg, PP R4
HNEREF RIS ARALR T E—F 5, LA, —ZFR2HAEHFT HoM
EBRATEES, BIb—3kh KA.

o RA—EM: TBEF HEEAIAN ZooKeeper R3S, HAF|60IRS 5% EAEAER A2 —
.

o M —ERGSHERIAMMIT —AF 5, FRRITEF snbIra, AR AZ TSP
R RS RERHE—ARE TR, BRIER A —ANFHIATLATT AR,

o ZEthh: ARIER P nfE— a4 BT 18] [85E B W RATIR - S50 RATRE.
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10.2 ZooKeeper ) T {f)HH

10.2.1 EARZEM

ZooKeeper ALy s 5 FLHLAL B A E, A A8 @ iU H AR AL S, DD i i AN
LR bR, IF H ZooKeeper B UHEE T RN ECN AL, HAEE —FRHLES A a] HEA
ZK (ZooKeeper f&j#K) HHEA A0 H .

ZooKeeper 21 3= A4 AN {4 Leader Fll Follower,  ZooKeeper EFET T A ML 5@ ik —
Leader #EZ5 L P KL € — S #FR A Leader [MHLAES, — 4 ZooKeeper IR —WZ| A &FH —4
Leader, HAh#B/Z Follower. Leader #1572 ZooKeeper 22 [1F17H B MO &, #EENEHE R =)
1% 35— 4 Follower 13 543 L 1fl .

BEAN P g A LRGP AT —1~ ZooKeeper 1T xi, [RIB) AZERK) ZooKeeper |- read 15
B, AHZ 56T write 3R/, Follower 11 A AN AL BT B4 52 45 Leader, H Leader i vt 1) %, M
AR IE AR R 2 S B — 8. ZooKeeper M i€ R M2 T 1171 S5 [R]20 58 )% write #:47,
HLAS write FRAFEA T 5E, B2 R Al RE=H DT 11 ZooKeeper 19 U HE A 2 5 5 M EH
It ZooKeeper HH 3 11— S0P AN I 58— B A2 e 24— B0, 2% 3 Al AT sync ()5 il i3
BT 1) 20

10.2.2 ZooKeeper LM 73k Leader T1 mikzE

AT ENTE ZooKeeper (11717 ki PAFPRIY, Jr mll 2 FF AT fORNIE IS o IRESY s ANREE,
‘ﬁj‘n%ﬁu REMHXAN T S NS R GRE A, IBAIXANT A8 ZooKeeper PR . &3
CERERE A XA, ZEARSS 230 shf i, 2 ZooKeeper 5 & M—4~ H s FyEM— NG5 55
(XN EAEA Master, #EFEM 17X e & Master) o JEMBINK, WHR KM ZT HEE
A, WS 228 RSS2 T (Rt A RS 4 22 E ) , A4k R
e E, TEAMNIAALE. IR, #63 RIR 2 A ik 5548 75 L4 T B i I 10 s (R I B <A, DA
Z RHERES (B2 T IHZ T R IR S A A DL T B ML 12 28010 BEAT R E 34
18 1 A S A TR U e E ZooKeeper ¥ MG B 1T 2 4R AE,  WEVEM T 20 5 111G B
, WEBL /& Master. T k5545 RN 275 servers 19 5 FYEM—AN B 50 CORAFE H S HF2EARG D »
H{ETF“FW U T R R R 55 A% 413K

10.2.3 ZooKeeper Bt & X4 E S S EFHE

ZooKeeper 1] zoo.cfg AL & A Z 2w 10-1 Fros. SAECEI B .
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=) zoo.cfg ¥ \

tickTime=2000

initLimit=10

syncLimit=5
dataDir=/var/lib/zookeeper
dataLogDir=/var/lib/zookeeper
clientPort=2181
maxClientCnxns=60
minSessionTimeout=4000
maxSessionTimeout=60000
autopurge.purgelnterval=24
autopurge.snapRetainCount=5
quorum.auth.enableSasl=false
quorum.cnxn.threads.size=20
server.l=nodef0:3181:4181
server.2=nodel:3181:4181
server.3=node2:3181:4181
leaderServes=yes|

&l 10-1

tickTime: 7 i 5 ik 55 45 08 k55 25 5 RS54 2 I 4ERF Ok, L2 fr. Wi 21EnR
ZooKeeper Ak 5525 2 [B]l 2 2 i 5 i 55 4 2 B 4ERF OBk I IS Ta] [B] Bg . BER% tickTime B [E] 3023 %1%

0o T LBEAHERS H K I WL 4 1) AR, 36 nf UE IO BkK 4% 1] Follower ¥R Leader
3B A5 I 1]

initLimit:  X/ACEIE FHOKECE ZooKeeper 252 %5 F lin K]t Al iR T A B AL 32 2 /D A0
kTRl el g%, Mo 10 NSOk fa] (i tickTime) KFEEfG,  ZooKeeper AR5 #yid
BRI 25 i PRI [R5 BN, A A SR IX /S 25 7 g 4 AR L () B TR EE /2 10X2000=20 £

syncLimit: X/ MACEINFR N Leader 5 Follower Z[B] &LV &, 1ERAMNZEN B, KK
Afeiaid 2 b tickTime B TAHCES, S RIESEHCEZ B 5X2000=10 .

dataDir: 17 fifi N 7P Eds e PR BRI A, 44 B8 SO 2 ZooKeeper{ R ) H 3%

dataLogDir: =55 H &5 Hx. 40355 HER S ECE SR 1OPS ® ML, XK A H
Tt ZooKeeper T4t .

clientPort: 1X7u Uil 2 2% 7 wigiE % ZooKeeper R4S 25154 11, ZooKeeper 23 W WTiX A i 11,
P2 52 % P im ) U ) 1 3K

server. X=A:B:C: HH X 22— NPT, BRXLER LTRSS A %R T7ER 1P Hihk;
B EnF) 1z ik S s AR HEH [F) Leader Al 5545 A #0H S AT um H s C FRomm 2 — I
Leader Mr45#54E 1, FFE— i FORE P AT RS, Ei— ) Leader. IXH ) X #F 5 myid
SCAFHR R d 220

maxClientCnxns: HLNR P i 5 HL S RSs A5 2 Ta) FE BT PR, BRIAAE 60, TR E N 0,
A2 2 W AMEAEART PR3 -

minSessionTimeout fll maxSessionTimeout: — %5 7 4igi% £ ZooKeeper 1B, A< E—
session timeout, H15EH EIX N E] Client 305 5 ZooKeeper Server KR, HAIXA™ session #7152 A
A Can XA session EA G, A B 5 AR ZIX AR %P S A ] LG PR i
B, Al RS A5 UCE T RN AN S EOR R il 2% 7 v v B I Ta .
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autopurge.snapRetainCount Al autopurge.purgelnterval: ZooKeeper $#2fit | H @i snapshot Fl
HEHEMIIEE, WL ACE autopurge.snapRetainCount F1 autopurge.purgelnterval X P2 %1 HEWS
SEHLGE FHEPE T . autopurge.purgelnterval IX/NZEH8 € TG HEACE, A2/, FEEE 1
ol BHOREEEL, B 0, R A S HEEHEI)HE. autopurge.snapRetainCount iXNMZE 45 3E |
i 2Ok B N SO H

leaderServes: FRNIATGUL [, Leader jeox 5% 7 wmniEfk, JrefiEw Mt GRS . H2, Wl
RARAELLE Leader £F TAHERFPHLAETI M, LA RLLRE N ZEE E N no, XFE—k, S KKHE
1 SERAF T RE

ZooKeeper BCEAR TR, BT AMACE XAF zoo.cfg 2z —FEH, B myid XA,
myid [F{EWIE zoo.cfg WP server {FUEH} ) {(FE} &%, W& 10-2 Fros.
[ root@noded ~]# cat /var/lib/zookeeper/myid

1
[ root@noded ~]1 &

Kl 10-2

an S A¢ H] Hadoop FjMLA Cloudera CDH, #UGHEIE F A HKRB SACES L, W 10-3 B

7. 7E Cloudera Manager J-1Hi_ U e B2 AR 2 37 B WOSIRE B S (10, X 2605 B A7k T 5l
PEHR, S P IKE S ARSI A2 A e B SCAF

]_EZuuKeeper— Cloudera Manager op

€ | @ node0:7180/cmf/services/11/config

CIOUdera MANAGER Clusters ~ Hosts ~ Diagnostics ~ Audits Charts ~ Administration -

ZooKeeper (cluster1) = Actions~

Status Instances Configuration Commands ChartsLibrary Audits Quick Links ~
Filters
v SCOPE
ZooKeeper (Service-Wide) Tick Time ZooKeeper (Service-Wide)
tickTime
Server 2000
v CATEGORY o o
Synchronization Limit ZooKeeper (Service-Wide)
Advanced syncLimit
Logs
Main
o Initialization Limit ZooKeeper (Service-Wide)
Monitoring
initLimit L
Performance U

Ports and Addresses

Resource Management Cleanup Retain Count ZooKeeper (Service-Wide)
Security

Stacks Collection

& 10-3
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10.3 ZooKeeper WL Hli5 5t

10.3.1 ZooKeeper LI HDFS #J NameNode A FH HA

HDFS HA Az LIz 06 %2 ZKFC (FailoverController) ZEFE, nl2 A 1E
NameNode 17 5 _F23JA a1 ZKFC #EFE, HKI £ NameNode FPR A B ZKFC B AEHLE T
NameNode [1] 75 5 A7 £E, Active NN(NN sz NameNode [¥){&#5 ) A1 Standby NN 75 5 #04 # & ZKFC
HEFE

ZKFC #EFERIER T .

(1) @AM : ZKFC 2 R YL R e W42 1) NameNode A& IEfE BRI a2, M4 8 HoA
NameNode & 74T IEH TARRE . WERPLESE DL, OBRM, T84 ZKFC lasbrid & AL T A i B
FPRA

(2) 2iEE M. 1R NameNode &), ZKFC {54 ZooKeeper FA-FF— N1 IF 4
1, W NameNode 72 Active IR A&, A4 ZKFC B2 7E ZooKeeper H (i —/N 27 A1l B 11 znode .
41X NameNode FEH, 1X> znode W= FR, 285 2 HI K] NameNode 73 23X 45401, T4 A+
NameNode, [RIBFRICIRA N Active, % HLIK NameNode T HT )5 5l, ‘&2 FHATE M ZooKeeper,
KIMEAA znode T, 3t HBIZEA standby RA, WAERIEA, (RUE & AT 5EME

(3) Master £%%: il AL ZooKeeper HH4EFF—MIm I R (1) znode A SEHLHE & 0B,
M ] TR NameNode & Active R4 .

HDFS NameNode (1) A I _CAE BREE 1] 10-4 s .

,.:"' Heartbeat
_ _ railove

hared NN state with

single writer
(fenced)

lock Reports to Active & Standby
DN fencing: Update cmds from one

__-_J

Monitor Healt
of NN. 0S5, HW

Monitor Health
of NN. 0§, HW

Active

& 104
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f& EEH, NN AUEN /& NameNode, DN 1A% [ DataNode, ZK fU# 1)/ ZooKeeper, FAl]
RIVIXNEERE YA NameNode, —/Mb T Active R4, 55—t T Standby R4, NameNode
7= 5% ZooKeeper #3111, {H 2 X AR HES ZooKeeper #21il, A — 4 [8]44 FailoverController (5
it ZKFC JFFE) , 58— NameNode FTE MM 2580 A — > ZKFC 3, ZKFC 7] L% NameNode
RIE RS, thunv)#ds 4. [AB ZKFC i 41 97920 £ NameNode, ANt NameNode [1) 157
AR 4 ZooKeeper, — H. Active IR &) NameNode &4/ 1, FailoverController i} NameNode [k
A2ALET, BEA L ZJG, FailoverController #i2s4t Active & HLIFA G BI-IR%T ZooKeeper, 75—
FailoverController ] )\ ZK HH 1331 T X 5&f5 K, AJE e Z1) NameNode KEV#if<, B
Standby {RA VI A Active IR A%,

HDFS " [1) DataNode (f&jF#k DN) EEnJLLER Active [f) NameNode {5, X AJLLER Standby [
NameNode {5 . —HJR4 Active NameNode 4L, DataNode 2 H3)) [n]#7 1) Active NameNode i
fTiHM5 . Active NameNode H [HI[f){5 55 Standby NameNode H (15 & 2SEH [F 221, P4
NameNode 2 [A] L2504, A] LLIE ik Network File System Y& 2530 isf— 2 #R 1 JournalNodes [T 7457
UEFEREAT A BLOlAS .

10.3.2 ZooKeeper 3£I HBase B HMaster 5 /] FH

HBase & 75041 S\ N A- 6 25038 )72, HBase RGu4EHMIH HRegionServer Hl HMaster Y #1471 5, H
th HMaster $1 7575 B, HRegionServer i 4E9 /Aoy H A% . HBase iHiid ZooKeeper Xf
HRegionServer UH T & F I 5CHH HMaster 11 /5 ] H .

f£ HBase ", tH2ZfH ZooKeeper A SLHLANAS HMaster [Fi%5. £ HBase SLHLHY, &HE
ZooKeeper [ f7fiti HBase JCZi#f Fl HMaster [, HRegionServer 254" H & LA B 777 5

(Ephemeral) 1177 X7 M3 ZooKeeper ', {##5 HMaster n] DABf %051 %1~ HRegionServer [f]
AR & . HBase 15 1] LL#5E Backup HMaster, 2&{l HDFS Standby NameNode, 4 HMaster F= 77
m tH I R, HMaster & 10 s il ZooKeeper 38HX 3= HMaster 174t 1) 241~ HBase 2EHEIR &G
B, B HMaster =17 S TAE.

10.3.3 ZooKeeper 7 Storm &£ & D aY1HAEIER

SEWUHSIHESE Strom [FAETELS H) 2 — 17 50 (Nimbus) HIZ~TAETT 51 (Supervisor) 4
J ) E MZER . Nimbus 55 Supervisor #/& Storm #2415 & sFy b i, "SI RIFHE 2455
ZooKeeper [P0 AR T8 A0 AN 2@ FoR AL, 4o 10-5 Pz . Nimbus il ZooKeeper 3K T
Supervisor 1 5 PR ESHII3BLgs 'EATT 1) tasks

ZooKeeper /F A Storm SERF WA P, & Nimbus Al Supervisor #EA 748 B [AIH 9y, 1E
RS AL B MG B S A IRTFAE ZooKeeper [.
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S panASor

M

|

K 10-5 (& Zookeeper Bl ZooKeeper)

BEFS A U, ZooKeeper M M H:

(1) Nimbus il 1 ZooKeeper 5 IREAE BRI ACAESS » 183 UF 2 Nimbus 7150455
S EE5 A ZooKeeper, Supervisor M\ ZooKeeper it LSS 70 AL(E B :

(2) Supervisor. Task 2R i%LEkE] ZooKeeper, {44 Nimbus i LI FEFEANMERE PR A, N
1717 B JE — L8 41 ) worker TAFRERE.
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Impala »& Cloudera v '3 H AT B RS, EFeft SQL & X, #eW A7 £ Hadoop
[¥] HDFS #1 HBase H'[1] PB 2 K Zidf de itk . 22 H:01 SQL &ifl. &A1 Hive s &7 T H i
T ZPATAE A0 /2 MapReduce 515, B8R Z—AMCACTRIEFE,  xfi LA A 2 K g Jov A 3k (1422 B
rif]. 1M Impala ;&3EF MPP [ &M RS0, & 1 KA ot 2 Bk .

11.1  Impala &

Impala s& Cloudera 2 7] %2 3] Google [¥) Dremel Jii & FF & KR 520 22 B2 SQL & 5%, &
{EDjRE E3EAEL Hive, {H/2 Hive £ A I 5K H MapReduce FHATHESE, 1 Impala H C++4 %5,
W BT A Sl AT 5 e IR AT 2dE E MPP R 2R 40 A SN AW 5 [ 28, AN AR MapReduce .
X R B =B W, Impala 25EE Hive S5 REPRE Mg Wik [H]25 0 . Impala ILEE & Apache [1)T112K
I H, T WA http://impala.apache.org/. &8 Impala s& Z 8 Dremel KSZHLT), (H'EWHA L H AT
Kith, Impala s& ), FEIN I Cloudera ££ Hadoop i3 ) 4 St Ay, HAREARBA IR KT RE & 08
Kot ke, PERE LI Hive Mt 3~30 £i%, EKORIIE— RAlGES 58 28K Hive.

fi H Impala > SEER 0 = 200s R SE B W ot EIE8a . el L7l AT SQL 1), 7E
RPN IR BRI EE Ry T LH S WA HDFS B s 2 s ol DIEER 5% 5 Hadoop
RG#EL, I Hadoop LSRG M T IEAPLH

st S, Hive 38 % H THEALFE, 111 Impala 72 FEAR ) AS G B WA EHE 8 L H .
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11.2  Impala 1K

Impala R ANE] 11-1 s .

Hive
Metastore

Impala Shell

-

-

Bl 11-1

R A AR E

(1) Clients: Hue. ODBC Client. JDBC Client fil Impala shell # 7] L5 Impala #1748 H., iX
LERZ VAR ] L AE Impala ()20 &l LK AT Impala 19785 3 1.

(2) Hive Metastore: f7fifi Impala 0] Uj 0] B4z (¥ e Eids . i, XL EdE ] Lk Impala %1
1 WP A 55 2 LA MBS R 25 R T LA UG I, SR e g MHER A2 o8 14 6 5 5l gk 2l 2
AR B, MKRReEIEZ s Bl SR 2UGEF A 1) Impala 19 58, X0 R0 A
Catalog Service 5¢ )%

(3) Cloudera Impala: Impala FJREFE2AT A5 50 (Datanode) E . &> Impala
(1) 52450 A AT LA Impala client ¥ WA ), BEMr=AHATE R TREPFATHES . AT MmfES
A~ Impala 15 b, X8 GOFTIAT B

11.3 Impala %224

Impala [ R0 AM et anl& 11-2 fros (BEVEZE P AHSE XD o 3 tsl 7072 Imapla
i, W4 AI2AT Impala HOE) HA AR . Imapla 24K ) R PS4 StateStore F1 Impalad.
StateStore 7 Impala ) —A~1 k55, H RIS G EECR O, S0 SN, Bt
WZETBE. Impala Daemon MEFEZIZATAEARIEREAN T LS9 bR, R Sl BIXAN R RN
Impalad. Impalad i2177E DataNode 77 5 b, FEZHWNMERH: —2Z A Client #2321 Query [FJ3A
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17, 5 HAh Impalad 73 ECAESS, WA HAh Impalad [F)FATEE REATIC S 21X Impalad 2344
17 34t Impalad 25 H 53 BCIOAE 55, AT IX 70T 55 F2 B2 0 Al HDFS Al HBase HL (1) 77> Zdfi it
T #AE .

Common Hive SQL and interface Unified metadata

|

.‘
..
4 4
I 3 W
-- Local
Direct Reads

K 11-2

Impala "1 & [ JCE A7 it 15 IV /2 Hive 1Y, 32X Mo EER G B 7E Hive 1) Metastore
b A T HDFS #4575 /1 DataNode F )44 Impalad #EFE, #8245 Query Planner. Query Coordinator -
Query Exec Engine iX )Lk . QueryPalnner £2CK Fl SQL APP Hil ODBC [1) SQL ifF 1 iR Jki h
AT R Query Coordinator X FAT THRIBHATOCALRNR5, T EAT VR B, TR B S8 Boyr &
P, AT N Query Exec Engine 71 5t AT, 55 iR IR A 45 R, X ka4 R
2 AL R R BIGH P .

11.4 Impala 1) HgAb PR R

Impala A AL B FE @I 11-3 Fhos.

XA = RE P ] LU Impala 2E4748 B

o L TIRFHAZF 9% F 5% (ODBC Driver #= JDBC Driver) .

® Hue4&w, ¥wifif Hue Beeswax 4 2 &5 Impala #47RX .,

e Impala shell 444745, EAX ZERIEFRBE— I PAATIPT, TVA H3EEA SQL iE6) 5
Impala 3 &,

Impala 1§ /] Hive Metastore K A7t — L8 0 EdE, A Impala il [, @ F 6510 EdE, Impala
AJ DS b G AN B R B DT SURIR A, A SEIREE BT, XA SR I B iRk 55
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Impala 2>/ HDFS ##[f) DataNode bJAzhiife, Wil T8 L 24 Impala #EFE CHJ
Impalad) , PLAHAT B ). 7F Impala 22449, &5/ Impala 77 5 & 0] DLEEROKR B & b 18 )1 K
Wia vt &), AREwrR], R4, U EE SKAE AR K 2 Impala W 5 EIFAT
AT, I A TT R EWIE SKIF) Impala 5 SRR S5, W WY % Y o

HBase fil HDFS f7fifi # 55 Pr i L2 2 1 (1 K28 o X HLAFA™ Impala 75 s AR RE B2 /M A 107G 5K
A A RKAEEE ), AR SR BRI . H P Rl LD R AC A v HHHA Tmpalad AU
1T, A=Emifiikss . iX2K 4 HDFS EEARFEIA ZITCRT) . FLEHP ) Impalad SR e 220
RAEAE 2> HDFS H HEOAfFAERIA, b2 n] LSR5 .

CLI
Client
i ‘?@
:. N HDFS NameNode
" ODBC/JDBC ! %\@a
' Driver .
2. 3KEGT 2R 5 HaR bt
Hue E
Beeswax E S e
. Meta Date

MySQL

e e

& 113

11.5 Impala Fl Hive )G R FIXTEE

Impala 5 Hive #£ Hadoop " )R R UK 11-4 Frow. Hive idio 1 KIS [a] i) Sk AL PR W) 20, 1
Impala & FSEBAZ H 3 SQL & Impala 1 Hive &F 2 £54 £di 774 T HDFS. HBase. Impala
FLEAT H Hive [P0 E3 & Metadata, J=PAFE Impala JCEHRE 746 £ Hive [1) Metastore. P& #5/2
M T ITAEEE ot A big H 2532 1 SQL FNRIEH TR K 704, Ads BRI K 4% . Impala 7]
VL5 Hive FC & H, Eeinn] LLAGAE A Hive AT 2R 4 e AbPE, AR5 H Impala /& Hive 40P 51
45 KA AT Pk (0 53k 704

ML AL KE, Hive 5 Impala AFRIZET, Hive AL FFAPATES B oMt #e, 1Mz
{38 T MapReduce $HATHESE . 1M1 Impala #2318 H MapReduce #4747 115, Impala #8427

BN PAT VHRIBY AN 3 5 ) MapReduce 4£45, e FH 5 i FHIFAT 6 S50 )3 MPP 28
LR A HHLE .
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Batch Interactive
Processing SQL

Impala
SQL Syntax +

MapRedu ce Compute Framework
Compute Framework

Resource Management

C
i
S
© Storage
[
S HDFS | HBase
= - :
T —— I
t S l
TEXT, RCFILE, PARQUET, AVRO, ETC. : RECORDS

Integration

K114

MEEREEKT , Impala LT Hive, JREEAET Impala A7 L4 (R S5 R 5 A HEAL, A8
T RKEM /0 H4H; Imapla % # I MapReduce 1EMVSZIFIFF4H, ARFE %N, MapReduce )& 3)) task
IR BEAR T, Impala 142380 & AH N 1) Ak 55 BERERTBEAT VRN R RE, JEREPR TR ZS .

FEANA AN, Tmpala 1R 7] G2 UM Hive I H o 242880 B F 2 M Hive EIT#£F] Impala
ok T EN AR, Impala SEBE Hive ) SQL i X W14, DL AEANWITEEH . Hive $24t TR
Z NHEREL, FFHEHX) UDF (P HE X RED SR FrLLHAPKRE, Impala JFANE H OKREX
R 24 ) MapReduce & 4¢, 1M/21FE 4 MapReduce [#)— 3k 1 78 MK, Impala i 75 F ok Ab
SEIR TR o T Gl S 5 N S DA T S R 1 ITITID S B N 7 = K D B
MapReduce #KIA A& ST Af [ IEFE .

11.6 Impala %3

7t Cloudera Manager & B Ft [ sl ol “VNI0ARSS 7, I FEEAS NI A5 255 0 Impala, 0% 11-5
PR

7€ X Impala ffi (077 e, BAl R; Catalog il 55 (4F FH72 Kf Impala % (1) Metadata 77 7% £ %}~ Impalad
th) Al StateStore ( F1EK WD MAEERE P K Imapalad FEFEEVEG B, 250 S EFORME) #HE
£ 3715 51 node0 |, ¥ Imapala Daemon (‘& ZizfTEERFREANT & BsF ubRE, 8N A L
XN UEFERI A B A Impalad) 19 /i 3E T b, Wil 11-6 Fios.
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PRI AR 55 28,

BB % By Wi

O & Accumulo The Apache Accumulo sorted, distributed key/value store is a robust, scalable, high performance data storage and retrieval system. T
only works with releases based on Apache Accumulo 1.6 or later.

O @ Flume Flume )\ JLF A X IRERVIEH S X EWIERSIIKAKTFM (I HOFS) +,
C |1 HBase Apache HBase 12 % KR BIE R OMEN.. XM AE/SHRMR (FE HDFS # ZooKeeper) .
@ HDFS Apache Hadoop 43 #3030 f R 4E (HDFS) & Hadoop R AR F AR ERWFMARY. HOFS QIR ST HIERBEHBENH HER
ENLE, REATRABARENITRIME.
O § Hive Hive 2 —##¥iE€ ERY , 12644 1 HiveQL g9 SQL 2535 5.
O ¢y Hue Hue £ 5403% Apache Hadoop f) Cloudera Distribution g4 {# Fi 89 B J& Fi /> R/ (% % HDFS. MapReduce fl Hive),
@| Y Impala Impala h#7F 7 HDFS 1 HBase P MIBR 4t T — 13 SQL Eif)#€ . Impala | E Hive li % , 35 Hue X Hive Metastore,
Bl 11-5

¥ Impala fR%575021 Cluster 1
BENX Impala K &5 80

ZATRFELAL B UTIRF B ENAC . BiFEE , MRHECALER (HiIn , HEIEIENENBEAXS) | HIEZEIRIE

FALURENE R LS.

A impala Catalog Server x 1 §fi# Bl impala StateStore x 1 i@ BEN impala Daemon x 2 §fi#
hodet . nodeD node[0-1] ~
K 11-6

M “AkEE” , 52K Impala [F)%23% . [B]3)] Cloudera Manager & ¥ L 1H B 7L, i5)) Impala R %5,
W 11-7 fros.

cloudera MANAGER ~ #%~ i~
RE FpemRnea D G Bl - fFasies

@ Cluster1 (coHs arcel) -

® =57 P

@® & Flume -

@® | HBase E -

® B HDFs A3 LB e

@ ¢ Hive Sk E -

K 11-7
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11.7 Impala Al JSEEk41F

G, FAERA Impalad k55 177 53 EAAT impala-shell, {ERIEEA @ 24T, WK 11-8 Pros.

[ hdfs@node0 ~]§ impala-shell

Starting Impala Shell without Kerberos authentication
Connected to node0: 21000

Server version: 1impalad version 2.3.0-cdh5. 11.2 RELEASE (build f89269c4b96daldal
41e54bdf6d4d48821b0d658 )
FEFEFE AR AR Rk R R R R R Rk R R ek Rk Rkl
¥4k

Welcome to the Impala shell

{ Impala Shell v2.8.0-cdhb. 11.2 {(f89265¢c) built on Fri Aug 18 14:04:44 PDT 2017)

Every command must be terminated by a "; .
S S5 S S ESSSERSS S ST SRS S SIS RSS S ESSRSSSEESEE RS SSSESE RS SEEES
b

[ node0: 21000] >

K 11-8
AT show databases 772 1] L& 3| hivedemo Zi#E 4=, & 11-9 Frzx, hivedemo s& AT TAE 11
48 Hive &M ik Hive shell i 24760 2 (1 52 17

[ node0: 21000] > show databases;
Query: show databases

fom e e m e e e e e e e - +
| name | comment |
Fom e o m e e e e e - +
| _impala_builtins | System database for Impala builtin functions |
| default | Default Hive database |
| hivedemo | |
eSS S E S S S S e P e e P Sy +

Fetched 3 row(s) in 0. 26s
[ node0: 21000] >

&l 11-9

AT show tables 1%, S5iRWKE 11-10 Fror.

[ node0: 21000] > use hivedemo;
Query: use hivedemo

[ node(: 21000] > show tables;
Query: show tables

| bucket_tablel |
| bucket_tablez |
| docs |
| invites |
| result |
| student |
| word_count |
_|.

Fetched 7 row(s) 1in 0.03s
[ node0: 21000] >

Kl 11-10
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Impala $447 select count(*) from student AW WAEF R, 10 Hive $ATREIFEER], AR EREE
5)) MapReduce f£5%5, WIWA8 TIRZ, W 11-11. & 11-12 JioR.

[ node(: 21000] > select count(*) from student;

Query: select count{*) from student

Query submitted at: 2018-09-07 17:53: 56 (Coordinator: http: //noded: 25000)

Query progress can be monitored at: http: //node0: 25000/ query_plan?query_id=7948c
C73245726ce: 222e087500000000

e +
| count{x*) |
S +
| 6 I
S +

Fetched 1 row(s) in 0.21s
[ node0: 21000] >

B 11-11

hive> select count{#*) from student:
Query ID = hdfs_20180907175656_927093f1-5b72-45ab-b055-730c66e85414a
Total jobs = 1
Launching Job 1 out of 1
Number of reduce tasks determined at compile time: 1
In order to change the average load for a reducer (in bytes):
set hive. exec. reducers. bytes. per. reducer={number>
In order to limit the maximum number of reducers:
set hive. exec. reducers. max=<{number>
In order to set a constant number of reducers
set mapreduce. job. reduces=<number
Starting Job = job_1536287615696_0001, Tracking URL = http: //node0: 8088/ proxy/ap
plication_1536287615696_0001/
Kill Command = /opt/cloudera/parcels/CDH-5. 11.2-1. cdh5. 11. 2. p0. 4/11b/hadoop/bin/
hadoop job -kill job_1536287615656_0001
Hadoop job information for Stage-1: number of mappers: 1; number of reducers: 1
2018-09-07 17:56: 37, 716 Stage-1 map = 0%, reduce = 0}
2018-09-07 17: 56: 69, 157 Stage-1 map = 100%, reduce = 0%, Cumulative CPU 3.7 sec
2018-09-07 17:57: 12, 073 Stage-1 map = 100%, reduce = 100X, Cumulative CPU 5. 57
sec
MapReduce Total cumulative CPU time: 5 seconds 570 msec
Ended Job = job_1536287615696_0001
MapReduce Jobs Launched:
Stage-Stage-1: Map: 1 Reduce: 1 Cumulative CPU: 5,57 sec HDFS Read: 7038 HD
FS Write: 2 SUCCESS
Total MapReduce CPU Time Spent: 5 seconds 570 msec
0K
B
Time taken: 55,578 seconds, Fetched: 1 row(s)
hive>

K 11-12

B ] LHAT create table student copy as select * from student 4, A i) HOkR I EHE S A
P —5K ¥4 student_copy H', W 11-13 fFraw.
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[ node0: 21000] > create table student_copy as select * from student;

Query: create table student_copy as select * from student

Query submitted at: 2018-09-07 17:59: 59 (Coordinator: http: //node0: 25000}

Query progress can be monitored at: http: //node0: 25000/ query_plan?query_id=4ada4
40c0abl582b: 24d8 f38 c00000000

S +
| summary |
S T —— +
| Inserted 6 row(s) |
| +

Fetched 1 row(s) in 1.84s
|[n0de0:21000] >

K 11-13

££ Hive shell H show tables ;& ] LA 2| 7E Impala shell H G1EE 7] student copy IX5K % 1. FAll
f£ Hive shell AT TER), A HOKRF)ESEE A& student_copy2, Hive [FIFf/2 )53/
MapReduce 1£55, 1 11-14 P,

hive> create table student_copy2 as select * from student;

Query ID = hdfs_20180907180000_2a9d60f1-569e-4093-bbSa-61Td12965992be

Total jobs = 3

Launching Job 1 out of 3

Number of reduce tasks is set to 0 since there s no reduce operator

Starting Job = job_1536287615696_0002, Tracking URL = http: //node0: 8088/ proxy/appl
Kill Command = /opt/cloudera/parcels/CDH-5. 11.2-1. cdh5. 11. 2. p0. 4/1ib/hadoop/bin/ha
Hadoop job information for Stage-1: number of mappers: 1: number of reducers: 0
2018-09-07 18:01: 01,638 Stage-1 map = 0%  reduce = 0%

2018-09-07 18:01: 13,924 Stage-1 map = 100%, reduce = 0%, Cumulative CPU 2. 31 sec
MapReduce Total cumulative CPU time: Z seconds 310 msec

Ended Job = job_1536287615696_0002

Stage-4 1s selected by condition resolver.

Stage-3 1s filtered out by condition resolver.

Stage-5 1s filtered out by condition resolver.

Moving data to: hdfs: //node0: 8020/user/hive/warehouse/hivedemo. db/. hive-staging_hi
Moving data to: hdfs: //node0: 8020/user/hive/warehouse/hivedemo. db/student_copy2
Table hivedemo. student_copy2 stats: [ numFiles=1, numRows=6, totalSize=65, rawData$s
MapReduce Jobs Launched

Stage-Stage-1: Map: 1 Cumulative CPU: 2.31 sec  HDFS Read: 3215 HDFS Write: 143
Total MapReduce CPU Time Spent: 2 seconds 310 msec

OK

Time taken: 33. 162 seconds

K 11-14

XN ZE Tmpala shell H1 L ZEH4T INVALIDATE METADATA, ElIA% Hive [1176 504 54 51
Impala, WK 11-15 Progs.
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[ node0: 21000] > INVALIDATE METADATA:

Query: 1invalidate METADATA

Query submitted at: 2018-09-07 18:04: 31 (Coordinator: http: //noded: 25000)

Query progress can be monitored at: http: //node0: 25000/query_plan?query_id=95428
62 f92875b20: ada®4d3100000000

Fetched 0 row(s) in 4. 57s
[ node0: 21000] > show tables:;
Query: show tables

| bucket_tablel |
| bucket_table2 |
| docs |
| invites |
| result |
| student |
| student_copy |
| student_copy2 |
| word_count |
s

Fetched 9 row(s) in 0.01s

Kl 11-15

LL_F 2 Impala [1]—263E A 54, 0] LA 3] Impala 8 F SQL /F A EWE S e fF 5 HiveQL
i PEHE AR . Impala 157 T MapReduce, 1] 5B TALEE 1 MPP £l EROR, KoOR$ER 1 &M
I



Flume 7273 1ii 2\ H SR RS, H Cloudera KEHE 2wl & ik, FF7E 2009 5 viik 4 Apache
W2y, WA Hadoop AR REM AN 2 — o FFaleiX LA Flume AWt e, M P EH
ROIFEP AT AR ISR 78, 414> Flume 2284 Apache THZZIMH 2 —.

12.1  Flume i

Flume & Cloudera $#& L[] —/ A=l mal . mlZE il B HEXRE .. BERAMELET RS,

SCRFAE H S R FuH e o5 A ATy, T WCERE, RIS B pi 1 e A5 b AT o] A BT 5 3925
i 259 BT 1 e

Flume MIZ5HWE 12-1 Pon. &Rt BRI AL T 2R N, BEveREAS [RZE s i & H &
BARAT AR . B G B3, Ba PO RS . Flume GEWS I3 SE I HE
XA, I Hoal g 2 203 &= 2 F 8 HE AR RIIT O0. bein'e o] DORCRAL AT ot H A&, FRRf XLt
20 e K I H S ZE D\ Wt R 452 By SRRk, FE i3] HDFS 8% HBase 43 A1 :\EH =

Flume )N p50: FEAIPR AR — AN B 5 00 RSy A iy, A8 DN I8 3k Uiy i) 28+ )y ] — L8265 g 1)
RO AT TH 52 I AT . O 7SI R, R SRR RV 9B U5 In) 1) L AR R
7 e HEE B, AR KEdE Hadoop 1 & L2404, nTEAAH Flume /i 3)iX— . BL7E
AT N RAHEER, BT & € s BB AR AL N GE B A2 2 T iX M iE B, R A— e 2 H
Flume, 75 TimeTunnel " H (TimeTunnel £Ef] B E 2w T HEXRSE) .



F12EF HEFETEAFlume |

# :"_:'. cluud |
ﬁ g "x__ la HDFS:_ L
| Facebunk '|' ‘ Log/Event data ,J- Flume Log/Event data f -
| witter | / 1/
| I JE— |r,-' F
_ | \ - S/ HBase
. Webservers
1 — S
Log/Event data generators Centralized stores
&l 12-1

12.2 Flume A &458

12.2.1 Flume 9P3R&EH4

Flume M)2MB 458 W& 12-2 P, 36 & 4 2% (Data Generator, 41 Facebook £1:42 M3l . Twitter
D 7= A R NS AT B R A28 I EE RS 2% 1) Agent FITICEE, 2 5B WCEESS (Data
Collector) M#A~ Agent FICAREHE, FHRERAE RN EHE 1A A 21 HBase 73 A1 A5 58 HDFS 43 A=\
ARG

—— )
| Centralized

Data Generators | Stores

. ) N

Agent 3

-

o

Flumse

] 12-2
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12.2.2 Flume BY Event E4#E

HAE Flume W EEIR ARSI B IEA I, FALMEAEEITE . FHEASEH N EH
BRI B A AN 0] 1E 1) headers kG B RG], W& 12-3 Bron. Flume LA I HE 20K Zidie A
Y Sk A 126 3| e 2419 B 19 b .

Header Byte Payload

Flume event

Kl 12-3

12.2.3 Flume BY Agent

Flume WA — & 21> Agent. XfT—4> Agent Kiji, Flume it — ALK SF4r kAL,
JEEAE NEAE VS Source WAk, FREACE 21 A P AL 47 T — AN H 177 &L Sink. 8 &
%% Sink 21, Flume 250K 5227 %] Channel, FREdEEERXA Sink J5, FHMER H AZEN
HAE, wiE 12-4 s,

O\ &
RN A

K 124

nLIEH, Agent F % Source. Channel. Sink —/MHAF41 1% .

® Source: MAEIEL A FEMIEE, JHEIHIEGEEE VA Flume 49 Event 44X fF#4— /NN %
A~38i8 (Channel ) .

® Channel: —#43% 49445252, 12T Source #= Sink Z 9], A FHZ94EH . Channel FA
Source XL F|4Y Event 4K A9FIEZE ALK, & Sink A Events &K i£ 2| T —3kad
Channel 2t 7244 B 49355, Events A\ Channel #2F4&. Channel /2 —/~ 7 #4454, X — SARE
T 3B AL MK 0 AR 69 —5 b, T vAde Channel A s —ANIAF, 4£.52 FIFO (sRifsed ) ,
Event fRAFZ|AF P, BT B3R —A i k. Flume & & FTRIFEM4EHr, JUT A 25
FRAT TR 2R, AR HAR 69 4, 35 Event S48, 348 R A T — AN E (7T



AL ARG AL E, 4w HDFS; 47§62 F —A> Flume ¥ %49 Channel) , F &ML ATHY
Channel & M4

e Sink: 77 «F“f Events 4513 F —ok R Z % & B 494, M Channels § 37 3438 Events 75 H A%
B 0 H., B AHL T EE% 5 —A Sink, 45 8.2 & b i %R HDFS 2% HBase 4.

Source. Channel. Sink )4G0 12-5 fras.
SRR TR R A .

(1) A4 EEFEYE (Web Server) B Flume 7] 125 1) Event /3% %1 Source.
(2) Source JEYLF Event HA 5 /7 3] — 1582 /> Channel 1l &,

(3) Channel f& 8 Event F.3/] Sink F4 L ANF 58 EE,

(4) Sink A Channel HHUHEHE, JFRs HoAR4m 2 /MEAF (HDFS)

<
Serve C Channel .

Flume 18 F 55 45 1) /2o frill Event )] JE{43%i . Source 1 Sink 777 g B35 E S 45, ik

K&l 12-5

17 Event [N 7P L8 E tH Channel $2ft . IXBUIRUE T Event fEEAET ) 5 0 AL S A2 v 5E 1)

MG L RTLUE H, Flume USRS T HE —AMERGRFEE T2, Br LS M A LrH 2

P oRIEFE . 7 Flume HERE RGN ARG LM, HH =FENME: HEXERE (Source) .
RIE/ZZ M X (Channel) F1H#&REHL (Sink) .

12.3.1 #2532 Flume I[E

12.3  Flume 223142 0K

H24E Cloudera Manager [1') CDH #s I MY (1) Flume Az 55, # o] PAAEF- S A H Flume 1P
RHEA . ASINARSS 7, Wk 12-6 P



132 | Cloudera Hadoop X#UEFEELEIER

MRS RES
IR EERIMNBIRS R,
AR5 2EHL HEB
@ & Flume Flume MJLIRRE SRt dR IS IS AEKAMET#E ( I HDFS ) A,

K 12-6

12.3.2 Kaftka 5§ Flume &R

Kafka “E7 [ £ /2 tH Flume [1) Sink $20E1). X H ] ] Flume 868F, L Flume 104
Agent [ H &G RESr &K F) Kafka (ESZHfTHEF AR ) A1 HDFS (B4 AL ﬁuFﬂ 12-7 P

IS Flume [1) Agent fCHCEE H AR, )58 3 Flume 2585, 1 HH Flume [¥) Sink R H & 4iix
Pl Kafka B8, SCHCEFRT AL Wik -

Kafka Producer

Sink

L
-
=
D
2N
o
—
r
ah)

12.4 Flume #1ESEZBI4

1241 fBFHhx

HI Flume S2HUE % H xR IR log SRR, &A% Kafka vH SRS, HREATIH D¢ 80k, fwa
fE a2 B HHEE BT ET K

1242 FE—i5: BEEFIERC

AFATHs Flume M Kafka #Af-E5Cl)n, & Z4RLACE Flume [ Sink ZEHIRA . HEA
/opt/cloudera/parcels/CDH/etc/flume-ng/conf.empty H 3%, w4 — 4% BRI kafka.properties [ (1.
kafka.properties P21 F:

agent.sources = sl
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agent.channels = cl

agent.sinks = kil

agent.sources.sl.type=exec
agent.sources.sl.command=tail -F /tmp/logs/kafka.log
agent.sources.sl.channels=cl
agent.channels.cl.type=memory
agent.channels.cl.capacity=10000
agent.channels.cl.transactionCapacity=100

#1% & Kafka FZ4s
agent.sinks.kl.type = org. apache.flume,sink.kafka,KafkaSink

#X E Kafka ] broker HihtFlig 15
agent.sinks.kl.brokerList=hadoop: 9092

#1W H Kafka [f] Topic

agent.sinks.kl.topic=kafkatest

# B E AT 5
agent.sinks.kl.serializer.class=kafka.serializer.StringEncoder
agent.sinks.kl.channel=cl

RO, HHECE AT LT fig3):

(1) %A /tmp/logs N —> kafka.log Cff, H I A& N &

(2) Flume 3% $£31 Kafka [ Hihl/2 localhost:9092, i AN EACE H 4

(3) Flume 2% K4 J5 11 N 25%7 1 31 Kafka topic kafkatest. 33l ZK, 2 J5 Kafka 247 77—
iy %% topic kafkatest [N % . IXFEEL A LA 2] Flume 5 Kafka 2 [B][FIE A5 .

1243 FEZT: BREIIRSS

1%y i 3)) ZooKeeper.Kafka . Flume, @1/ 12-8 Pror .1 &, i3 Flume 2 [, 2 i {8 ZooKeeper
Hl Kafka 56 )5 30 1 .

O 1 ZooKeeper rd 1 -

O & Kafka v

O © Flume v
% 12-8

1244 F=7:. HEZTHIEXH

ZEA Linux #55 [1)/tmp/logs H& I, B — a2 O kafkaloge.

#9m R
Svi kafka.log

12.4.5 ZFEMw: 1517 flume-ng i<

ZEN Linux #4355 [F)/opt/cloudera/parcels/CDH/etc/flume-ng/conf.empty HF T, 1217 FIHIFIH2
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LR R

op
>|-}

BIA (LK 12-9) -
#Zﬁ'? lrl

$flume ng agent --conf-file kafka.properties -c conf/ --name agent
—Dflume.root.logger=DEBUG, console

[root@hadoop conf.emptyl]# flume-ng agent --conf-file kafka.properties -c conf.empty/ --name agent -Dflu

e.root.logger=DEBUG,console

Kl 12-9

1246 FhHYT: m1T7SHIA

1ZEN Linux 355 [1)/opt/cloudera/parcels/KAFKA/lib/kafka/bin H3x I, 1247 F[HIT) 2 BIAS

#/ﬁ' < lrl
s./kafka- cnnsmle-cnnsumer.sh --ZooKeeper localhost:2181 --topic kafkatest

WK 12-10 i, TS a A ZE M,

[root@hadoop binl]# ./kafka-console-consumer.sh --zookeeper localhost:2181 --topic kafkatest

Kl 12-10

1247 wmE—%: MKER

B — A2 E 1, BFEA Linux 85[0 /tmp/logs Hx T, Bl ad A — L6504 31| katka.log
A, a2 AL

#/E' < lrl
Svi kafka.lng

nfE 12-11 s, BEATRIA G av by co
[root@hadoop logs]# vi kafka. log

Kl 12-11

el 12-12 Prrow, £ R ar 2 & H P R A A G S, & IAS S BIH] 56 1% o

root@hadoop bin]# ./kafka-console-consumer.sh --zookeeper localhost:2181 --topic kafkatest

!
d
b
C

Bl 12-12



7 mINiE S A% Kafka

Kafka /& Linkedin T 2010 4 12 H IR RHE &g, FEH A BRI AAZ s . 35 BRI
A A Web 3N R ES & WL, BFEREEE pve P U TA2 W PR T ANE
o XL L H ARG ROk, R ERERE— BUN TR BE T — Ik Fevh b FE.

R HE D Rgcie it 7 —ME LA O EG SRR BT, BT eB, @5
SEBKIEIR . MIATIEE (BAY1) ARG REWAR o Hi AL B SE I ol 5 U ASE B Y, {H R AL T
BE E AL GRS L, IXXTF Hadoop 228 (— /PN ERE — RT3 20t ) s 4k i H
15 A BEAFAE )8 . Kafka 1E2 8 T U LL_E R @ S vk 1), EREW IR b S RF S T2V H .

13.1 Kafka 2%t

13.1.1 HEARZEWM

Kafka [JFEARLEMZIR B FH), B2V AN, 2w 13-1 Froax. MWEEHE nf LA
i, A7 Producer. 22 £ CHE Broker FIIVH %% Consumer #°] LI £~ . Producer f1 Consumer
SEIR Kafka yEMFI42 11, £088 M Producer 3% 3| Broker, Broker #KFH —/NH 8] 247 H1 43 K& P4 HH .
Broker 73 &iT MBI R GeH ) Consumer. Broker [I1EF AL T-2247, BIWE BRI Zds F1E 22 A BE R 58
LIRS AF . 25 P v AR S5 268 v R IEAS 2 25 T 1R L 00 =PRI H 5% FEE 5 6K 1Y TCP il
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EEE ErE EE
(Producer) (Producer) (Producer)

Message Server Message Sexrver Mezsage Sexrver
{ Broker) { Broker) { Broker)

HRRE

HERE HERE
(Consumer) (Consumer)

(Consumer)
& 13-1

Kafka ff F§ ZooKeeper 11 i H 43 A i AESE, HAhAY A2t ZooKeeper HKSEILN .

13.1.2 EXH=

B AE45 (U0 Facebook. Twitter) = AR HE & 7 L AN HIE AT AE HL R 55 2% 1 1K) Agent FTIR
R, ZREHTBESE NS Agent EICAEEER, IFRRE RN EYE 7 A HDFS 8% HBase H. iX
AR UL LA AR E .

(1) Topic: FF4F Kafka &b ¥ 171 EIRIIA F 402K .

(2) Partition: Topic P )54, —A> Topic nJLL4) k%~ Partition, %> Partition /& —
MNEF IR . Partition " [F8ESIE B 2870 B — M P id.

(3) Message: &, ZEGIIIEAFAL. &4 Producer A LA [a]— Topic (F ) K Ai—Lk
HE .

(4) Producer: M EFEHE =& . ) Kafka 1) Topic KA H ML FENAE Producer.

(5) Consumer: 71 S FELHEN % & . 1T % Topics FFALFR H & A i3 B FE ny4F Consumer.

(6) Broker: ZZfrfUH. Kafka F£#FH1—HNE GRS G4 Broker. —7 Kafka 55
P Brokero — MR HZ A Broker 41, — Broker 1] L4482 /™ Topic.

13.1.3 Kafka FE4F 5

(1) [AIB A A AT Pt m it . Kafka ®pFP o] LA =25 25 H4RHEE (S0 MB) , &8
KeHE 55 1 4HE (110 MB)

(2) AHTHREAACERAE . BE B AL AL, Dbl b= %% (f9lan ETL) DL SERY
N FHFE o 38 bR 20 £ AL BI6E 5% DL & replication, VARG 1B 2% .



F13EF oPEEZR% Katka | 137

(3) ARG, ST wmAM . Fra ¥ Producer. Broker il Consumer #fH £, B4
AU, JEAUEHLER AT LS .

(4) H B AR SR AE Consumer 5 ZEY™, 1 A2 B Server Sm4E47, =52 MU e H 2))°F- 17 .

(5) X #F online (fE£) Floffline (FHZE) Mig5t.

13.2 Kafka JRPM#EMT

13.21 EZENZTIER

Kafka 2 Jfr CAAIEAR A K Z 85 B RGAF, 2l FHIX LA MEAZ 1 EE =2 s vk S
R E T :

o Kafka f£1%3+Z 0, sEF3F AALHE A A8 7 69488 i L3t AT JE.

e Kafka #6918+ R AL T M A2 L.

e v Kafka A K #97R &k 2L A T 6 IR 545 EARA A HABH %4 (Consumer) #9—3(5, M
TARAEBRSGHEZ L.

o Kafka & —Ft X9 AN A%, BRI IELTH (Producer) . ARIE (Broker ) Fo3LiE
w4 (Consumer) 53X T % 6 L35 L.

13.2.2 ZooKeeper 1 Kafka BY1EFE

ZooKeeper £+ Kafka [J/EH 0 T

o it 2 Kafka £#5i% 2 Producer #= Consumer, #F3E ZooKeeper £ ARIE R L7 AP, EBHK
4%"‘%13 meta L1z E

e Kafka 1&F] ZooKeeper 1£ 900 X VHAAESR, BAPIH &A= HEAH. HEH TN
AR LA AL,

o 1{48) ZooKeeper #94EH , Kafka feeB4 =4, i W4 A= Broker £ I &9 FT AT LA 2 TR 549
BT, B4 FEMERINITHAXRER, JFEIAZHLH T 369 0 B398,

o Kafka 3% hofaes, 'V IR 4 25 4R A4 ZooKeeper & L fik & A8 i 69 =4, Kafka % 42 dh X b=
%, AT —069 RRIHET, B P M T RS AT —40 09 L 32,

13.2.3 Kafka 7& ZooKeeper BYH T T2

W Kafka [IHATHAEE (B 13-2) , aTUEH FHEITIE58:

® Serverl 2 Kafka #9 Server, B # Producer #2 Consumer #F-21# B¢, Broker F it %
VE Ay BARAE R

e Server2 2 ZooKeeper #9 Server 3%, itk T &/ 569 IP. 5% 0 342 K.,
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k]

® Server3. Serverd. Server5 #9k[FZ A AAROLE T zkClient, £ B30~ BATH] o4
Bt E ZooKeeper #3bit, X Z 844 & 3E4RE 2 ZooKeeper K ATH 4 .

® Serverl Fv Server2 S VAZE—EME L, BT VA5, ZooKeeper 45 VABL R IEAE, B 89
7 ik 3 — 4 ZooKeeper IR 425537 7 #L.

N

producerl producer2

Server2
Zookeeper-
Server

oull Info-list

4

ServerS
consumer

K&l 13-2

13.3 Kafka ZE3ERIRE:

13.3.1 CDH5 &Rk Kafka

Cloudera .28 525 4E )% Kafka, WA Kafka [¥)f3H1 CDH [f) Parcel i3k T4r 5. 230 HEE
PS> FF IR Kafka [FHR 25438 JAR AR S Parcel WHEAT Fak, ol ASEELSEIEE R . FHEZ
I B 7 SRS T A S R

Kafka AH R IHHE S

csd fl: http://archive.cloudera.com/csds/kafka/
parcel fl: http://archive.cloudera.com/kafka/parcels/latest/

A8 ) A2 CentOS6.5, Hoe 64 A& S8, Bl FET) Parcel 04

KAFKA-0.8.2.0-1.kafkal.3.2.p0.56-el6.parcel
KAFKA-0.8.2.0-1.kafkal.3.2.p0.56-el6.parcel.shal
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o KSR, KM em k5. UERUWASKH em k55, FEAIN Kafka Ak 55 B i 2 H BRFK
AN FIAH R AR 55 038 1 1) 7. )

H 0 K esd BIHE] em 22T KU 1Y Jopt/cloudera/esd HE T o

S =2 B parcel W F| cm %37 5L R ) /opt/cloudera/parcel-repo Hk .

SPU . H I ARSS , $HAT service cloudera-scm-agent restart Al service cloudera-scm-server restart.

B A8 em RS, ECIFRGE Parcel £, Z5H 0P 13-3 P

cloudera B - FN - wh Bk e
FHl
Bt BE AE Rif ©WEEGE  Parcel
Parcel E}
ok Cluster 1
Parcl it s
LER S CDH 5 5.5.0-1.cdh5.5.0.p0.8 4L, O
KAFKA 0.8.2.0-1 kafka1.3.2.p0.15 B, S
& 13-3

HoN s Unin Kafka kRS, Wl 13-4 s

& Kafka Apache Kafka is publish-subscribe messaging rethought as a distributed commit log
is activated or the Kafka package is installed

K 134

a2 ashikss, Wik 13-5 Pros.

& Kafka v

&l 13-5

13.3.2 Kafka B R FIELE

Kafka {0 Z 2 AE Rl =770, WK 13-6 fix.
. Broker 1)L & :

#C A

broker.id: 0

port: 9092

log.dirs: /root/kafka/logs
zookeeper.connect: zookeeper(01:2181
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+ EBrokeri® I,

BHlZBrokertil ((AEER)

Broker Brokerl Broker?

+ ZHlZBrokertR, (AIERIEEIRELN)

Brokerl Broker?2 Broker4

&l 13-6

L% Broker [ & :

#Brokerl

broker.id: 1

port: 9093

log.dirs: /root/kafka/logs/broker?2

zookeeper.connect: zookeeper(01:2181
#Broker?

broker.id: 2

port: 9093

log.dirs: /root/kafka/logs/broker?2

zookeeper.connect: zookeeper(01:2181

% Hl% Broker 11 & :

#Brokerl

broker.id: 1

port: 9093

log.dirs: /root/kafka/logs/brokerl
zookeeper.connect: zookeeper(01:2181
#Broker3

broker.id: 3

port: 9093

log.dirs: /root/kafka/logs/broker3
zookeeper.connect: zookeeper(02:2181

RO B U /S server.properties. SRIATGOL T, ZERES Kafka Broker H[FJAC B AR 0420 AC &
1 JE Pk 13-7 Fros.
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broker.id=0

num.network.threads=2
num.lioc.threads=8
socket.send.buffer.bytes=1848576
socket.receive.buffer.bytes=1848576
socket.request.max.bytes=184857668
log.dirs=/tmp/kafka-logs
num.partitions=2
log.retention.hours=168

log.segment.bytes=536878912
log.retention.check.interval .ms=60000
log.cleaner.enable=false

zookeeper.connect=localhost: 2181
zookeeper.connection.timeout.ms=1800000

& 13-7

13.4 Java £+ Kafka {450 BRSZA4)

13.4.1  fiFHhiz

Kafka /& it = B ORFVE B RS, nLMEH Scala & S 49 G5, 1 3CFF Java it 5.

Bl EIA S 70 A8 H Java i 5 96 54577 4 ProducerDemo fUA5, AUAS 1)V 55D HEAEHE b 5
FoREIH AT 31 Topic L H .

By R A — 5 AEH Java i S
Y 57H P& ConsumerDemo U5, fGiY R
1MV 55 Ty ﬁ%%i I ¥ % 5% A B Topic Create a Java project in the workspace or in an external
MHEER, RAEMSHE TS o

A5 R Project name:  hadoop|

Use default location

I - 10 Location: DAeclipse\workspace\had
1 342 %‘ 7 H‘ﬁL—-—%E ocation: D:\eclipse\workspace\hadoop
JRE
E]:T}F Echpse IZA}F?EI,, L, ﬁ@ - ® Use an execution environment JRE: JavaSE-1.7
A~ Java T FE, W& 13-8 Fras. Use a proiect specific JRE: ire7

1343 E£_%:. K/EKH ®  <Back

f£ Eclipse [ LFEHA, Frid Java ] 13-8
Ry, 4540, IR Class SCIF,
Kl 13-9 Fiose

Finish Cancel
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File Edit Source Refactor Mavigate Search Project Scala Bun ¥Window Help
g & H= = | = | PHEI w >0~ Qv@ P lvivoov o
= Fackage Ezploter © ES =8 [fProeducerDenc. Jave =
2 3% HADOOP_Project ~ public class ProducerDemo extends Thread {
& @ sIC f (REREITEOpic
i hadoop_class1 private String topic;
+ i kafka classi public ProducerDemo(String topic){
o CansumerDemo java ; this.topic = topic;
I} Cnnwrnerl:lernﬂTﬂl-_IDFSJm 5 public void run(}{ //=FESHEE—FH&
i Cﬂnmm_erlf‘u‘lngask,java SlngE—rproducersi®
O HOFSLils java e Producer producer = createProducer();
1 KafkaFProducer java e int i = &; SRS
I PartitionerDemojava s while(true){
") Prﬂdmer[}emnjaua Str‘ing data = "message " + i++;
i kafka_class2 i J i EMprodueriEd A
5 k:ﬁ(:_EI:::ﬂ e producer. zend(nen KeyedMessage(this.topic, data));|
N System.out,.println( =i " + data);
# real_time_rec try {
i scala_class? TimeUnit.SECONDS .sleep(5);
tH scala_class3 & } catch (Exception e) {
W scala classs i e.printStackTrace();
i spark class] = 1
i spark rlass? & 3
i spark_class3 b } . _
# cpark_claged e
P - & private Producer createProducer() {
= Scala Library [2.104] Properties prop = new Properties(};
= IRE Swstem Library [lavasE-1.7] ! /mizockeeper
= Referenced Libraries prop.put{"zockeeper.connect”, “1@,1,114.98:2181");
= file prop.put{"serializer.class",StringEncoder.class. getMame());
&= hive_lib / /EiHBroker it
- kafka lib prop.put(“metadata.broker.list","18.1.114.95:9892");
ib - i return new Producer{new ProducerConfig{prop)):
' h
o 'MP‘—“f public static veoid main{string[] args) {
s = srala lib FARHEBRLEER
= spark lib new ProducerDema("mydemol") . start();
i kafka_2.10-0.8.1.1 jar }
[ spark-assembly-1.2 0-cdh5.3.8- ’

& 13-9
13.4.4 F=. BITRZHIEREF

47 ProducerDemo FEJFF) “run” , FEFEtIFGEE1T, WE 13-10 i,

M ProducerDemo., java &2 ConsumerDeno, Java examplefd. scala = B
int i = @; [ EERE .
while(true){

String data = "message " + i++;
//tEEproduersEs g
b producer.send(new KeyedMessage(this.topic, data));
System.out.println{"+zttiE. " + data))
try {
TimeUnit.SECONDS . sleep(5);
} catch (Exception e) {
e.printstackTrace();
y
}
y
//elZProducer s
& & private Producer createProducer() {
Properties prop = new Properties();
!/ EEATnnlceanar h
< >

® Problems ) Tasks B Console o | #FDebug = Havigator 95| _—ﬂﬁlﬁ| ol = B A R

ProducerDemao (1) Dava Application] CAProgram Files (x86)\Uavayjre7\binyjavaw.exe (2017533 10H T93:56:10)

17/@3/18 15:56:11 INFQ producer.SyncProducer: Connected to 19.1.114.98:9@92 for producing P

E£iEHIE - message ©

xR message 1

AiFEE: message 2

EixFIE - message 3

HiEEE - message 4

HiEEIHE : message 5

iR message 6

HiEHHE - message 7

5811 . message 8

EHixf1E . message 9

HiEffE: message 16

1SR message 11

EiFHRE: message 12

HixE¥ - message 13

FiREE : message 14

cepoende e pmmrs 1R

&l 13-10
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K A il S BRI RIRAE ., JFAEar - T H 4T EN AR .
TERL: FEIBATIY M AANE K] .

13.45 mRBE—%: BITEWEIERRZF

AT K 5 1, 45 ConsumerDemo 1247, W& 13-11 s,

J ProducerDeno. java 22 U ConsumerDemo. java & erample?b. scala = 0

package kafka_classl; A
“import java.util.HashMap;

import java.util.List;

import java.util.Map;

import java.util.Properties;

import kafka.consumer.Consumer;

import kafka.consumer.ConsumerConfig;

import kafka.consumer.ConzumerIterator;

5

_ import kafka.consumer.KafkaStream;
import kafka.javaapi.consumer.ConsumerConnector;
public c¢lass ConsumerDemo extends Thread {
J/EER#Ftopic
prluate String topic;
public ConsumerDemo(String topic){
this.topic = topic;
}‘ W
- = nithlir uvnid rounfhd
® Problems + Tasks Bl Con=ole 3 %k Debuz = Navigator L] | G F—ﬁEIE| MEw [y 2O

Consu merDemo (1) [Java Application] C\Program Files (:x86)\Javayjre/\bin\javaw.exe (201 738 10H 3:59:56)

17/03/18 15:59:58 INFO consumer.RangeAssignor: Consumer groupl mac-1489132798001-2388d371 rebalancing ms
17/03/10 15:59:58 INFO consumer.RangeAssignor: groupl mac-1489132798001-23338d371-0 attempting to clainm
17/03/10 15:59:58 INFO consumer.ZookeeperConsumerConnector: [groupl _mac-1489132798001-2388d371], group
17/03/10 15:59:58 INFO consumer.ZookeeperConsumerConnector: [groupl mac-1489132798001-2388d371], Consu
17/03/18 15:59:58 INFO consumer.ConsumerFetcherManager$lLeaderFinderThread: [groupl_mac-1489132798001-2
17/03/10 15:59:58 INFO consumer.ZookeeperConsumerConnector: [groupl _mac-148913279800Q1-2388d371], end r
17/03/10 15:59:58 INFO utils.VerifiableProperties: Verifying properties

17/03/18 15:59:58 INFO utils.verifiableProperties: Property client.id is overridden to groupl

17/03/10 15:59:58 INFO utils.VerifiableProperties: Property metadata.broker.list is overridden to 10.1
17/03/10 15:59:58 INFO utils.VerifiableProperties: Property request.timeout.ms is overridden to 30062
17/03/18 15:59:58 INFO client.ClientUtils$: Fetching metadata from broker id:1,host:10.1.114.98,port:8
17/93/10 15:59:58 INFO producer.SyncProducer: Connected to 1€.1.114.98:9092 for producing

17/03/18 15:59:58 INFO producer.SyncProducer: Disconnecting from 1€.1.114.98:9092

17/03/10 15:59:58 INFO consumer.ConsumerFetcherThread: [ConsumerFetcherThread-groupl_mac-1489132798621
17/03/10 15:59:58 INFO consumer.ConsumerFetcherManager: [ConsumerFetcherManager-1489132798117] Added f
EFHE: message ¢

EZHIR: message 1

& 13-11
IBATAT R MY mbEhg 5 A S Bl R X T ARIE IS S .

13.5 Kafka 5 HDFS B 428K

13.5.1 5 HDFS &£ +48

AT R Gk, AILLETE Kafka 552 I AR PR 72 1) 285 n4%3 Hadoop 1
HDFS. NoSQL Z#f =k & 2 6 FEH . Kaftka $#2{1£11) Hadoop Producer Fl Consumer HT%EK
Hadoop, IDhfieiifeE Wik 13-12 pros.
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;t".‘r" i
e
i =5 —)
g2
& 13-12

13.5.2 5 HDFS &34

AT IR 7B 1) 3 B AT T AR 4 DU 49

BB AFH Java i S 48’5 HDFSUtils fCi5, T %25 A HDFS [R5

o s gw SEIE Yl B IR S A Z HDFS 148 hS ConsumerDemoToHDFS.
Ay TR JAR B, AR R Kafka fRS5C4%, 1217

A Z| HDFS 4.
FHVUE . B HDFS AR RAE N EAE CAE, e e

13.5.3 F—¥: wWEKIEB—xIXER

£t Eclipse 4 540, JF4E K. class S0/, ST s

FF, frABOLTahgR, 5

1572 IR 1209 .

package kafka classl
import
import
import
import
import

java.util.Properties;
java.util.concurrent.TimeUnit;
kafka.javaapi.producer.Producer;
kafka.producer.KeyedMessage;
kafka.producer.ProducerConfig;
import kafka.serializer.StringEncoder;
public class

//T6 € BALR) topic

private String topic;

public ProducerDemoToHDFS (String topic) {

this.topic topic;

}
public void run(){ //%k 2 &%
/ /8 — producer X%
Producer producer createProducer() ;
int i 0; / / KILTH B
while (true) {
String data = "message " + 1i++;

/ /Mt producer K% E

55T B

System.out.println ("KL
try {

ProducerDemoToHDFS extends Thread {

producer.send (new KeyedMessage (this.topic,
" + data);

data));
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TimeUnit.SECONDS.sleep(2) ;

} catch

(Exception e) {

e.printStackTrace() ;

}

//8E Producer 1515

private Producer createProducer () {
Properties prop = new Properties|();
/ /7AW zookeeper

prop.put ("zookeeper.connect™, "192.168.6.153:2181"); //f&k 1P Hiht

prop.put ("serializer.class",StringEncoder.class.getName()) ;

/ /7 Broker [FHbht

prop.put ("metadata.broker.list","192.168.6.153:9092");//1&ck 1P Huht

return new Producer (new ProducerConfig(prop)):;

}

public static void main(String[] args) {
/ /IS ERERIL T B
//new ProducerDemo ("mydemo client").start();
new ProducerDemoToHDFS ("mydemo hdfs"™) .start () ;

13.5.4

E_T: mERE—RIEIR

££ Eclipse 45 54CH, FF4 0% class SC4F, W 13-13 Fios.

File Edit Source Refactor Mavigate Search Project Scala Run Window Help

Y - & M= ==|

I Package Explorer =2 = g
4 = HADOOP Project
4 i SIC
# hadoop_class1
4 [ kafka_classl
[ ConsumerDemaojava
[ ConsumerDemoToHDFS jay
I ConsumerhsgTaskjava
B HDFS Hilsjava
- [ KafkaProducerjava
[ PartitionerDemojava
[ ProducerDemogjava
# kafka class2
# kafke_class3
# real_time_rec
- srala_classs
# scala_class3
# scala_classd
# spark_class1
i spark_class?
- 8 spark_class3
- # spark_rlased
- = Scala Library [2.10.4]
- = JRE System Librany [lavaSE-1.7]
= Referenced Libraries
= file
= hive lib
1= katka_lib
- ik
= ME_lib
= scala_lib
&= spark_lib
o kafka_210-0.81.1jar
1 spark-assembhy-1.2.0-cdhb.3.8-

L spark-assembly- 1,3.0 SHAPSHL

y

PlAD I w v QS FrHvilrrmay v

¥ ConsumerDemcToHDFE. Java =2

Map<String, Integer: topicCountMap = new HashMap<String, Integer>():

P
L iy

topichER—F0R
topicCountMap. put(this.topic, 1);
S AE—TmessagesStream: &R
J/5tring: toplcmEirlist: sHmmiusie

Map<String, List<KafkaStream<byte[], byte[]:>> messageStreams = consumer.createMessageStre

f R EEE AR R
KafkaStream<byte[], byte[]> stream = messageStreams.get(this.topic).get(e);
ConsumerIterator<byte[], byte[]: iterator = stream.iterator();
while{iterator.hasiext()){
String message = new String(iterator.next().message());
System.out.println( &= " + message);
f FFEES A HDFS
try { )
HDOFsSUtils.sendToHOFS (" /kafka/dats3.txt"™, message);
} catch (Exception e) {
g.printstackTrace();
1
I
}
ffelRBREHconsumer
private ConsumerConnector createConsumer() {
Properties prop = new Properties();
{ /1EERZ kit

prop.put("zookeeper.connect”, “1e.1.114.98:2181");

Jprop.put{"zookeeper. connect™, "192 . 168.137.31:2181,192 168 137 _32:2181,192 . 168, 137.33:21
JJIREETETconsumeraliE B4
prop.put({"group.id", “groupl”);
return Conzumer.createlavaConsumerConnector(naw ConsumerConfig(prop));
¥
public static void main{String[] args) {
new ConsumerDemoToHDFS( "mydemo_hdfs").start();
}
}
£ AT
R R B | S s frmnd S mTrindrmn S mnT - FEACEA 3 O N FB [P S| PR | F T el AC F NSl lealflea fTabhea fleadlea a0
< >

K 13-13
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DEis(Ed

op
g

13.5.5 E=4.

FHXXH

FERT N AR S % JAR (828, il 13-14 Fros.

Il 1

. - =

—— ™S r | |

4 FPackage Explorer © OE T =0
< 12 HADOOP Project ~
4 [ SIC
- B hadoop_classi
kaflka classi

4 g
- [ ConsumerDemojava
- 1 ConsumerDemoTloHDFS. jav

Scala - HADOCOP Project/src/kafka_class1/ProducerDemo.java - Scala IDE

File Edit Source Refactor Mavigate Search Project Scala Bun Window Help

50 PAT TN vOTUY®Fva~vilvtoow o v

Select

Export resources into a JAR file on the local file system.

- ConsumerMsglask java
- [ HDFS L WHilsjava
- [ KafkaProducerjava
- [0 PartiticnerDemojava
- I ProducerDemojava

- i kaftka_classZ

- # katka class3

- @ real_time_rec

- @ scala_classZ

- @ srala class3

- # scala_class4

. @ spark_class1

- i spark_class?

- & spark_class3

- i1 spark class4

Select an export destination:

4 = lava

S AR file
@1 Javadoc
L Bunnable JAR file

= Plug-in Development
i i Diabaans

Kl 13-14

13.5.6 ZFETC

& bEXH

SHIH JAR AR % FA% 3 Hadoop RSS2 b, W& 13-15 Fios.

NP #miEE) Eﬁﬂnﬂ {25RI0) BESER(S) H2NB) #EIH) BT ! (N)
1l v||'“';[ " ]P[ T~ T Y YA,
FHH): 101104127 |FHF'E(UJ: root RO ): eeenen wmO(P):| 22 (RIFEEQ) | -~
‘{#75: Listing directory froot/spark ~
PAE P /root/spark" BB RETh v
Mﬁﬁ:m:\eclipse&mrkspaceﬁ v | ImfEiEET: froot/spark W
| readme A - [ snappy-java-1.0.4.1 jar “
L) workspace i) spark
L b TDRA i ! Y rrnan 1AL ~AdRE 3 @i w
TS . A | 3T i SN ST A
| hadoop A .
| rbds micro shop | sogou St
| Scalalnfction !bhhb.jar 87850145 3604
| aaaaaaaaa.txt B8 cxamplel jar 3,535 3604
examplel. jar examplel txt 12 3&FS
exampled bt example2 txt 924 A3
Bl example3.iar ¥ | example3.iar 9629 360 ¥
£ > £ >
WET 1130, KNEd 5,535 F T 1Y, Advadt 5,535 1
IREE A Filr iR Ao A Yok
& 13-15

13.5.7 =3

T BITIERF—

A3 2 HE

SSH #I| Kafka AR5 25, FAAT XTIV ) BHIAS

#FIAT IR AT 2
$hadoop jar /root/kafka/ConsumerDemoToHDFS.jar
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kafka classl.ProducerDemoToHDFS |

1BATH W 13-16 .

E 192168.204.76 - SecureCRT - [ o
MR REE =2 EmO FHM Hxe TEL S0 #EEH)

i S [o] @ X ®AEHL =Alt+R- . e Y @ 5

w 192168.204.76 x q F
[root@hadoopmaster ~]# hadoop jar /root/kaftka/ConsumerDemoToHDFS.jar kafka_classl.ConsumerDemoToHDFS

& 13-16

EEHPEAN1234, GFE: HEOAZELH. )

13.5.8 FE/RD: BITIEF—EIWEIRE

SSH %I Kafka HiR45 25, AT V(K PHIAS «
HAATIO fr %

Shadoop jar /root/kafka/ConsumerDemoToHDFS.jar
kafka classl.ConsumerDemoToHDFS

AT W& 13-17 Fros.

[ 102.168.204.76 - SecuralRT = (] =
HF #REE FENV O BEEO) 48T B&Es TR 00w ZshH)

4 B [ 43 2B =N FH <AleR- s sy FHY e &

“192.168.204.76 = 1 F
[(root@hadoopmaster ~]# hadoop jar /root/kafka/ConsumerDemoToHDFS.jar kafka_classl.ConsumerDemoToHDFS

’ 13-17

13.5.9 wmhA—¥: EFNTER

FTFF— A B 0, T R BIA

FRAT I B AR
Shadoop fs -1s /kafka
$hadoop fs -cat /kafka/data.txt

IEATE I E 13-18 s
[root@hadoop /]# hadoop fs -1s /kafka

Found 3 1tems
-rw-r--r-- 3 ma supergroup 0 2017-02-23 14:53 /kafka/data.txt

| 13-18
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Kettle /2> Java %i 5] ETL TH, F24E#H /& Matt Casters, 2003 T 4h TiXAIH, &
WIS A 7.1 2005 5 12 H, Kettle M 2.1 fiRATFaRREA T IR, —H 3 4.1 BAS ST LGPL
i, M 4.2 BRATFEHIESY Apache Licence 2.0 Hpil. Kettle £F 2006 SN T FFJE ) BI 237
Pentaho, 1EzUfi744 4 Pentaho Data Integeration, TajFK “PDI” . F 2017 2 9 H 20 T, Pentaho
W59 T H AL FIFHT A 7 Hitachi Vantara. Kettle n] DLRALEHE G B G . SR f4Edr, Af
H] Kettle 7] IMJEE—3EHJE ) ETL i v U7 %

14.1 ETL Jief

1411 ETL &%)

ETL (Extract-Transform-Load) ZZFEHhL. 4. B0 . 5 22T ) 3 2955,
e Abiz A5 B R At ki e H o, K2 B Ak 5 R I B g S ] R AL 8 IR L 54 55
A FE OLTP NS RGN TP A HEME R Gt FR ISR 545 A0 FE IF) &5 A O ZE - Pegeit, 2 24
2~3 TS, XL EEELL AR BRI M E, i A P QTR I B BB =
1) 2%~4%. I, AP IR A T KA A CAF R s B2 U5, 3 B0R 9% 1 58 22 (R I 18] A1 55 <,
th 25 T B i b PSP S PR 3L oAb anfer il i 5 R ROR T Bt B IR o5 B iRd s
AR HAZ O S I EEIES . ETL feoARm 2 H P —F FE A TE

ETL 14 BI/DW (Business Intelligence ) W% /0o MR 28, Hei 34 M 25— 1 00 42 1% FF42 5 2
FIPME, D0 D3 50 e AR U5 7] H PR B0 o PERAL I L, 2 Se i 8 G E N 2P R . 1R
UEEHE G EM B wovt 2 — e RIE v v il Bl ek Bu, 84 ETL St R = I FE
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14.1.2 ETL #ZEURCEPRIIER

ETL F T @B E, AR TiX 4k, #at)igid, 40 ETL L HADLSE M HFrEl
PEVERIAT AR, 20— RV EIR e, 20 T LB B A I 43 254 G . ETL
FEEHE G AP AE H W B 14-1 P

BT FiFg HizRm
Bz

ETLIEA : ~ - | BECKITE . 1 OLAP Server : .

DataStage Oracle 10g/11g SSAS | MR O :.
PowerCenter Teradata SAP Esshase BLES Smarthi
Kettle MySQL L Cognos
...... Microsoft SQLSERVER ._ Business Object

| | E.
& 14-1

14.2 Kettle st

Kettle /& —#CK H 4l Java SEELIFYE ETL T H, J& TIFUE R SR HE KA Pentaho [1)—NH %
HIB 57 Kettle 32 T — RV AN, T8 ImHE, Fde. o T4E. 1EW Kettle —1i]
PSR KA —FF, A Kettle ARBREHR R MK am H BK —FF, SEf &M 8dh i — e
B, PP ks A o Kettle FEIETNE 14-2 FioR.
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d ESPDDH j,.“a".‘_ﬂ! ~ - Z --_
A @S WE W7 TR |
Ih SRR - R |
(@ =z 2 gons| G )|
.Eﬂrﬁ | B, B— I & = |file:ffDndata -integration/d ocs/E nglish/welcomefindex hitml
:.| 3 Y
0 et ;
Pentaho Data Integration
Welcome Meet the Family Credits Many Reasons to Get
Enterprise Edition
Get the Most
From Pentaho
Let us help you become
an ETL, Big Data Master. E
Tutarials & Videos = '
by
Talra wvimiar ET1 Arnahdire 8. Big Mot tatha Blavt | cnes
R . : T utice 2. Dic . £ L oo S

K 14-2

14.3 Kettle 5 RZ W50k

14.3.1 ZFEHINA
AT 2 KRR EYE, @i BRI EARMSD .. ARER. AERTPNEFIHP,

I HTIX AL PR R an Sk M B LU 2, AR B BT EARIZHE A OLAP 2 474
T B IHE 2

14.3.2 mZEYR

KRS AT PR 3 ADNRP ISR EEE, SRR SR B, A ot i Bl SO,
R 2 SCPF ETL 228 4R R, IF Honl BUH AR job 11 75 20O U B2 24 A -
LSRR B R -

(1) PR NI Kettle XA

(2) Kettle ke ] LLEFAT, A5

(3) A ot I IR 8 SO, IR R ubAs G, XN R P A I A% U0 iR
(4) AR B Ve IECE A E s, VEA UG 20 it s 2EAt .

14.3.3 ZFRInAA

BARPEPAAAE 4 5K58, Uk
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user F A5 % P 1E &,

product & 535 7F sufz &

order RAGHITEAZ L. —ANEFP M NITH, —ANFdudt i % T H.

order all RAF354E XA, FEMAXNRTIRRI|FETHE L, KA 912 &5 A
1T AR K 4L 3P SRR A IS T R B A

14.3.4 F—%. EZHIEERIE

HEEEAR R EEE, B 4 %, WlE 14-3 Pk

IHE EFW IHE@ #BOW #HEIE
— : & i
B3 BIEMAF % & itz e =14

EE 4 fEEEwN)
= & localhost “lorder

eutest _—] order_all

foodmart ™ product

hibernate T user

information_schema

mysql

R

— A

L FigdizE

jé B

=

pentano_olap I

pentaho_oltp

quartz

test

ucenter )

& 14-3

user & BIAYUN T
O L

CREATE TABLE user (
‘userid’ int (10) DEFAULT NULL COMMENT 'HIF ID',
‘username’ varchar (10) DEFAULT NULL COMMENT 'FHF#t44',
“sex’ varchar(l) DEFAULT NULL COMMENT '{4%|',
‘position’ wvarchar (20) DEFAULT NULL COMMENT 'HRMb',
‘age® int (3) DEFAULT NULL COMMENT 'fE#}?

) ENGINE=InnoDB DEFAULT CHARSET=utf§;

#9E N K P

INSERT INTO user VALUES (1, 'BExx', '#&', '*¢Hr, 20);

INSERT INTO user VALUES (2, 'Fxx', "S5, "THfIfi', 30);

INSERT INTO user VALUES (3, 'ZFxx', 'Z&', '"BEH', 40);

product F AT T -
#O R

CREATE TABLE product (
‘productid’ int (10) DEFAULT NULL COMMENT ';j*/ ID',
‘productname’ varchar (20) DEFAULT NULL COMMENT ';=ih##K°
) ENGINE=InnoDB DEFAULT CHARSET=utf8§;

#4 AN K
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INSERT INTO product VALUES (1, 'T#HL');

INSERT INTO product VALUES (2, 'Hifi');

INSERT INTO product VALUES (3, '/K#');

orders AN T -

# IR

CREATE TABLE orders (
“orderid’ int(10) DEFAULT NULL COMMENT 'iJH. ID',
‘userid’ int (10) DEFAULT NULL COMMENT ' ID',
‘productid’ int (10) DEFAULT NULL COMMENT ',*/jh ID',
‘buytime’ datetime DEFAULT NULL COMMENT '3 |A]

) ENGINE=InnoDB DEFAULT CHARSET=utf8§;

A ANEE

INSERT INTO orders VALUES (1, 1, 1, '2017-6-1 15:02:02"');

INSERT INTO orders VALUES (2, 1, 2, '2017-6-2 15:02:22");

INSERT INTO orders VALUES (3, 1, 3, '2017-6-2 15:02:36");

INSERT INTO orders VALUES (4, 2, 1, '2017-6-6 15:02:52"');

INSERT INTO orders VALUES (5, 3, 2, '2017-6-9 16:55:24");

INSERT INTO orders VALUES (6, 2, 2, '2017-7-14 14:01:36");

order_all KA T .
#OI R

CREATE TABLE order all (
‘userid’ int (10) DEFAULT NULL COMMENT ' ID',
"username  varchar(10) DEFAULT NULL,
“sex’ varchar(l) DEFAULT NULL,
"position’ wvarchar (20) DEFAULT NULL,
"age  int(3) DEFAULT NULL,
‘orderid’ int(10) DEFAULT NULL COMMENT 'iJH.1ID',
‘productid’ int (10) DEFAULT NULL COMMENT 'j*/jh ID',
‘buytime® datetime DEFAULT NULL COMMENT ‘K],
"productname” varchar (20) DEFAULT NULL

) ENGINE=InnoDB DEFAULT CHARSET=utf8;

e iR

T Kettle TAE V&, Frd— 44, 440 orderktr, U0l 14-4 fiow.

XHFE) wiE B WiEE ¥R RO BF0) #E

o, | A

X ‘
EREH | BELHR

o AR
=

= :i Order
DB
Steps { FHFE)
Hops { BAIEH)
FriREE S schemas
TiR&a8

KettlefEI¥schemas

14.3.5 ZFE¥:

¥ EttectTrans

e B a

’r

77 EtttestTransfile2db An, Order 23

[ B P (kS R =00 v

r o Citestlob

] 144
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1436 F=4%:. FHERIEEERE

Xt DB # 4%, G+ MySQL 20 %, fg A BN BUEEEA . g HIP S 0, i &L
P PEDR, AL MySQL ERIFFINART, anlE 14-5 Pros.

o] A

ESpE L0

AEWEDE o)
pgs [ | [wC
= B
= ;: Order
-3 DRGSR

) Steps ( HE)
O Hops (BEIERE)

i ) BBE DX schemas
B FRES

53 KettledR8¥schemas

¢ EtftestTrans

| 7% EttestTransfile2db |2 EttestJob

B BaE pPiliEanRysP el R 5 oo

(_\_.
An Order 03

o

3 Database Conmnection

Advanced
Options
Fooling
Clustering

B Nessage:

Connmection Name:

etl test

Connection Type:

MaxDE (SAP DE)
MonetDB

MwS0L

Heowiew

Hetezza

Oracle

Oracle RDE

Falo MOLAF Serwver
FostegreSQL
Remedy Action Request System
SAF R/3 System
S0Llite

IETREREREIEEE [ot]_test]
ﬁ-ﬁ : localhost

. 3308

i
SIEFES pentaho_etl_test

Settings
Host Hame:

|lucilhnst

Databaze Hame:

|pentah¢_et1_test
Fort WHumber:
13308

Uzer Hame:

|rant

Password:

’*t**

[¢]Use Result Streaming Cursor

[ Test J’pitura Ld:] [ Explore ]

14.3.7

& 14-5

FME: fEHRMAEH

DI R0 5, A “RiIN” SCHR RIEHES) 1A “FRaaA 7 Bluot )i, Wik 14-6 frors.
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a4

¥¥ EtitestTrans ¢ Etitest Transfile2db % EtltestJob ¢ Order
=

25 @ a RV DbpR 5 100 v

EHERH | BLHR

i
2
|

]

[l -H
ET)

!EI Access Input

&) CSV file input

B Cubefiih

i Excelfii A

&) Fixed file input

‘73 Generate random walue
J Get File Names

D.,, et Files Rows Count
':r%. Get SubFolder names
'_'4'3,__- Get data from XML

M LDAF Input

I§) LDIF Input 2
I Mondrian Input
Lﬁ Property Input
E ESS Input

@ SalesForce Input
2 YBasefiiA

8 AR

A g

B, ZREHER

w =LA

Kl 14-6

1438 Fhw: WERME——order &

Ay “FRAN” FEFCESIEYE, WK 14-7 Pros.
(=3

AT
B v (@5 ) (#

SqL | BRsuLEmEA). . |
SELECT * FROHM orders

R
i ordesTE | 471 Flo

SRR [
#45 L EaBpEa [

WS BE |

EREERE |0

| ®mEo || B#Eo || @Ee |

%] 14-7
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1439 F~T: RERM—user &

FHER 4 RN BB X IR B s PE, Al 14-8 P

SWREW RS
BRI |etl_te5t v | [ﬁﬁ .. ] [,’ﬂiﬁ e l
sqL | BRsqLEIER. . |

SELECT * FROM user

E‘EJ nrdersﬁﬁ ﬁ 1 ;-uu

fifiERsER [
#®i sqL ER)Bpg [

ST A ST | v

B SRR 0
| @Eo || REo || @WRe |

&l 14-8

14310 Ft¥: HEIHAEEHRERE—RNES

Jot R IR AW 7 B ot XA, HRCER AR S IUEYE, FFERIAERA, WE 14-9
B

P REMEES

Lookup step .Ei’ﬂjuz er T o I8
E1AERREI T
2 FE HOFE

- 1 userid userid
g usg T

a e ERFEERFE

8 ordersTEIE HFH& useridEnig # Field FAESFR 23] i)

userid Integer
USErTAms String
usersex String
userposition String
userage String

AEATF (EFECFY)

Key and vwalue are exactly one[ ]
Use sorted list (i.s. 0. [ ]

EZE 09 Step Metrics| (7] HEERE REc) || #RFe || shEHTs
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14311 #)\%$: ®BEEM—product &

PHER 4 RN Bl X I, JFBCE S IURYE, Wi 14-10 Fros.

BT CRTTNELE |
W EEIE TR etl test W [ﬁﬁ ] ’%ﬁ'ﬁ]

SQL | ERsuLEGER). . |

SELECT = FROH product

i user =8 productTZ2NE
L1

e

&%

EHil ordersFEE 1FHE usendEnd

1 Mo
seipsERssm [
B4 sl EaEanEs [

M N8 v

ERBEERE [0 |
| ®mEo® || BREo || WEe |

&l 14-10

14.3.12 EhP: FizAH

HEREIAFREIN, WE 14-11 fiors.

B 7% 5 M) i #

SBEH [T
Lockup step FilproductFHTEE 3
FiEFRRACRT

# FEr FigFE

— e 1 productid productid
EHifluse FEIE il productTR i
v

‘T
g—""—?\:—""— Q|  |semsmeors

Bl ordersPRHIIE 15% useridliii 1% productid B | # Field WEoEs B il
1 productad Integer
2 productname String

RBATF GHECPY [
Eey and walue are exactly u:-ne|:|
Use zorted list (i.= 0 []

= 98 Step Metries| 7] tERE | mEo || Rite || #RFe || shEmFs |

K 14-11

14.3.13 H+¥: RERME—XAR4L

R A OO 7 Bvorb Xk, IFBCE s E T, Wil 14-12 P
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BN AT
T R FE
. B i) LR KE wE mm i
- 1 uszerid Integer 9 1]
s nsername String S0
3 UTerzex String S0
mgm S §—fuemperitios guriag C
O B orderid Integer g 1]
T productid Integer g 1]
g buytime String a0
1 * 4 productname  String &0
9 ==
[ o i i p— - |
&l ordersTRIE 15 useridEiE R4& productid €A IR
< >
| #mFe || B4RE |
IE 99 Step Metries| [ HRRE [ mEw |[ ®W#o |
ZE = swe mambabha di wi oeneasam bvane Teanefeanh = FERE ST
& 14-12

14.3.14 mlE—T: BITEFHEEER

PRAFBLALS , sidig AT kee P 4%4. W I IE 14-13 Bt FRim, s RBEELEAT ) T,

TER

@ WTFE (I BE 09 Step Metrics| [F HEEHE)|
0 F &

2011/06/01

06/ 14:45:55 = pentaho. di. u1 snn:-n trans. TransGraph - RO S
2011,/08,/01 5 FFEEm

2011,/06,/01 ' 45: s
2011/06/01 14;45:55 I 1 THIE [Order]

2011/06/01 14:45:55 - Order - Hatu.ral sl:lrt of steps executed in Oms (B time previcus steps calculated)
2011/06/01 14:45:55 - Order - 1ZINEEIRATLIE[RIGT hﬁﬁﬁﬂﬂm 2011/06/01 14:45:55

2011/06/01 14:45:55 - .0 - Reading lookup values from step [FRHiA]

2011/06/01 14:45:55 - 28 2.0 - Reading lockup wvalues from step [FTwiA 2]

2011/06/01 14:45:55 - F]HiA.0 - Finished reading query, closing connection.

2011/068/01 14:45:55 I .0 = Finished reading query, closing conmection.

2011/06/01 14:45:55 - SSREAME (I=4, 0=0, R=0, ¥=4, U=0, E=0

2011/08/01 14:45:55 - TR 2.0 - oAb (I=10, 0=0, R=0, #=10, U=0, E=0

2011/06/01 14:45:55 - EHuserT20E 0 - Finished readlng query, cln;u‘tg connectian.

2011/06/01 14:45:55 - Ei@userFT2E. 0 - ERELTE (1=9, 0=0, R=0, ¥=9, U=0, E=0

2011/06/01 14:45:55 - A28, 0 - SoRL4M® (I=0, 0=0, R=13, ¥=9, U=0, E=0

2011/06/01 14:45:55 - #i#n@ 2.0 - SRE4ME (I=0, 0=0, R=19, %=9, U=0, E=0

2011/06,/01 14:45:55 - AL HEH. 0 - opb® (I=0, 0=9, R=9, #=9, U=0, E=0

2011/06/01 14:45:55 - Spoon - ¥R

Kl 14-13

nH\Kettle A H % F 14T order all.txt Zidg XA, WiACER C & a2y 285 ETL i R J5 12X
PR AFAE txt O, ktr BELIAISE RS 1, W 14-14 o

SHEY SRIE(E) FEA(O) BE() FEE(H)

userid|username | sex|position|age|orderid|productid|buvtime productname
BRXX| Z2 | £ 20| 1) 1]2017/06/01 15:02:02. 000000000 | 411
FRXX 20 2017/06/02 15:02:22. 000000000 | H Ax

XX 2017/06/02 15:02:36. 000000000 | ZKHF
Fxx uiﬁlso 1/2017/06/06 15:02:52. 000000000 | 41,
A=Y 140 152(2017/06/09 16:55:24. 000000000 | 5 H#
F XX I |30 16 2]2017/07/14 14:01:36. 000000000 | H 5

Kl 14-14
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14.4 Kettle P MIGHA

1441 BImEAE

$801/ 77T Kettle TH, %% B — “$rE” — YRl , #% “START “JHRE
W B, W& 14-15 Fizso

=0 EA
- START
o I
- Jo " 4
-5 Display Msgbox Info | — B g
iE Juh 2 _‘_ rl. SlﬁRT ﬂEﬂ'ﬂEﬂ

ﬂ? Ping a host
B T

Kl 14-15

$|02 /4 FEIF Job HIENM, WA 14-16 Ao

ﬁﬂmﬁﬁyﬁﬁﬁﬁ

tEdbEFR: |
TriEER T

ﬁﬂi? ternal. Job. Filename. Director y}rf‘Eﬂ_I: b
HiEEE HETEEE R » AR 5 CTRLAALT+SPACEEF TR
IEEHZEI S |
IBhnAREICM? [

BEXH#SE: [

HEX & RS |
HEX&PEE& R [
HEIsPa ey [

HEdRA): |[aa =T

£

K
Bl
L4 é\"if{

® &

¥ iE—SFEhsEr [

HETRATIT 4 [
ERARSE | - 1

FEx: .
# o~ B

. mEOQ || BRiEO |

&l 14-16

$203 /4 EVAVEHERAHRE N, WA 14-17 ATro
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-4 DUMMY

@ Abort job E e 14
----- 5l Display Msgbox Info e
. ~¢ Job

~[k* Ping a host
o Success

- Ak Transformation

ransformation 1

Kl 14-17

$204 / REHLRANEN, WE 14-18 Ao

E KT R IobiS B EH:

job&BF: [Transformation 1

FRETR: | @ | T ]

PHEMERRE: | B

FII S | S{Interna Job.Filename. Directory} AR kir @

wEHE AR REEAE

8= BRI [T Egﬂ%iﬁqﬁ HrEar

append logfile?
HEX RS ®
HEIr 8-S HER?
HE e &0 el?
H7Eelxl: |87 A% S
ErlLlgiZRI SR [

hTE—THRAT? [
ERTHIERERTAIRR [
R TRIERER IR [

HERIFE T EmE IR [
Remote slave server | - @
e
R - S&
1

| mEQ || Ril© |
& 14-18

14.4.2 BIMIZREE

Kettle FEJ7 /o 870 PiFd: — R ARk, 55— b .
££ Linux R4 F, EMVIE G 3) BIAS 2 “kitchen.sh” , e 41 ] )5 2)) JIAS /2 “ pan.sh”, kitchen.sh
(span.sh) FCEWIHWIE 14-19 Fhos, AAHECEWTE 14-20 Fis.

eXport JAVA HUME=/home/cattsoIt/Jdkl.5.U0_Uk/Jre/bin

‘exl:-:rt PATH=/home/cattsoft/jdkl.5.0 06/jre/bin:$PATH ™

BASEDIR="dirname 350° TR EARE &

cd $BASEDIR B A R 2L
Java —velslal

Kl 14-19
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I EE E EF EE EEEFEEE EEEEEE R E EFEE EEE TR EFEEE N F R EEEFEE EEEE R EEFEEEEE EE T EEEE ]
** Set java runtime options e

** Change 128m to higher values in case you run out of memory. %%
dEdkkkdd ki ki bbbkt b b itk kbbb d bbbkt bbbkt kR

dodE A o

f [ -z "sJAVAMAXMEM" ]:; then
JAVEMEXMEM=T'SIZ™| _  mEFEEE: 20%Fi02¢, TNESNFTEE

fi

Fd 14-20

Windows R4t F, BNV A3 IASE “kitchen.bat” , 3 #eifi o 2 IA 2 “pan.bat” ,
kitchen.bat(span.bat) Bt & Ui ] 018 14-21 fron, WAHEEE WE 14-22 Fis.

| BEM #**kdkdkdbkkhhdhhkhkdhdhdd bbbt hdhhhdhhhkhhhrdhddhdhd

. REM ** Mazke sure we use the correct J25E *.-'E:Si:"l‘ &
t REM ** Tncomment the PATH line in case of trouble * %
J RE}{ tE E E R R R R R R R R R R R R R R R RN

= (M TORAFAIES » BAUAEEF R 45E
set | PATH=.\Jre\bins7 tFATHS Java TVerslon

K 14-21

RE‘_II.-: I F L R R E R RS E R R S R RS R R R R R R R R R R R R R R R R R R R R R R R R L R R R L RS E R R R R R R R
REM ** Set java runtime options * &

REM ** Change 51l2m to higher values in case you run ocut of memory. **
RE:{ RS R RS E S S R R R R R R R R R R R R R R R R R R R R R R R R R R RS R R R R R RN

HFERE
set C+EI=-1=§:|:.x512:fﬂ-cp $CLASSPATHS -Djava.library.path=libswt\win32\ -DKETTLE_ HOME="$K

& 1422

{£ Linux ?@‘TWJVFJBJ_'ZSJJH%»M\ 'm’ﬂlﬂﬁl 14-23 ﬁﬁTo

[ LANG=zh_CN.GB18030 | o
)| export T2G P ETHEROGE
:[Eame=collect g% ods

{|PID="pas -ef|grep -v greplgrep splame|awk '[print 52}

: l_ I_ -n 1=‘:-_|u ]r'
€| then

ki1ll -9 &PID — 32 ZFasil

echo sFID

81 ¥4

el

1 softPath=/home/cattscoft/0D5 wiumh
2 /home/cattsoft/pdi-open-3. 1.0- -826/kitchen pa.sh |-DépName [-file=gaoftPath/src/atartiork.kjb |../conf/config.properties -level=Basic &

0 rm -f arc/stop.file ,Iﬂf’tﬂkﬁﬁtlﬂzﬁﬁﬁ /' ek Bab A O HE

i 14-23

£ Windows R4¢ FIAEM G s IA S LMK 14-24 Bk,

b o N e N N e e T S P T N P o D N o D O ol N D N N oo I N N o D o Y N O e o D N Nl o o N N D O e o o Y N el o N O I N e o N N U I

ttitle CDS-FRUNEO-ZERTRREEERE —» BORDEH
¢ cd E:\zoftware\pdi-open-3.1.0-226 —p KTTLET EHE

* kitchen IIIE E: CATLE0LT | T8 L&, 12 2o \ARR - 2% = 7 LR oIl job. £jp]| le vel Basic| |l";[ e Ei\cattaoit |\ B R IE 2 o AR S m w100\ 10g. 10g |
e A
& el ) D& \ BEhi 2 BEfuthigE
& 14-24

P A B AN 535 5 I8 BB ) SVA SR AR —FF, B2 pan.sh/pan.bat [F) X 5], W& 14-25 fy
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title X RFELFAIETES

set softPath=icds —— P SAEHRIE®E

cd E:\software\pdi-open-3.1.0-824 FIr e

|pan ffile EsoftPath%\src\check WIFIsEKcr /level Baaic /logfile %soitPath¥\log.log

K 14-25

14.5 Kettle {3 1N

b ERfE R, Kettle 38 H R 040 -

o [ V4EH SQL FA ey —2BERA= M SQL, group. merge. stream lookup. split field FAEAT
AR, AN,

o R % 1¢ ) update. delete $4E, A A2 update, ] vAJE update 35353 5 delete 7 insert.

o R = AREZA Kettle #9 calculate ++ 575, 42/ 338 & RS 49 SQL 384 SQL, A4EA SQL #
R #8705 ) procedure A% 342, 248 FATH A calculate.

® feft A truncate table &9 8f&E =zt AE1E A delete all row XAF AL SQL.

& R T3R5I 49 commit size,

o WwRMMRBEALTE—NSRE, HAZAEA delete row XA H X, H4E truncate 4K

( ALTER TABLE tablename TRUNCATE PARTITION PART 1) .
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Spark 2 MM 22 AH v A 4388 AMP 52565 % (Algorithms Machines and People Lab) /& [#) i H
WAEIFATIHHHESE . Spark 7F 2013 4 6 H ik Apache W ABFALIH , 8 /N H J5 15k Apache TiZ% I
H ., 3T 2 P2 WAH IS N Z Ak, Spark DAL GHE R vt B, it e +L X 98100 H , [H%84 Spark
#EH T Spark SQL. Spark Streaming. MLIib 1 GraphX 22114, X Le2H 1432 Wi 1l R ds b 7 —
R 5. M JTTRIARIE KT Spark 22 7 B 354K Hadoop £ ARZ AT, 1l A K ZE AL FE T
F b

Spark {# H] Scala &5 JE4T5CHL, Scala 2 Ml X% . BREG UG FiiE S . Scala 1A IER
i, FEIFEDIRE, WA Java SEER, AIAERR % 100 17, 1MAEH Scala Al GERL 2 10 17, U
rm SETE . B HAA AT AR . Sy YRS 38 FH 4 oA BE AL IS 1T 3 R L

15.1 Spark st

1511 FHB=

Hadoop % H T dem it . s b F# ik S5, PlinES gt S8 1R Tl e gt . W)
SN A A W B S HE B, Hadoop ) MapReduce [FIHE 42 W AR T Ab PR SEI) 155 . 1 Spark Ji
o NAR TS RE I O i T ORI AL TR R, AL TSR I I B . HiAh, Spark 3£ SZFF SQL
. oS B, PlgsE )4, dl kX Java. Python. Scala. R 25155 M 32Fr, M@
TP R
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15.1.2 Spark §¥ =

Spark 7 #l| MapReduce HELEAEAEN) ) @, Xt MapReduce it T K= L, SgiinT:

Beig 2L PR 8 7). WA SEBT KEL4E B A kAR %, Hadoop 124 & &89 56k, Ked SAER LR
fieih X £F K . Hadoop #9 MapReduce ++HAE SR 49 Job H5 o 1A] 4y ik o2& X754k £ HDFS P,
15 HDFS & s A##E 10 s A HRER, Spark AL F Rl A8 RAMENGF, AT K=
69 4#2% 10, R Spark & & 69 DAG 34T 3| 4 3R AE W4 F 693+ F, Spark B H % AR
M Atk Hadoop te LB 4S8, BPAE& A A4 L F Smsk 10, Hig Z42 Hadoop &9 10 4204 L,
5% FA4£H : Spark I £ 3F Java. Scala. Python A= R 5453 %5 A4 A, KKK T 145
FHe9i 15, AT T 80 BAHFLAREAT, AF4E Scala. Python. R 49 shell $#4T7 Z X &
14]
¥ 3FF19: Spark £4F SQL A Hive SQL *J 2£3E & 14).

ZFFANIT . 5 MapReduce R 428 5 L&k 2 IEAR L, Spark £ ZAF £ 69701+ 5. Spark
& #i Spark Streaming 34 4B SAT L BTG 4L 38, AKX L 4L /1L 3% T Storm,

TR HE: Spark & SEILT Standalone REAEN,, sAEX TIEA L EMEPIA, X258
ZooKeeper £ 44, LA8EALF HBase Master 32,5 # iRk 77 45, JbAEX T AT M H4b
AT IS4, tb4e Spark on YARN.

F 8 09 FAE R A5 Spark BT A5 FIARAE 2% B & 69X A Ao HDFS, &7 VA7 9]
Cassandra. HBase. Hive YA ZAEAT Hadoop #93L4E k.. ZXAR K712 T 442 HDFS. HBase
49 B P IR #) £ 4% 3] Spark.

15.2 Spark 22 it

15.2.1 Spark E{KZ244

Spark FEAART) ZE44 B & 15-1 o

- -
| THE

Tachyon Mesos

|

|

057 105 7 5 A 50 Cassandra {ipache |
(GRS TR BFEs  fStandalondl
NoSOL#748 B= = 45) i :
|

|

|

|

B IEES)
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o Spark ##4ET 45K T E, Spark SQL & A TEPE & 14 ( Ad-hoc query ) , Spark Streaming
B FiAANH A, MLIb & A FALEF 3], GraphX 5 f THEAE,

e Spark "TVAZL T § 49 Standalone & BFE I B84k 7247, LT VAEE A Apache Mesos A=
Hadoop YARN 4 BF5 3% 35 15 1T,

® Spark TvAi7 °).4-4ik/E HDFS. HBase. Cassandra. Amazon S3. A3 I & 45 ek
5, Spark L IFXAIL. 7 LA vA BAEST Hadoop %9 InputFormat.

15.2.2 XEEFHH

Spark [z /LA 445 RDD (9PE 0 A a\E@E 4D « Scheduler CfIE) . Storage (f7fifi) .
Shuffle (A1) DU 73

RDD 2 Spark Btz RASR49305r, Spark 41 45454 %% RDD.
Scheduler = Spark #38EAL4%], 4% DAGScheduler #= TaskScheduler,

Storage 23k T 25 34 /509 RDD. shuffle F 8] £ R £4E 4= broadcast /& £4% .
Shuffle %% Hash 7 XA= Sort 77 X, Pt 7 .49 Shuffle F 19 BB NAR AL

Spark Ji FEE WK 15-2 Fros.

RDD Graph
Worker
Executor Cache
|
//'
Scheduler /
/ Task Task
/ \ . ¢
val s¢c = new SparkContext S/
val rdd = sc.textFile{"...") m— <——> ClusterManager K
sl p— k. T = T - \
NMAd.Mapy| )<THCerg ) . “,
\
Block Tracker , Worker f

)

Executor Cache

Task Task

Shuffler Tracker

& 152

15.2.3 RDD 448

RDD # Spark [FJ3E 4, th/E Spark [fJ R #. RDD & &4 M0 Ui &, & H i Xadss
45, B RDD f 5 PMEEMETE:

o —4A45h (Partition) : F3E & 6957 AL R P,

o —NHEEANSRGRE HTAENEIESE, TR HE,

® {&#i (Dependencies) : RDD #94R#i X %, @ikt T RDD X [8) 2% X 4 .
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® % A4iLE (Preferred Locations ) : HDEFS 44 block ¢4 FP7 241 E M iZ A0 50 T B 6942 & .
® [X 4 (Partitioner ) : key-value & &) RDD Z ARESA koK, 54 key 42|71~ Reduce.

#RDD f{H5
rddl= sparkContext.textFile ("hdfs://..")

FEACAEH rdd1 72—~ MappedRDD, 1% RDD & M AN SCAFBI 2L, o] AR N9 i N2 50,
15 M ER K B defaultMinPartitions .

#RDD fCHE
rdd2= rddl.filter(_.startsWith( "ERROR"))

rdd2 /& —7 FilteredRDD, &M rddl iX/> RDD 74 (EP+FE) B30, rddl &2 rdd2 (427
m, B rdd2 fK# rdd 1. filter /& RDD IHE4E, BREREN20 F 7 B 55 1K) R 25

15.2.4 RDD #®RE

{YEH T RDD _E1) Operation #:4F/3 N%: # (Transformantion) FIz){E (Action) . Spark H'[{)
P “%e 7 #OEmTEm, fEPIT “Fed” #31F, IFASIRA Job, HRALEIAT “ME” #A4E, P
1 Operation #1EA 2> 4@ A2 2 cluster HE P EIAEHLEARAT, IXHF Af LUK KA T R e PE g .

RDD A HH#FIL MR 5132, AUNHS Map. Reduce #4F, i&HL§5 filter. sort. join,
save. count SFfA{F, FrLL Spark tt MR 8% 5 5 7B 58 i B R R IAE 55 VRN “Fe ™ N
% 15-1 FioR.

% 15-1 Transformation AR A

ER & 15t RA
map(func) R A —ASE A AR, B ROTRET fune PRECGE S 4K
filter(func) R[A—ASE RS, B fune BREUSIRAIEA true 1R 70 22 4H
flatMap(func) FALT map, HER MATTE, SN 0 B2 HHuE (K,
P fanc BRI A Seq, TIAEH —62)
FALT map, HZERE A TTE, SN 0 B2 4R (K,
flatMap(func)

func PREFIIREIE &4 Seq, A —ICHR)

sample(withReplacement, frac,

MRAEL € FIBIALR 1 seed, FALIFE HH &= frac (AR

seed)
union(otherDataset) RA—ANFr RS, B A A AN 2 Rk

£l (K V) A prgdmte B, RE—A4 (K Seq[ V)X IR
groupByKey([numTasks]) HE: BOMEOUE, A 8 MRS T 04, /R LiE A\ numTask AJik

ZR, AR AR = B AR ECH 11 Task
£ (KX IEdRE B, &kEl—A (KV) MEdREE, key AHIFT)
reduceByKey(func,[numTasks]) | {H, ##ATHTRE N reduce FRECE 3] . 1 groupbykey =1L, £S5 14
HoE ] DOl i 5 Al IR ZHOR AL E M .
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()
eR 2 1§t AP

join(otherDataset, [numTasks])

2R (K VYA (KW)ZERIPEEAE B, g B4 (K (VW)X &
A key FIV T e R BRE 2 EHRE

group With(otherDataset, [num
Tasks])

FERAy (KR W) e iR, kBl EdRE, AotsiEA
(K, Seq[V], Seq[W]) Tuples. X MEAEAEHABHELE, FKA CoGroup

HR/RRR. BAEEGRE T A U BN, &EANTU) XfEdESE, if

cartesian(otherDataset) T Ty
BT map, HEF PRIAICER, SHMN 0 2|20l (K,
flatMap(func)

func PRECTIR[EE R > Seq, TAZF JLHR)

FEANT) “BE” N AEWZE 15-2 s,

% 15-2 Action EARE

BRI 15t AR
reduce(func) ﬂﬂ@;‘é{ furfc ﬁ%ﬁ[lﬁ%qj T 03 fum: Zléiﬂ%"ﬁ 2 T%ﬁﬂ: JR [A]—A
{H. XA BRECD AR RERYER, Wi fr ] DIOER I 2404 T
{t Driver PR, DIBAHRIE, IREEIREN . X E el
collect() A filter Bl HAth#:AE s, &E—ANE W NS R, B
RDD % Collect J&[A], 1R nJfEZs 1l Driver F£/7 OOM
count() R [PIEARER T =
RE—ANEH, BEARENE o NITRERAK. TR, XPMREH TR ES
take(n) M AR, HATHAT, T2 Driver FEIFFTENS, M HTA M ITE
(Gateway [NNAFH IR, B 51T A
first() REHE NS Ao, RIT take(l)
KRR EITuER, ltextfile B, RAFZIARHSCIT R4, HDFS 2L fEA]
saveAsTextFile(path) HAth Hadoop SZFFINSUIF R G- Spark 23 i &> 70 211 toString J1¥%,  JF

R e S AT 3R

saveAsSequenceFile(path)

FEARAEMITEE, UL sequencefile (MM, RAFEHSEM HR T, AR,
HDFS =77 {7 HAth Hadoop 73 3% RDD 7tz U7 key-value
SHAR, FHEHEBSZEL T Hadoop ) Writable #2171, 8o nl I 4 Writable
(Spark (35 T FEAZAPFE4%, Bl Int. Double. String 5555)

foreach(func)

EEARERR oo E b, 1817 %L func. X H T 30— S 4 &,
sl A AT R G B

15.2.5 RDD {k#hix %

RDD HRedk T e W B At P 10 B A oAb A 1) RDD  FHUATHA & MR kG . fE
MHA RDD il i #f e 3 AF € 28 1) RDD [ JR A&, RDD & A MHAL RDD fit4E (BpvHRD A
RDD [HAHKAG B« Dependency 13 | RDD Z [A] [P C &R, B 1%k (Lineage) , X/ MR
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3 R 78 MORSRT B AORSR
B
e —/~3 RDD s % #—4~F RDD Al.
o E—ANEFHHELEENIUT,
® tdemap. filter. union 5,

PRI E

e J5-F RDD #)4X4&# T RDD #9F7H 4 X, X2 H # shuffle X2 K ITAH XX TA.

® e groupByKey. reduceByKey. sort. partitionBy 5.

ZE MR B MO P 4R B 15-3 B
T

SR

map, filter group by key

join with input
co-partitioned
union join with input not
co-partitioned

&l 15-3

15.2.6 RDD iE53iFf#

AN H—ASEPIKR IR, AT Sear th—Bs H B8, RS S # 5 H I RDD.

/ /G N ZEON NP #4244 HDFS 3

val hdfsFile = sc.textFile(args(0))

/ VAR 30T 5, B0 B

val flatMapRdd = hdfsFile.flatMap(s => s.split("\t"))
/ /P B R 2 R

val filterRdd = flatMapRdd.filter( .length == 2)

/ 1 F—H I R o b B s

val mapRdd = filterRdd.map (word => (word, 1))
/AT EAR BT S, Gt AN B

val reduce = mapRdd.reduceByKey( + )
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X 2B 4R % A~ RDD, textFile £—/> HadoopRDD #2 1t map /5 ) MappredRDD, 22 it flatMap

A —~ FlatMappedRDD, £ i filter 7 7% Jz £ R T —A* FilteredRDD, 21 map H3 X )z,
T A —~ MappedRDD, /541l reduceByKey.

15.2.7 Scheduler

Scheduler BLHAE A Spark fitZ B2 —, F84MAIL T Spark 5 MapReduce AN 2 At,
fAIL T Spark DAG JEAR IR 15 R v AL A

Scheduler L FEH A P K34, B DAGScheduler #1 TaskScheduler. ZEARGFLE K 15-4
7o

Transformation , f2fgAction

A #5DAGSchedulerih

15.2.8 Storage

Storage {7 fififibi 3= 275 P )2
o #1Z & storage A2k, R 492 master-slave 4544 & 52812 &, master A» slave 2 [A)4% #r4= 4
8. KRAEFE, XL EITEZER TN,
® {74k & storage A3k, E Hie ik A4 3] disk 22 memory L, A 7T il replicate i 3%,
X AR B A B R AR AR 4T,

Storage fAfifiAEEREZML T 48— 34F 2% BlockManager, #1255 Storage FEHL4TAZIE # 7 2l
1L U8 BlockManager #H W42 1 ACSEHE . Storage B A7 BT i /) S 2 23 (Block) , Block 5
RDD [ Partition ——Xf M., B LABIT A3 (1) 36 i i) VE8A T e 24 AR 2 %) Block UEAT#4E. ani&] 15-5
Fh7s, RS ARt

(1) RDD 1} iterator 1§ H CacheManager [ getOrCompute & %7
(2) CacheManager 1 ] BlockManager [ put 4% -1 k5 Nk .
(3) BlockManager M4 % A [¥) storageLevel KHfiE f&'5 NAFIE G .
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(4) i %0 BlockManagerMaster 78T [ Z(#5 5 N\, £ BlockManagerMaster "1 RAF TG -
(5) K5 AN EHE 5 HAR slave worker BE1T R 72

tXxecutor
1
2

(DiskStore (  Nenorystore

Driver

15.2.9 Shuffle

& 15-5

Shuffle EZH Map fE55 774 ML R, SR FTBCE ) partitioner FLVAIH 78 21 =41 A TAE 55 P
FEHLES BRI o Reduce fE55 /0 B, SHRIEAESS) ID. PO i) Map ££:55 ID LA K MapStatus
M IZE %t B8 AN 1) BlockManager SR HAH N R Z0 48 AF A S A\ b 4T 4bH . Shuffle Zdi 420 77 A4l B REAE ,

A RERAFAEN 17

2718 Hash (1772001 15-6 .

Write !’ !

]

LY

Shuffle
Fili ' '

Fi]i '

F1q ]g‘}
Bucket

Shuffle
fetch

Hash [1) 7 %R it 1
shuffle R4EF, 2EF.

Reduce Task

15-6

A A% MXR /> shuffle 8] A, —ANa-h — AL
JE A Ae kX s 8] A A KRR 1O, AR ERK.
shuffle B} F 23RS IEIAEN 5, STRAGFHFLK.
iEHAE TR N, Reduce HB1EARE HEF 6939+,

Reduce Task
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%7~ Sort 177 N 15-7 s .

Shuffle ‘

Write |[File

Shuffle
fetch
Reduce Task Reduce Task
& 15-7
Sort [ 77 UM s i F -

o shuffle & &4+,

® A M A~ shuffle ¥ [0 848 L, —/A> Map PR 4 h k3| — AT, SAe—A % 5L
PRI RBA R KR AT RS 2.

o shuffle fEBAE BAREEL (SP3pdE/ ) AL3E e K 69 30E &

o NESZ KT AL RAARIEA Sort 7 X, #.iE T Reduce 31T ZHF 1935 %.

15.3 Spark el

15.3.1 S5k

AL SR, G Scala W2, BEACE] Spark R BT, Vb2 MDA AR AN
IR YR, SRS 45 A & B DHTET K

15.3.2 F£—: REFIEXH

i 2 0 AT IR SR AR Rl S, P 15-8 P e

[root@hadoop spark]# vi examplel.txt

a
b

& 15-8

HEHAE _LAL 3] HDFS H, Wil 15-9 Pros.
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root@hadoop spark]#
root@hadoop spark]#
root@hadoop spark]#

ound 1 items

=

rw-r--r-- 3 root supergroup

root@hadoop spark]# hadoop fs -put examplel.txt /input_spark

root@hadoop spark]# hadoop fs -1s /input_spark

K 15-9

15.3.3 E£—-%. REREF

£ Scala IDE H4q 5 Scala {015, FF40% class A, @il 15-10 Fhizs .

12 2016-04-25 14:15 /input_spark/examplel. txXt

File Edit Refactor Mavigate Search Project Run Window Help

~ - & [ &6~ 2B vO~vQvEy® I~ vilvrmey - v Quick Access E:’| #5cala & Java
f# Package Explorer & = B | [E examplel. scala = = 0 Efutline & T B
SR package spark_classl SR e
a = First_Project )
i = S5IC =import org.apache.spark.SparkConf]] # spark_clase!
- & hadoop_class1 f/AscalaiEy ., SifmAREHIE, BEfsparkESSNTHE, RiTE--EEmec, FTHEE. . ® examplel
object examplel {

- # scala class?
& scala_class3
# srcala_classd
- & spark_class1
= JRE System Library [Jawv
- = Scala Library [2.10.4]
= Referenced Libraries
1= hive_liky
- = lib
= MR _lib
= spark_lib
cr ScalalnAction

def main(argz: Array[S5tring]) {
if (args.length <« 1) {
AT (En
System.err.println(“Usage: <file>")
System.exit({1)
}
val conf = new SparkConf().setAppName(“WordCount").setMaster("local")
val sc = new SparkContext(conf)
val line = sc.textFile(args(c))
J SO EEtE R E SR P R TSR
line.flatMap(_.split(" . t")).map({_, 1)).reduceByKey( +_).collect.foreach(println)
sc.stop

}

Kl 15-10

15.34 F=%. L& JIAR X

O SIS S e, Sk JAR S0, & 15-11 Fros.

"

Java - First_Project/src/spark_class1/examplel.scala - Scala IDE

File Edit Source Retactor Refactor Mavigate 5earch Project Run Window Help

v EH® =

[# Package Explorer &

2% - Select

4 i First_Project
PN
- # hadoop_class1
- fit scala_class?
. # scala_class3
- & scala_class4
« f# spark_class1

- B Copy of SogouRest

Export resources into a JAR file on the local file system.

Select an export destination:
type filter text

4= Java

1 JAR file

&1 Javadoc

- B CountSample.scala & Runnable JAR file

- [5 example scala
- [E SogouResult.sc

E WordCount.scala

- =h JRE System Library

- = Scala Library [2.10.4]

- m Referenced Librarie
= hive lib

= lib

- = MR_lib

Ea P H S

: : = Plug-in Development
ala - & Run/Debug

[Hawv:

S

Mext > Cancel

Kl 15-11
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. Cloudera Hadoop A#IEF&LikiSR

f* JAR A FARRI RS 2% b, i 15-12 Frow.

MHE) WEE) =RV 8D S0 BE(E) wWmeH) SR ! (N)

o~ [CTTPTE & 43 & &= ot 2

FH(H): 10.1.104.127 A4 U): | root BEO(W): ssssss wOP): 22 Q) | -
575 Listing directory Jroot/spark &
Pt T /root/spark BB FhAkTh v
At | DAeclipse\workspace), v | ImERNE A | /root/spark
| readme A - 7 snappy-java-1.0.4.1 jar A
4| workspace 4- ) spark
TR A ¥ | i I oo 1A5 ~AhE 3 Qiar V
S ’ ~ |Soits ) AN SIS A
| hadoop L -
| rbds_micro_shop | sogou prgls=>
| ScalalnAction “8bbbb jar 87,850,145 3601
aaaaaaaaa.tut Bl examplel jar 5535 3604
exampleT.txt 12 3243
exampleZ txt example2.txt 924 AL
Ll example3.iar ¥ | Elexample3.iar 9.629 360V
< > < b
PEIET 100, doheid 5,535 WEEET 10, B 5,535 1
AR5 25/ A M pal i o e e K RS-,
K 15-12

15.3.5 FHMOw: mIENITIEF

SSH &k 3l Spark %5 %%, 1% spark-submit iy 2>, $ATHN M4, AT

# AT spark JHIA
spark-submit --master spark://127.0.0.1:7077 --class

spark classl.examplel --executor-memory 256M examplel.jar
hdfs://127.0.0.1:8020/input spark/examplel.txt

15.3.6 =mlag—o: EBEGER

PeVEF W 15-13 B

= EEHIHL_10.1.104.127 - SecureCRT - O
MHF) #EE FF|(NV) Em0) Em) BES) TEL &s0OMW) #FEH)

DBRAR AR 2ol BRI IR 00 ;
"ERHL 101104127 ¢ @b EREL 10104927 (7) q [

| root@hadoop spark]|#
[root@hadoop spark]#
[root@hadoop spark]# spark-submit --master spark://hadoop:7077 --class sp

256M examplel.jar hdfs://hadoop:8020/input_spark/examplel.txt
16/04/26 18:01:39 INFO spark.SecurityManager: Changing view acls to: root

K 15-13

PATSEB A I, S Ja e S iR AN I S5 R, Ak 15-14 P

16/04/25 14:18:40 INFO scheduler.DAGScheduler: Job 0 finished: collect at
Y
(a,2)

(b,2)
(c,1)
16/04/25 14:18:40 INFO handler.ContextHandler: stopped o.e.j.s.ServletCon

&l 15-14
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XEE— IR EdE, B 15-15 Frox, o BURER: a I 2%, b IR 2 &, c tHEL 1Kk, d
I 1 Ok, U I A T g5 RS IER IR .

[root@hadoop spark]# hadoop fs -cat /input_spark/examplel.txt

SO NTH

K 15-15

15.4 Spark SQL &5k

15.4.1  {5)-F#tiA

{£H Scala & 5 70 i AP JSON JRun £y, ik Spark SQL BIASL 982, i 454, JF4E
i AT EHK .

15.4.2 FE—: wEIEIEXXHE

G, AL EHRESCIER] HDFS, BIAE
#ACH

Svi people.json
Scat people.json
Shadoop fs -put people.json /input spark
Shadoop fs -cat /input spark/people.json

PVEF P 15-16 .

[root@hadoop spark]# vi people.json
[root@hadoop spark]# cat people.json
{"name" :

{"name" : ,age’ 120}

%Tname : 't”,”age”:BO}

name' :"Carry’ , 'age’ :10}

[rootGhadoop spark]# hadaop fs -put people.json /input_ spark
[Ioct@hadﬂup spark]# hadoop fs -cat /input_spark/people.json
name 3 "Tom"}
"name” K1ven age ':20}
”name”:”Kit age 301
"name" : "Carry", "age" 10}

K 15-16
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op
¥4

15.4.3 FTT: wHERK

£ Scala IDE T H."%i5 Spark fCh5, FFA R class SCAF, Wil 15-17 Fro
[ sl OO Pk gl St ]

File Edit Refactor Mavigate Search Project Scala Fun Window Help

W & L= WHE T TR Y[ L v e w oo CQuick Access
& Package Explorer = EL T =0 [§ example?]l, scala i = 0
« 3= HADOOP_Project import org.apache.spark.SparkContext A

W o import org.apache.spark.SparkContext._
& hadoop_class1 ~ f/eHscalaiEE. AfAm]sonFiEdiE, @dSPARK SQLEETIEEGIE, HubER.

i ~object example2l {
a5 def main(args: Array[5tring]l) {
if (args.length < 1) {
£l SHE
System.err.println("Usage: <files")
Systam,exit(l)

# scala_class2
i scala_class3
it scala_class<
& spark_class1
4 i# spark_class2 ”
7 examplel.java & 1
% examplel.scala i val conf = new SparkConf().setAppName("example2l").setMaster("local")
o val s=c = new SparkContext{conf)
val sglContext = new org.apache.spark.sql.SQLContext(sc)
val jsonpeople = sglContext.jsonFile{args(2))
jsonpeocple,.registerTempTable("jsonTable")
val teenagers = sglContext.sql("SELECT * FROM jsonTable WHERE age:l@& ")
teenagers.map(t =» “Mame: " + t(8) + " " + “"Age: " + t{1)).collect().foreach(println)

5 example2.scala

5 exampled 2 scala
- = JRE System Library [JavaSE-1.7
- = Scala Library [2.10.4]
- = Referenced Libraries

o @ hive_lib & sc.stop

;& lib & }

- & MR_lib g 1

- = spark_lib / / spark-submi tii Kz

& ScalalnAction //spark-submit --master spark://hadoop:7877 --class spark_class2.example2l --executor-memory 256M example2l.jar hdf:,

£ >

15-17

15.44 E=%. HEXHRIRSEE

FEOF N A T . B JAR SCAF, IF EARRIIRSSAS b, B 15-18 B

@ lava - First_Project/src/spark_class1/examplel scala - Scala IDE

File Edit Source Refactor Refactor MNavigate Search Project Run Window Help

[

3 &l @ = #wHev

[ Package Explorer &

4 1= First_Project
4 @ grc
- #t hadoop_class1
- # scala_class2
. i scala class3
. it scala_class4
« @ spark_classt
5 Copy of SogouResL
CountSamplescala
examplel.scala
SogouResult.scala
- & WordCount.scala
- = JRE System Library [law
- = Scala Library [2.10.4]
- = Referenced Libraries
= hive_lib
: & lib
=MR_lib

e mwmmele 1A

[w) [wn] [ [un

15.4.5 ZFEMF:

Select

Export resources into a JAR file on the local file system.

Select an export destination:

type filter text

a (= Java

S JAR file

@ Javadoc

¢ Runnable JAR file
+ = Plug-in Development
+ = Run/Debug

|.mv.““v”.m“vr‘f‘:wrﬁ“v”ﬁ“vﬁﬁ“w\rmvmm“v”ﬁ“v”ﬁ“vﬁﬁ“v”ﬁ“va

MNext > Finish Cancel

15-18

LIEITIZEIF

SSH #I| Spark 4545, 12H spark-submit 72 $UATXT B JAIAS,  BAAS T |-

# BT spark A
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spark-submit --master spark://127.0.0.1:7077 --class
spark classl.example2l --executor-memory 256M example2l.jar
hdfs://127.0.0.1:8020/input spark/people.json

FEVE DL WP 15-19 B

= x
H(F) #wEE(E) EF/(V) ERO) EE(T) BES) TE() B0WwW) #EhH) _
2 LI R AT AR G AR IE =S R @
& FEHIFL 101104127 @ BB 10.0.004027 (1) |+ BER#HL_10.1.104.127 (2) % ] [.‘-‘LE

[root@hadoop_spark]# spark-submit --master spark:/ hadﬂup 7077 --clasgs
y 256M example2l.jar hdfs://hadoop:8020/input_ qpark ‘people.json

&l 15-19

1546 wmR—: BEGRE

PATTEW] AR G, R E LR R ai R, ik 15-20 prose.
20 Age: Kiven

30 Age: Kit
Kl 15-20

ge>10 7)
& 15-21

MR ER B AT AT EE, g5 KW 15-22 fhs.

[root@hadoop spark]# hadoop fs -cat /input_spark/people.json
{"name" : "Tom"}
"name" : "Kiven', "age'' : 20}

{
{"name" :"Kit",""age”" :30}
{"name" :"Carry'", "age" : 10}

K 1522

Ui B 2845 Y IR 45 2R 2 TER I

15.5 Spark Streaming /%
15.5.1  fl+F#hk

{1 F Spark Streaming 472 H 50 10 3044, SREUAE (8] b s 18] BE N A2k 0 5l , AR J ik Spark
Streaming V5 HiZ B 18] B N FL 6] S 140

15.5.2 E£—:. KBRENKAM

fF Scala IDE I H.H4i5 Spark fUi4, fUA%unT:
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#ACH
package spark class?
import org.apache.spark.SparkConf
import org.apache.spark.streaming.Seconds
import org.apache.spark.streaming.StreamingContext
import org.apache.spark.streaming.StreamingContext.
object FileWordCount {
def main(args: Array[String]) {
val sparkConf = new
SparkConf () .setAppName ("FileWordCount") .setMaster ("local[2]")
// GE Streaming ] F R, 35 Spark WIACE FI R (ARG, X B A kg 10 Fb
val ssc = new StreamingContext (sparkConf, Seconds (10))
val lines =
ssc.textFileStream("hdfs://127.0.0.1:8020/input spark streaming/")
// KR SCIE SR AR A ) B AT Fml G vk It HATED
val words = lines.map( .split(',"))
val wordCounts = words.map (x=>(x(0),1)) .reduceByKey( + )

println("--——--————————- FTE) wordCounts #ffi—-————===————————- "
wordCounts.print ()
println("-——-—--—-——-—-——- ]33] Streaming-———————————————- ")

ssc.start ()
ssc.awaitTermination ()

15.5.3 F-¥. HEXHBIIRSESE

fERT N A T, A JAR U, I EARRIRSSAS B, Wi 15-23 Phos.

JAR File Specification

Define which resources should be exported into the JAR. ™

Select the resources to export:
- [m:Z HADOOP Project 12 .cache ~
| i .classpath
13 project
14 HBaseDemojava
12 kafka 210-0.8.1.1 jar

| =| rnsrb-ncaﬂmhhr-" j ﬁ_rrlhl-_- 1 ﬂ_h‘.'l.l' v
€ ?

V| Export generated class files and resources

|| Export all output folders for checked projects

|| Export Java source files and resources

|| Export refactarings for checked projects. Select refactarings..

Select the export destination:

JAR file: DAeclipse\workspace\FileWordC ount jar v Browse...

Options:

v Compress the contents of the JAR file
| Add directory entries

|| Overwrite existing files without warning

P il
|
)

< Back Next> ||  Finish Cancel

K 15-23
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15.5.4

E=: WENITIERF

SSH #I| Spark fili55#%, iz H] spark-submit g FAATR M RIAS,  BAS G T

# AT spark JHIA
spark-submit --master spark://127.0.0.1:7077 --class
spark classZ.FileWordCount --executor-memory 256m FileWordCount.jar

15.5.5 FIE

. FEHERE

AR A H [ B SCFE RN 852 1) HDFS Hax, Wik 15-24 Fias.

MF(F) WE(E) BFHV) ®mO) S M4AGS) TRL &0OW) HSEH)

9 5 L1 4 X s0AE <Alt+R

@ FEEAN 101104127 |=.*‘EEJ_H]._1D.1.1E4—.12? (1 x

[root@hadoop input_spark_streamingl# _ _
[root@hadoop input_spark_streamingl]# hadoop fs -put example-2.txt /input_spark_streaming

15.5.6

B /A —

Kl 15-24

Time: 1462359220000 ms

(ee,2)
(d,1)
(a,1)
(c,1)

16/05/04 18:53:40
ime 1462359220000

16,/05/04
8§ s)

16,/05/04
16,/05/04
16/05/04
16,/05/04
16/05/04
16/05/04
16,/05/04
16/05/04
16/05/04
16,/05/04

18:

18:
18:
18:
18:
18:
18:
18:
18:
18:
18:

53

53
53

: 40

40
140

INFO
ms
INFO

INFO
INFO
INFO
INFO
INFO
INFO
INFO
INFO
INFO
INFO

scheduler.Jobscheduler; Finished job streaming job 1462359220004
scheduler.JobScheduler: Total delay: 0.373 s for time 1462359221

rdd.shuffledrRDD: Removing RDD 4 from persistence list
storage.BlockManager: Removing RDD 4

rdd.MappedRDD: Removing RDD 3 from persistence list
storage.BlockManager: Removing RDD 3

rdd.MappedRDD: Removing RDD 2 from persistence list
storage.BlockManager: Removing RDD 2

rdd.MappedRDD: Removing RDD 1 from persistence list
storage.BlockManager: Removing RDD 1

dstream.FileInputDStream: Cleared 0 old files that were older tl
scheduler.ReceivedBlockTracker: Deleting batches ArrayBuffer()

i 15-25

FEL LA AP 15-26 Bron, Rk 55 2 SOEXS 5 41 I L in] B8 X8 T gevt-

al wordCounts = words. map(x=>(x(0), 1)). reduceBvKey( +

Kl 15-26

ARG B AT X EE, P2 Wi 15-27 Pos.

®on M|

=

root@hadoop input_spark_streaming]# hadoop fs -cat /input_spark_streaming/example-2.txt

K 15-27
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i I e 28 1K) 70 A 45 R A B T
15.6 Spark MLIib 2%

15.6.1 flFE

(1) A, 2l LLSCA SO T7 A T

(2) RFEEREZEIR, BUE 2 IR 20 DGR, EATELBL I ZR LU B A 1
(3) FTEPEAR AL [ H 0o ke

(4) AF HVRZEFT7 AR PG B A

(5) AF HIBETRL I 5 R 5

(6) A XVPAL 1, IRMIEER; AT SCVFAh 2, IR [EIE@ AR AIZE R .

15.6.2 HF—%: mmERH

f£ Scala IDE T H 45 Spark Ui, LT

AR

package spark class3

import org.apache.log4j.{ Level, Logger }

import org.apache.spark.{ SparkConf, SparkContext }

import org.apache.spark.mllib.clustering.KMeans

import org.apache.spark.mllib.linalg.Vectors

object Kmeans {

def main(args: Array[String]) {
// B AN BE R H & B E % F
Logger.getLogger ("org.apache.spark") .setLevel (Level .WARN)
Logger.getLogger ("org.eclipse.jetty.server") .setLevel (Level.OFF)
// WEIBITHES
val conf = new SparkConf () .setAppName ("Kmeans") .setMaster ("local[l]")
val sc = new SparkContext (conf)
// B HAREE
val data =
sc.textFile ("hdfs://127.0.0.1:8020/input spark/kmeans data.txt"™, 1)
val parsedData = data.map(s =>
Vectors.dense(s.split ("\t") .map( .toDouble)))
/] KRR, 213K, 20 A, BHATHRRNIIZR I i s 4 1Y
val numClusters = 2
val numIterations = 20
val model = KMeans.train(parsedData, numClusters, numIterations)
/7 ATEDEARAE R [0
println("Cluster centers:")
for (c <- model.clusterCenters) {
println("™ " + c.toString)

}
/) ABTR Ty 2 RO B A
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val cost = model.computeCost (parsedData)

println ("Within Set Sum of Squared Errors = " + cost)

[/ TXVPE 1, Hik[EZR

val testdata = data.map(s =>
Vectors.dense(s.split ("\t") .map( .toDouble)))

val resultl = model.predict(testdata)

// AEXVHAL 2, R [EIE R S ATE R

val result2 = data.map {

line =>

val prediction = model.predict(linevectore)
line + " " + prediction
}
sc.stop ()
}

val linevectore = Vectors.dense(line.split("\t") .map( .toDouble))

15.6.3 E_#%: HEXHRIRSEE

FE R PGS T, Tk JAR SO, IF EARBIIRSS 4% E, Wi 15-28 Fhios.

JAR. File Specification
Define which resources should be exported into the JAR.

Select the resources to export:
- |## HADOOP_Project "1k .cache
T 12 classpath
T project
~ 1@ HBaseDemo.java
1= kafka 2.10-0.8.1.1 jar 5

T = enark_accambihset 2 N_qrARR 2 2 _hay
£ >

| Export generated class files and resources
| Export all output folders for checked projects

| Bxport Java source files and resources
| Bxport refactorings for checked projects Select refactorings...

Select the export destination:
JAR file: | D:\eclipse\wor kspacel (IS EL

Options:

| Compress the contents of the JAR file
| Add directory entries

| Overwrite existing files without warning

Finish

&l 15-28

15.6.4 F=%. EIEHITIEF

SSH #I| Spark A5 28, &M spark-submit #7247 % NG BIAS,  BIAC TR .

#PUTI spark I
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spark-submit --master spark://127.0.0.1:7077 --class spark class3.Kmeans
——executor-memory 256m Kmeans.jar

PVEF P 15-29 B

SAHF) fEE(E) EE(V) BIO) FT A TAL #FAW) FHEhH)
AL DR A AR AR S EBS TEL @ .
o BB, 10.1.104.127 x arfi

[root@hadoop sparkl# spark-submit --master spark://hadoop:7077 --c 8
lass spark_class3.Kmeans --executor-memory 256m Kmeans.jar

K 15-29

15.6.5 FMw: LHEHIE

AR A H ) g SRR € 1F) HDFS H, Wi 15-30 s

[root@hadoop spark]# hadoop fs -put kmeans_data.txt /input_spark

Kl 15-30

15.6.6 mE—%: EFLER

HATSEH FAUE f5, e fEFt i Eab Al I gs 5, i 15-31 oo

16/05/18 17:58:54 WARN clustering.KMeans: The input data is not di
rectly cached, which may hurt performance if its parent RDDs are a
1so uncached.

16/05/18 17:58:55 WARN netlib.BLAS: Failed to load implementation
from: com.github.fommil.netlib.NativeSystemBLAS

16/05/18 17:58:55 WARN netlib.BLAS: Failed to load implementation

from: com.github.fommil.netlib.NativeRefBLAS
16/05/18 17:58:56 WARN clustering.KMeans: The input data was not d
irectly cached, which may hurt performance if its parent RDDs are
also uncached.
Cluster centers:

10.09999999999999998 |

i 15-31

F 2R FAHS N E 15-32 fron, RoanPDE S & XAEEdate 3R ET 2, 34T 20 0EAR,
TRt AR 25 L
// FEHAEERE, 273, 200K, FHATERNNIZRE B BE A

val numClusters = 2
val numlterations = 20

&l 15-32

FEGE B s AT X e, g5 ] 15-33 s
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root@hadoop spark]# hadoop fs -cat /input_spark/kmeans_data.txt
0]
0
0

[
0
0
0
0
0

1
.1
K 15-33

0.09999999999999998 K /T [aE , it W Fe 2L 1) 7 B 45 A2 IE W .
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Python i 5 1645 A 49 Guido van Rossum. 1989 =&t [E], &P R 1Y, Guido 4y T
FTREVETT R, PJuIFR— IR, 1F8 ABC BT —Frdrk. Z P LAEH
Python 1E N FEF K4 F, & A& —N1 Monty Python )58 4K Z417E . ABC 2 H Guido
Z I — R A E S . B Guido AAFK, ABC XMEZ EFEM ML, ZELEITHIER
FEFF it it . (B2 ABC 5 R k), FTHIRE, Guido A A2 AEFFHUE . Guido #RL
£ Python " fpix —45iR. [AB, ALEARSZILAE ABC H NI R 55 SEHL ) 2R 74

SIXAE , Python 7E Guido FHEA: 1 1] BLiM, Python /& M\ ABC & JEi K, T 4523 | Modula-3
g, JF H 454 T Unix shell #1 C (2] 1.

16.1 Python 4t

Python 2 /e JZIK ), &6 T FREPE. dmiette B ahPERIH R N R HATE S .

Python [ ot HAIRGRM) Al e, AHEE HARE 5 2% M 2 SO Y, HALE 5 11— 25555
5, EHA HHALTE S EA R OEREN.

Python /& MR RLTE S, IXRWRHEIT AR VLT, JELT PHP H Perl

o A HIGES, W UAE—A Python $&/-FF, HE HAPATIRIEE . ERIIAXN RIES, X
LKA Python SCHFIHT )X 52 1K XU Bl A FHACRS B 3 AE X R N IR AR FEi R . " 23 5 W22 1T
, Python XHIHFEFF IS, 2 FHEKIES, &KR RN AR I A, M L SCF
Ab LR WWW D b s 15 213 2k, A e e 80T &% .

Python [JPLA1 T

(1) L T4522): Python AU RIS, TR HLI0Z5 4, AR IR TE, S22 )ik
JINTR] B

Gl Tl

Il
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(2) S Flit: Python fUHS 5 1K) B i i

(3) Zy T4 : Python [P IAE T & AR A2 AH 25 S 4E 40 1)

(4) AT ZFIPUEEE: Python I KL —2IWA FEME, FrisFa, £ UNIX,
Windows F1 Macintosh Ff IR I .

(5) B AU scHy, RO AT AU IR 3RAF 45 28, ml LL B Z) gl iR
TR F T

(6) A[#EfH: FETHIBEACS R, Python D&M RV 215 L.

(7) AlF RE: WRTEE—BOS TR CRACHY, s 2R 8w — AR L, vl
PIMEH C 8% C++58 885 2 FE e, SR J5 M Python B3R i H .

(8) ¥/ Python $RULHTA I 510 i ML E R e B 1

(9) GUI %if: Python & ¥F GUL, nJLLE@FIBFENVFE R0 H

(10) "Ik AN: AJLLKEF Python ik A B C/C+HFLF, 1EFERFII P3R4 “BIALL” K fE

16.2 Python Ze3SHIfL

16.2.1 Anaconda 122

Anaconda s&#f Python FIFZ & H U5 package 100 EHEORAE ) Python KATHAS, SZHF
Windows. Linux fil MacOS #%t, JFH —MHUEE (packages) HIfEIUIEE (environment) 7R
4t conda.

Anaconda PLRUBETEABM L BIE O D AlEs.

(1) EH4E0: Anaconda I FH T HA. HAIEL. Python A, KKFEA | TR
AT DT e . SR #ARk L AL, i H e 5 B sl @B A MO, [R]IF I e FH A
[7) (1) iz FUPA 858 g 5 AN [R] K I T H

(2) MRS 1&g RE R 70 #11 Python T H., HAAE T 720 24N EHERHAZA KT
FHEE, fEEFE T G, PLEs ) TRBESE X552 TR E ¥ A e A AT DS 70t ] B
FHAE R B TN L e Ak,

16.2.2 Anaconda Tz

A LA E M Chttps://www.anaconda.com/download/) T #% Anaconda ¥4 3R, (F1% UL A1k
P TN KRS (Windows. MacOS % Linux) DURIRIE RS EL (64 Bk 32 f7) « &TF 2
Python [FIRAIEFE 3.6 IL 2 2.7, X BHEFFAEH Python 3.6 fiw A, [K Python2 457 &5 b4k, LA
Windows 64 i 24: A, 4% Python 3.6 WA R FEan &l 16-1 Prox.
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== Windows ' macS -:’E& Linux

Anaconda 5.2 For Windows Installer

Python 3.6 version’ Python 2.7 version’
&, Download &, Download
Sd-Bit Graphical Installer (531 MEB) HA-Bit Craphical nstallsr (S64 ME)
12-Bit Graphical Installer (506 ME] 32-Bit Graphical Installer (443 MB)
&l 16-1

16.2.3 Anaconda Z3t

(1) &K A Next—1 agree—Next #E AL £ 2235 H 5 FLHI
(2) eGP 2L H TR, ZEHIEHNCH d:\Anaconda3, WK 16-2 Fios.

Choose Install Location
_) ANACONDA  Choose the folder in which to install Anaconda3 4.3.1 (64-bit).

Setup will install Anaconda3 4.3.1 (64-bit) in the following folder. To install in a different
folder, click Browse and select another folder, Click Next to continue,

Destination Folder
B:\Anaconda3

Space required: 1.8GB
Space available: 3.3GB

_ontinuum Analytics, Inc

&l 16-2

(3) #AJG sidr Next JEAF| Advanced Options Ft[Hl. HHpA PN EIHE, 220K 55— NIk
HEXE | o SRJG il Install, 2565 2035 5 15 o Next—Finish B 7], 3 FEal ek, 210 ~ 15
MR, ET O FER .

(4) AILALEA 24T H A conda -version g & 30 /& 17 & 2L Ty, 1T 2 8 76t B IR AR,
"] LU i python -version 72 A A K ATHERIA Y] Python WA .
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16.2.4 Anaconda g &I#

s 2R M IR, AT BUC Al e b 2 471 Python 2, WUERBEA A, nTLAL I
A Y. A 2w 2
(1) 34— package [J7i<>: conda install package name.
X H package name J& 75 B LB A B, WAl LRI 2238 2 AN, L[R]3 numpy. scipy
A1 pandas, nJPAFUATUN F g4 : conda install numpy scipy pandas.
(2) nJLEE =R A, ol eedé 1.2 A numpy FJBIAS:  conda install numpy=1.20.
(3) #FE— package JAIAS: conda remove package name.
(4) T}2% package [RABIA: conda update package name.
(5) BFHFTA M packages HIAS: conda list.
(6) PRl A 5> packages JIAS: conda search search term.

16.2.5 PyCharm T

PyCharm J&—#} Python IDE, 47 —#A=4E 4 ] Python i& 5 JF & B AR T H, i
PR, AR e DREEE, ULEkd: . BRetda. B3l Hooihl. oAl

AT LLAET M https://www jetbrains.com/pycharm/download/ [ F#% PyCharm #3887, £E1% 0L
IHEFEF AT NV K1 RS (Windows. MacOS 8% Linux) . BT E&Milt (Professional) & %#E, I
HAEX i (Community) CZ2BE 1 Pras 2R 2EARDRE, P DX B EFA X F2, L Windows

A, FEFEWE 16-3 Fras.
Download PyCharm
Windows macOsS Lirnux
Professional Community

vefsmz oL Full-featured IDE Lightweight IDE
UL kil for Python & Web for Python & Scientific
Relzased May 31 2018 development development

DOWNLOAD DOWNLOA D
Installaticon Instructicns
Previous versions Freetria Free open-source

& 16-3

16.2.6 PyCharm &%

Xk T 85 B SCAFREAN &2 Fr 1
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$%01 /J S Next RN LEBFOERRE, HHEELY PyCharm B F. LEBZEX
3 d:\PyCharm Community Edition, %0[& 164 A7~

Choose Install Location
Choose the folder in which to install PyCharm Community Edition.

Setup will install PyCharm Community Edition in the following folder. To install in a different
folder, click Browse and select another folder. Click Next to continue.

Destination Folder

d:\PyCharm Community Edition

Space required:; 5026 MB

Mext >

Kl 164

$%024 =& Next FTEHIHN T—FH, IRBBIHRIERFHRE 64 327 ) , HEFF Create
Desktop Shortcut, F7HEZ0E 16-5 F7,

Installation Options
Configure vour PyCharm Community Edition installation

Create Desktop Shortout
32-bit launcher 64-bit launcher

Create Associations
py

| |Download and install JRE x86 by JetBrains

& 16-5

5&03‘ iR S5 Next—Install—Finish eV ZE 2L
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16.2.7 PyCharm &,
$%01/ S EEA F§ PyCharm B4R, FTFFE1E 16-6 FRMSRE, i OK A% 5,

Import PyCharm settings from:

Custom location. Confiz folder or installation home of the previous version:é

@ Do not import settings

&l 16-6

$W02 / FHNFERE Ul g1, ¥EFF Darcula, W[ 16-7 fi7x, £ NextFeatured plugins
%5,

Ul Themes — Featured plugins

Set Ul theme

s Darcula Intelli)

| project project = fibpy

@ fib.py @ fib.py

fib(n):

a, b =10, 1

while a < n:
print{a, snd=' ')
a, b=>b, a+b

print{)

E)] + — [B

v Vo Python Line Breakpoint v @ p}-thcn Line BrE]kpgint

v fib.py:5

v ¥ @ Python Exception Breakpoi v ® Python Exception Breakpoi

Any exception

v Any exception
v [] & Django Excepticn Breakpoi

v & Django Exception Breakpoi

Ul theme can be changed later in Settings | Appearance & Behavior | Appearance

Skip Remaining and Set Defaults Next: Featured plugins

&l 16-7

$®|03 4 1ok st OK #%50, HAZIMAE 16-8 FmiFE,
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PyCharm

Create New Project
= Open

Check out from Version Control =

& Configure v  Get Help «

l 16-8

%04 / 7. Create New Project, PEAUE 16-9 A<M, EF I Location Z1EHF B8
Python TFEAHVEXK THERATF, T H¥A D:\PyCharm Community Edition\project, %5 LFEEL %
4 First Project; EFFH Interpreter 2% %< Python HIfERERS, BUANIER FTELEFEH, BxXA
Anaconda 9% % Bk Y Python X1, /5, T Create %5,

Location:  DAPyCharm Community Edition\project\First_Project

¥ Project Interpreter: New Conda environment

* ) New environment using Conda

Location: DvAnacondashenve\First_Project
Python version: 36
Conda executable: | dMVAnacondaZ\Scriptshconda.exe

Make available to all projects

Existing interpreter

Interpreter: | <No interpreter>

Kl 16-9
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$B05/ HANFTENOE 16-10 i, AHRFNIERT, RAETEREFRSHE New, %
Python File 3211, 7E5% H 57 E FIESHE Python SUHHIA T

<] First_Project [D:A\PyCharm Community Edition\project\First_Project] - PyCharm — O
File Edit View Mavigate Code Refactor Run Tools VCS Window Help
BN First Project
EJ Project ~

B First Project

New ¥ & File
» |llli External Librai + ,

¥ cut Tk obsae Al Gukdleailiateed
B Scratches and & C

B Copy Ctrl+C [ Directory
Copy Path Ctrl+Shift+C [El Python Package
Copy Relative Path Ctrl+Alt+5Shift+C [:. Python File
Ig Paste Ctrl+V 5 Jupyter Notebook
Find Usages Alt+F7 s HTML File
Find in Path.. Ctrl+Shift+F i Resource Bundle

Replace in Path__. Ctrl+5Shift+R

K 16-10

$B06/ CHEEMINEEHALE 16-11 R, #E Python AT 4

E First_Project [D:\PyCharm Community Edition\project\First_Project] - ..\Demo.py [First_Project] -.. == O I
File Edit View Navigate Code Refactor Run lools V(S Window Help
Bl First Project [@ Demo.py

B Project ~ D = | %~ | |.,. Demo.py
v Il First_Project

@ Demo.py
» |l External Libraries

Bl Scratches and Consoles

6:6 n/a UTF-8¢ &

K 16-11

?:EROT‘ Eﬁ_ltj:—.[%iis r#xﬁ-lt I“R'l.ll'l“ y gi%ﬁn@ 16-12 ﬁﬁﬂ_?o
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& First_Project [D:\PyCharm Community Edition\project\First_Project] - ..\Demo.py [First_Project] - PyC... == O
File Edit View Navigate Code Refactor Run Tools VCS Window Help

BN First Project [ Demo.py Demo

B Project ~ @M = | £~ |- [ Demo.py

v Bl First_Project
¢ Demo.py
» |l External Libraries

B Scratches and Consoles

Run: Demo

5 chars

K 16-12

16.3 Python Al’]

16.3.1  f5l+F#fix

He AL N AT R s AN A R AMMRG, REALEL 1 o6, #§inl UL EAR; WR A
FLECERT 0, ffa] DLAR AT .

16.3.2 HE—5: FiE Python X

B 1 4> Python AURS SCF, @i 16-13 Fios.

<] New Python file

Name: First Demo

Kind: @ Python file

OK Cancel

Kl 16-13
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16.3.3 F=%: IwEFIEKKN

FESHLF File— Settings—Editor—Font W & & AR/, W 16-14 iR,

[Pc| Settings

Q- Editor ) Font

¢ Appearance & Behavior
Font: Monospaced v | Show only monospaced fonts
Keymap
v Editor Size: 25
b General
line spacing: | 1.0
Font -
Color Scheme

Code 5tyle

Fallback font: | <MNone:> ¥ | For symbols not supported by the main font

Inspections Enable font ligatures
File and Code Templates
File Encodings Restore Defaults

Live Templates e
PyCharm is a full-featured IDE

with a high level of usabilitv and outstanding

File Types

Emmet

[

code editing and refactoring support.

Imag es advar

Intentions
abcdefghi jklmnoparstuvwxvz 0123456789

ABC

Language Injections

Spelling

Kl 16-14

16.3.4 H=%: HENRG

FEGm4E T 405 Python ACHS, I RACASHRES , MR BIA A 1L, WK 16-15 B,

[7<] First_Project [D:\PyCharm Community Edition\project\First_Project] - ..\First_Demo.py [First_Project] - PyCharm - 4

File Edit View MNavigate Code Refactor Run Tools VCS Window Help
B First_Project [ First_Demo.py Demo

B Project ~ QD = | &I i:.First_DerTucu.py
v = First_Project remalnMoney=10
@ Demo.py emptySeet=1
R remain 1'.[ oney >
» [l External Libraries

B Scratches and Consoles
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Python fCAS 11T -

#ACHY
remainMoney=10
emptySeet=1
if remainMoney > 1:
print (" K ER®EMAT 170, ATUA B4
remainMoney -= 1
if emptySeet > 0:
print (" AN, AILLARTRY)

else:
print ("WAHTHEAL, HiF")
else:

print (" REALEIFAHE")

16.3.5 FEMw: ITIER

AT H= 5L, st Run, 451 WE 16-16 Fiox.

fre) First_Project [DAPyCharm Community Edition\project\First_Project] - ..\First_Demo.py [First_Project] - PyCharm

File Edit View Navigate Code Refactor Run Tools VC$ Window Help

B First_Project ':.. First_Demo.py First Demo
B Project - € = | &% |- [ First Demo.py
v BB First_Project

remainMoney=1(
[ Demo.py emptySeet=]
First_Demo.py St " -
= - O remainMoney > 1:
» |l External Libraries

Ei | Scratches and Consoles

Run: First Demo

#o L
D:\Anaconda3\envs\First_Project\python. exe “D:/PyCharm Community Edition
+* F&5KF1m, 8Ll EE

HEl, TUAT

Process finished with exit code 0

719 n/a UTF-8¢ @ & C

16.3.6 m=RE—%: ETHA

B4 remainMoney [{E4 0, KoK LIRE0ON 0, T8 it 45 R Wi 16-17 Fro.
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16.4.1

=

First_Project [D:\PyCharm Community Edition\project\First_Project] - ..\First_Demeo.py [First_Project] - PyCharm - O

File Edit View Navigate Code Refactor Run Tools VCS Window Help

Em First Project |”'.. First_Demo.py First Demo

B Project ~ 0 = | £E~ I E:. First_Demo.py

v

3

B First_Project remalnMoney=0

[ Demo.py ~.1 tybeet=0

First Demo.py . .
e - >-PY 1t remainMoney >

i External Libraries

Ei ! Scratches and Consoles

First Demo - L

L. (mh! [ * L % o =1 =1 [ ® ¥
D:\Anaconda3\envs\First Project\pvthon. exe "D:/PvCharm Community Edition

N il B T
A EETE

Process finished with exit code 0

13 chars 11 n/a UTF-8% &

K 16-17

16.4 Python Z#FH )% pandas Al']

{511z

W 16-1 Pror, FRAPLXF S R A ESE, Python ¥4 H pandas tALEE .

% 16-1 GEHJ{LRIRIGEHR

Sepal.Length Sepal.Width [Petal.Length |[Petal. Width |Class
HEKE HERE HRHCE T HEE

5.1 3.5 1.4 0.2 setosa

4.9 3 1.4 0.2 setosa

7 3.2 4.7 1.4 versicolor
6.4 3.2 4.5 1.5 versicolor
6.3 3.3 6 2.5 virginica

5.8 2.7 5.1 1.9 virginica




op
}

L AR
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16.4.2 pandas 81445

pandas & 55 K P EAE 0 M AIACTE T H., pandas &> Python 4, FE & “Frid” Fl “<
A7 BT TAE, WA EW, pandas 220 M) 56K LH . E vt TP ta] 5 23w 4F
RoMa . '© AW MR

Beig . REFIAELEM), ©.4E Series % 7] 4= DataFrame LIBAE,
KL SQL ¢33, M. F. Hhhe.

WA FF A SR AL IR R AL

FIFE ) 7 AT S R

R AF R T A TR K R

16.4.3 ZE—: FTF Jupyter Notebook

I EAE RS i — B R F— Anaconda3—Jupyter Notebook, HrZ—> Python3 [1) 5L [,
mpE 16-18 fiw.

~ Untitled10

—
"

C | ® localhost:8888/notebooks/Untitled10.ipynb?kemel_name=python3 & %

— Jupyter Untitled10 A Lo
File Edit View Insert Cell Kemel Widgels Help # |Python3 O

+ = @0 +~ 4+ H B C cCode v @ CellToolbar

IIn[]:|

i 16-18

1644 F—%: BAE

ERREHE 207, FES|N pandas £, WK 16-19 i,

~ Untitled10

4 ‘ ® localhost:8888/notebooks/Untitled10.ipynb?kernel_name=python3 @ ¥

— Jupyter Untitled10 A oo

File Edit Wiewy Insert Cell Kernel Widgets Help # |Py‘thun 30

+ = @O 0B 4+ ¥ H B C Code * = CellToolbar

e

In [B]: | from pandae import DataFrame, Saries

print ("F AR .7
F AR .

Kl 16-19
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16.45 F=: EXHIREE

Al

& Jupyter Notebook H'%i ™5 Python X6, & N IR ¥E, RN i3 L ME B, 0 16-20
B

In [17]: d = [[5.1,3.5,1.4,0.2, setosa’ 1, [4.9,3,1.4,0. E,'satns:a’],
[7,3.2,4.7,1. 4, "~ er ElCClOI‘ 1, [6.4,3.2,4.5,1.5, versicolor ],
[6.3,3.3,6,2.5, virginica ], [5.8,2.7,5.1, 1.9, virginica' ]]
df = DataFrame( ,
columns=[" & l. Length’,’ Sepal. Width’,’ Petal. Length’,’ Petal. Width’, Class’])
df
Dut L1712 1 | sepal.Length | Sepal.Width | Petal.Length | Petal.Width | Class
051 3.5 14 0.2 setosa
1149 3.0 14 0.2 setosa
2170 3.2 4.7 14 versicolor
3 64 3.2 45 15 versicolor
463 3.3 6.0 2.5 virginica
5(58 2.7 5.1 19 virginica
&l 16-20
d=[[5.1,3.5,1.4,0.2, '"'setosa'"],[4.9,3,1.4,0.2, "'setosa’'],
(7,3.2,4.7,1.4, 'versicolor'],[6.4,3.2,4,5,1.5, "versicolor'],
(6.3,3.3,6,2.5,"'virginica'], [5.8,2.7,5.1,1.9,"virginica']]
df =

DataFrame (d, columns=["'Sepal.lLength', 'Sepal.Width', 'Petal.Length', 'Petal.Wid
th', 'Class'])
df

16.4.6 FMw

£F§35Fﬂg

PR — Lo g e B T AR, ARSI

print ("df E&TEE -

print (df)

print ("RLIH af B 2 T EGE: ™)
print (df[:2])

print ("E 7| df FEAEHE:
print (df ['Sepal.Width'])

ZE B 16-21 P .
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print ("df £ #H A EHE: 7)

print (df)

print (" 3| HAFET24T AOBEHE . 7)
print (df [:2])

print ("E S| HAFEF B E: 7)
print (df [ Sepal. Width'])

df & & K 4 HR -

Sepal. Length Sepal.Width Petal.Length Petal.Width Class
0 6.1 o I 1.4 0. 2 setosa
1 4. 9 3.0 1.4 0. 2 setosa
2 7.0 3. 2 4,7 1.4 wversicolor
0 6. 4 S. & 4. 5 1.5 wersicolor
4 6. 3 3.3 6. 0 2.5 wirginica
5 5. 8 2.7 5. 1 1.9 wirginica

= g HAFET 24T 89 J 4
Sepal. Length Sepal.Width Petal.length Fetal.Width Class

0 b. 1 S. D 1. 4 0.2 setosa
1 4, 9 3. 0 1. 4 0.2 setosa
FE ol WA EF a9 2R

0 3. b

1 3. 0

2 3. &

3 3. 2

4 3,3

5 2.7

Name: Sepal.Width, dtype: floatf6d

Kl 16-21

16.4.7 mRE—%: KEERE

SRR E MBI EEYE, 45 RWE 16-22 .

print ("E S HIAE LA EE: 7)

print (df [[" Sepal. Width', " Class’ ]])

print ("HUH df #1477 F088 =47 O 2048 - "|

print (df. loc[[True, Fal se, True, Fal se, False]])

G| W df K L5 8 H48 -

sepal. Width Class
0 3. b setosa
1 3. 0 setosa
2 3.2 wversicolor
3 3.2 wversicolor
4 4 1e, virginica
5 2.7 wvirginica

B dF 14T A0 55 = 47 69 O 4R -

Sepal. Length Sepal.Width Petal.Length Petal.Width Class
0 5.1 3.5 1.4 0. 2 setosa
2 7.0 3. 2 4.7 1.4 wversicolor
K 16-22
AV

print ("E5[H df FILAKEHE: ")
print (df[['Sepal.Width', 'Class']])
print ("HUH df Hi 1 ATRIEE =AT0EHE: ™)

print (df.loc[[True,False,True,False,False]])
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16.5 Python Z:)4: matplotlib Al']

16.5.1  f5-F iR

REFR 2270 (R i B, 22 A AR /N, HEFIX AR R], AFiX L6 HE FH Python
() matplotlib i AL AT AL TE, DL FR B ok .

16.5.2 HE—: #FiE— Python X

Brdt—~ Python 3CfF, HUA A plt, Wi 16-23 fios.
o= New Python file IEHI

Name: plf

Kind: [ Python file

OK Cancel

l 16-23

16.5.3 ZFE_¥: 5| ANEHFEHE
5|\ matplotlib 2545, LLT 5 1 (RFE A5 P i [ 1) ok B0k B AT 4S8, i 16-24 k.

fe Pltpy
import numpy as np

import matplotlib. pyplot as plt

print (

plt. rcParams|

plt. rcParams|

I FeA SN T .

import numpy as np
import matplotlib.pyplot as plt

print ("HIABRKI)...™)

#REBIATAE

plt.rcParams|['font.sans-serif'] = ['SimHei']
plt.rcParams['font.family']="'sans-serif"
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16.5.4 HE=4>: AR

FEIEAEN N, R RIS, B ks EdE, ALurmE ek, Wk 16-25 .

ind = np. arange (N)
print (ind)
width = 0. 35

fig, ax = plt. subplots()

print (fig)

~“menStd)

+ width, womenMeans, width, =womenStd)

1625

BAAS I F

#1E
N =5
FHHEEE X IE

ind = np.arange (N)

print (ind)

# S ) 95 RS

width = 0.35

fig, ax = plt.subplots()

print (fiqg)

print (ax)

##44#HLEE I THR

#yerr Ko~ ibHE I B IR IO 25 Y — 370 R 5

menMeans = (20, 35, 30, 35, 27)

menStd = (2, 3, 4, 1, 2)

rects men = ax.bar(ind, menMeans, width, color='red', yerr=menStd)

womenMeans = (25, 32, 34, 20, 25)

womenStd = (3, 5, 2, 3, 3)

rects wommen = ax.bar(ind + width, womenMeans, width, color='yellow',
yerr=womenStd)

16.5.5 FEMF: HE

P’y PR D g, BOE BRI x Bl y RIRIAE 55 8, BACITR

# AN Y HIARRE . X IR bR URIbR RS
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ax.set ylabel ('k&i")
ax.set title (" NFEITEMAIF AL RS )
ax.set xticks (ind + width)
ax.set xticklabels(('#1', '#2', '@43', '44a', '45"))
x.legend((rects men[0], rects wommen[O0]), ("%, ')
#ﬁﬂﬂﬁﬁM@ﬁ
def autolabel (rects):
#FF | ARRSE
for rect in rects:
height = rect.get height ()
ax.text (rect.get x() + rect.get width()/2., 1.05*height,
'3d' % int (height),
ha='center', va='bottom')
autolabel (rects men)
autolabel (rects wommen)
4 1) ]
plt.show ()

16.5.6 mE—%: EFLGR

MGG, AT R, i Run 424, 2 Jaos MBS RIEIER, W& 16-26 Fros.

A €2 $Q =¥ 1B

AR IEIE 57 [E148 9 AR

e
1

Kl 16-26

IR R S AAEIR 4, DR~ A1 ke .
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17.1 WHE=A

KTREAE, MELA —MEE BE0E e 4ELARGH T A e tendmd . KRB & 45 ekl
AL RN E H R R AR T HAE— e Rl SE ki . B A RS, B8, X4 “X
e iR i E S HSE CEAMUAE TEAE LT e X, B EARRE R BRI AR KRN T —ASH AR,
ARG VTR G DAL T FHARRE BEAAN A AR BRI ME, ARG KT AL
B AR 7, WA S AR /M AN F BTk e R W BT RS A1) & TR 138

T Z AR I ANET 5K, AN R Z i 28 Y 1R 20 AN W ) e 1, A 19 75 200 K= M Bl 047 Ab 2,
U LT X A K R B 40 AT SN AR TR A7 AR AR 22 MV 45 HE ) B ACHE 55, BT DAAS B A 217 SN 5
AL T H WA HE R L e 2 58 B AR O E A SE AR B, A AL R bR K
wort, MHERRIWCE. BRI =4 . BRSO . SERf oA . 2R SER 4047, Scala f5 &
&~ Web fijin g, 2N 0BRNmAERARE N, JLFEHE B A A S

17.2 M55 KPr

AT H N gy seoE oA P AR AL App AT 9, ik T
(D) PO i W P AT A 0E, P Sy i atidtht. FHLRIE RS, iy
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)25, BBt 02 31 B0 AR 45 it

(2) J S R SE B AR 45 3t 2 ¥ 3 R0 ke s, W 250 e Hi ok R AT SE I 434 .

(3) & itHEFRSER A5 5t K a8 REARHATIRTT, RAFNEIR A P 9iS . R
o Sl B KA

(4) 7o e BLAREN F P 1) s a3

(5) SR iHWRAN i 1] B 7 0 W & f o

17.3 D HEARL A

I H F ARG 17-1 P, Joilind Kafka SRS — L6504, LIH B A S5 516504
Spark Streaming # 2N EHE )5, Spark BEATZINV S G AL, AL PR 5 1B I SEI b A7 i
Pl NAFEE PE Redis H o

N BRI AU N R R 2 L A AR R
( 3 B Kafka ) (FE1L A tabE) (HEAbTREE SR )
Spark Streaming Spark 15 3| %
(SCRT AL FRHEZR) (FITHES
& 17-1

Spark Streaming $2£{it | —/MNMY4E DStream (Discretized Stream) [1)E2¢4il1%:, DStream %7~
AR AN AR TR, nJ DAL T Kafka. TCP Socket. Flume Z55 A BB mRAIE . £ KA EE,
-/~ DStream SEPR & HH— RDD J741 21 )% 1) . Sparking Streaming s& 3t F Spark “F- 511, k4%
A T Spark 15 B MR, W54 (Fault-tolerant) « RJ 4 & (Scalable) . =+ (High-throughput )
R o
ft Spark Streaming ", &> DStream 7 1 — NI A][R] b2 N ) EAlRE T AE &, Al LLERAE
f5 € I Te] (Bl 2 N 11—~ Batch, %F—> Batch #iApk—~ RDD Z(#&4, P LA DStream B2 — 1
A~ Batch [P P41, B TEZZESEM, i BRI a] [A] R& R £ i 23 B e — AN BS ¥ RDD BidE 4%,
mE 17-2 frose

RDD @ time 1 RDD @ time 2 RDD @ time 3 RDD @ time 4

data from . data from - data from || data from ._)

DStream = =
Strea timeOtol time 1to 2 time 2to 3 time3to4

K 17-2
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17.4 D HEIARLH K

I H AN S : CentOS 6.5 #:4F R4t 64 ALIAS . FileZilla 3K fF 3.14 [itA . MySQL
A ZE 5.7 lAS. HDFS 7904 A SCAF R S8 2.7 AN, Spark 4RHH 5|35 IDEA 4 T H 2018.1 FieA
Python i JF & 18 558, WA WA 17-3 Fios.

K 17-3

17.5 Ui H S22k

1751 $—+5. iz Kafka ==EEE

$501 ‘ FTJT IDEA T &, 3% File—>New—Project—Maven, 7 Next 7%, WE 174 Firro

Java Project SDK: 1.8
Java FX

Create from archetype

Android

Intelli) Platform Plugin bamboo-plugin-archetype
confluence-plugin-archetype
Maven :
. jira-plugin-archetype
(2, Gradle :
jpa-maven-archetype

Groovy jbosscc-seam-archetype

& Griffon data-app
Scala lift-archetype-basic
_ lift-archetype-blank
. Kotlin ven_archetune_har
maven-archetype-hai

Empty Project maven-archetype-sar
camel-archetype-activemq

camel-archetype-component

vy v vy vy vyvy Y Y Y VY Y YY

camel-archetype-java

Cancel

K 174
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*.FHOZ‘ 1\ Groupld #1 Artifactld F{E, X NAWE—REA TIEABFR, S Next 241, U
& 17-5 Ffirmo

Groupld Spark_Real Time

Artifactld = Spark_Real_Time

Version 1.0-SNAPSHOT

17-5

$®B03/ FETREZWR, BATEZR, W& 176 Fizx, S Finish 124,

Project name: Spark_Real_Tim L|

Project location: = C\idealC-2018.1.win\IdeaProjects\Spark_Real_Time

¥ More Settings

Module name: Spark_Real _Time
Content root: CAidealC-2018.1.win\IdeaProjects\Spark_Real_Time

Module file location: C\idealC-2018.1.win\ldeaProjects\Spark_Real_Time

Project format: idea (directory based)

Previous Finish Cancel

17-6

$®04 / " EEFEENM, ¥ File~Project Structure—Libraries I3 ¥ N, & “+"
EFE “ScalaSDK” , WIE 17-7 Firx, s OK #%$H,

H|05 4 1E2% pomxml EL B SCHF, BECCHRZA, FHH4T Import Changes FITHAE, NE 17-8
Az, 18 A EFEHER T EE TR,
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= Project Structure

Location Platform Vercion Sources Docs
System Scals 2118
Maven Scala 2.11.8
Maven Scala 2100

Libraries

Download... Browse... DK Cancel

Cancel

K&l 17-7

() Maven projects need to be imported =X
Import Changes Enable Auto-lmport

K 17-8

B8 pom.xml SCAFFIACHS T

<?xml version="1.0" encoding="UTF-8"?>
<project xmlns="http://maven.apache.org/POM/4.0.0"
xmlns:xsi="http://www.w3.0rg/2001/XMLSchema-instance"
xsi:schemalocation="http://maven.apache.org/POM/4.0.0
http://maven.apache.org/xsd/maven-4.0.0.xsd">
<modelVersion>4.0.0</modelVersion>
<groupId>Spark Real Time</groupId>
<artifactId>Spark Real Time</artifactId>
<version>1.0-SNAPSHOT</version>
<name>$ {project.artifactId}</name>
<properties>
<maven.compiler.source>1l.6</maven.compiler.source>
<maven.compiler.target>1l.6</maven.compiler.target>
<encoding>UTF-8</encoding>
<scala.version>2.11.8</scala.version>
<spark.version>2.1.0</spark.version>
<scala.compat.version>2.11</scala.compat.version>
</properties>
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<dependencies>

<dependency>
<groupId>org.apache.spark</groupId>
<artifactId>spark-core 2.10</artifactId>
<version>${spark.version}</version>

</dependency>

<dependency>
<groupId>org.scala-lang</groupId>
<artifactId>scala-library</artifactId>
<version>${scala.version}</version>

</dependency>

<dependency>
<groupId>org.apache.spark</groupId>
<artifactId>spark-streaming 2.10</artifactId>
<version>${spark.version}</version>

</dependency>

<dependency>
<groupId>org.apache.spark</groupId>
<artifactId>spark-streaming-kafka-0-10 2.11</artifactId>
<version>2.1.0</version>

</dependency>

<dependency>
<groupId>org.apache.kafka</groupId>
<artifactId>kafka 2.11</artifactId>
<version>0.10.2.0</version>

</dependency>

<dependency>
<groupId>net.sf.json-1lib</groupIld>
<artifactId>json-lib</artifactId>
<version>2.4</version>

</dependency>

<dependency>
<groupId>net.sf.json-1lib</groupIld>
<artifactId>json-lib</artifactId>
<version>2.4</version>
<classifier>jdkl5</classifier>

</dependency>

<dependency>
<groupId>org.apache.commons</groupId>
<artifactId>commons-lang3</artifactId>
<version>3.1</version>

</dependency>

<dependency>
<groupId>commons-beanutils</groupId>
<artifactId>commons-beanutils</artifactId>
<version>1.8.3</version>

</dependency>

<dependency>
<groupId>commons-logging</groupId>
<artifactId>commons—-logging</artifactId>
<version>1.1.1</version>

</dependency>

<dependency>
<groupId>commons-collections</groupId>
<artifactId>commons-collections</artifactId>
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<version>3.2.1</version>
</dependency>
<dependency>
<groupId>net.sf.ezmorph</groupId>
<artifactId>ezmorph</artifactId>
<version>1.0.6</version>
</dependency>
<dependency>
<groupIld>org.codehaus.jettison</groupIld>
<artifactId>jettison</artifactId>
<version>1.3.8</version>
</dependency>
<dependency>
<groupId>redis.clients</groupId>
<artifactId>jedis</artifactId>
<version>2.7.0</version>
</dependency>
<dependency>
<groupId>org.apache.commons</groupId>
<artifactId>commons-pool2</artifactId>
<version>2.2</version>
</dependency>
<dependency>
<groupId>junit</groupld>
<artifactId>junit</artifactId>
<version>4.11</version>
<scope>test</scope>
</dependency>
<dependency>
<groupId>org.specs2</groupld>
<artifactId>specs2-core ${scala.compat.version}</artifactId>
<version>2.4.16</version>
<scope>test</scope>
</dependency>
<dependency>
<groupIld>org.scalatest</groupId>
<artifactId>scalatest ${scala.compat.version}</artifactId>
<version>2.2.4</version>
<scope>test</scope>
</dependency>
</dependencies>
<build>
<plugins>
<plugin>
<groupId>net.alchim31.maven</groupId>
<artifactId>scala-maven-plugin</artifactId>
<version>3.2.0</version>
<executions>
<execution>
<id>compile-scala</id>
<phase>compile</phase>
<goals>
<goal>add-source</goal>
<goal>compile</goal>
</goals>
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</execution>
<execution>
<id>test-compile-scala</id>
<phase>test-compile</phase>
<goals>
<goal>add-source</goal>
<goal>testCompile</goal>
</goals>
</execution>
</executions>
</plugin>
</plugins>
</build>
</project>

5%05‘ %2 Scala #£/%, 7F src—main—java H3x [ E#HTEE Scala #£%, WE 17-9 Fios, #r
#E— Scala W% 2%, B4 KafkaProducer,

E Spark_Real_Time - [D:\Intelli) IDEA 2017.2.3\workspace\Spark_Real_Time] - pom.xml - Intell) IDEA 2017.2.3
Fle Edit View MNavigate Code Analyze Refactor Build Run Tools VCS Window Help
Spark_Real Time src ) [ main java )
£ B Project - € =5 | %~ I | m Spark Real_Time
T« 1= Spark Real Time D:\intelli) IDEA 2017.2.3\works) . - E E - o ” o
= - d e | 1 {P?xml version= 1.0 encoding= UTF-8 2*
idea & Java C| N
i .. IR © ovo Clss ven. apache. org/POM/4. 0. 0
¥ cut ctrl+x | Mk Kotlin File/Class I , )
o v main * Scala Cl /www. w3. org/2001/XMLSchema—1ins
5 e M Copy Ctrl+C cala Class i
2 e CopyPath Ctrlsshiftac |2 File n="http://maven. apache. org/PO)
I N test Copy Reference Ctrl +Alt+Shift+C | = Scratch File Ctrl+Alt+Shift+Insert odelVersion>
v | |'_'Ti Paste Ctrl+V Package
S Find U Aty | PXML File
ind Usages - 7
m Spark_Real =g | & o ckage-infojava le</groupld>
: Find in Path... Ctrl+Shift+F .
> |llh External Librar . T ,.. tifactId>
Replace in Path... Cirl +Shife+R | W HTML File Llimes/artitac .
Analyze b | mm Stylesheet 'version>
Kl 17-9

KafkaProducer.scala CAFFACAS I T

package main.java
import java.util.Properties
import org.codehaus.jettison.json.JSONObject
import kafka.javaapi.producer.Producer
import kafka.producer.KeyedMessage
import kafka.producer.ProducerConfig
import java.util.Random
object KafkaProducer
private val users =
Array ("ul","u2","u3", "ud", "ubdb", "ue","u7", "u8d8", "u9", "ulo")
private val random = new Random /()
private var pointer = -1
def getUserID(): String = {
pointer = pointer + 1
if (pointer >= users.length) {
pointer = 0
users (pointer)
} else {
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users (pointer)
}
}
def click(): Double = {
random.nextInt (10)
}

def main(args: Array[String]): Unit = {
val topic = "User Events"
val brokers = "localhost:9092"

val props = new Properties()
props.put ("metadata.broker.list", brokers)
props.put ("serializer.class", "kafka.serializer.StringEncoder")
val kafkaConfig = new ProducerConfig (props)
val producer = new Producer[String, String] (kafkaConfiqg)
while (true) {
val event = new JSONObiject ()
event
.put ("User Id", getUserID)
.put ("Event Time", System.currentTimeMillis.toString)
.put ("Os_Type", "IOS")
.put ("Click Count", click)
producer.send (new KeyedMessage[String, String] (topic,
event.toString))
println ("{HEK&KiX: " + event)
Thread.sleep (2000) //Wfi=Fb
}

17.5.2 E 3. iz Spark ZEI4ERE

$801 / #7% Scala 12/5, 7F src—main—java B3x NHE#FTEE Scala 125, #7152 —]> ConnToRedis
NRER, REBUWT

import org.apache.commons.pool2.impl.GenericObjectPoolConfig
import redis.clients.]jedis.JedisPool
object ConnToRedis extends Serializable {
println ("Start")
val redisHost = "127.0.0.1"
val redisPort = 6379
val redisTimeout = 40000
lazy val pool = new JedisPool (new GenericObjectPoolConfig (), redisHost,
redisPort, redisTimeout)
lazy val hook = new Thread {
override def run = {
println ("FUHHATERE: " + this)
pool.destroy ()
}
}
println ("Over")
}
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+102 ‘ H#E—> UserClickAnalytics Y Scala W %42 %, AL .

package main.java
import org.apache.spark.streaming.kafka01l0.KafkaUtils
import

org.apache.spark.streaming.kafka0l0.LocationStrategies.PreferConsistent
import org.apache.spark.streaming.kafka(0l0.ConsumerStrategies.Subscribe

import org.apache.kafka.common.serialization.StringDeserializer
import net.sf.json.JSONObject
import org.apache.spark.SparkConf
import org.apache.spark.streaming.Seconds
import org.apache.spark.streaming.StreamingContext
object UserClickAnalytics {
def main(args: Array[String]): Unit = {
var masterUrl = "local[2]"
var conf = new
SparkConf () .setMaster (masterUrl) . setAppName ("Spark Real Time")
var ssc=new StreamingContext (conf, Seconds (4));
var topic=Array("User Events");
var group="con-consumer—-group"
val kafkaParam = Map (
"bootstrap.servers"™ -> "localhost:9092",
"key.deserializer" -> classOf[StringDeserializer],
"value.deserializer" -> classOf[StringDeserializer],
"group.id" -> group,
"auto.offset.reset" -> "latest",
"enable.auto.commit"™ -> (false: java.lang.Boolean)
) ;
val dbIndex = 1
val clickHashKey = "App::User::Click"
var stream=KafkaUtils.createDirectStream[String,String] (ssc,
PreferConsistent, Subscribe[String,String] (topic, kafkaParam))
val events = stream.flatMap(line => {
val data = JSONObject.fromObject (line.value())
Some (data)
1)
val userClicks = events.map(x => (X.getString("User Id"),
x.getInt ("Click Count"))) .reduceByKey( + )
userClicks.foreachRDD (rdd => {
rdd. foreachPartition (partitionOfRecords => {
partitionOfRecords.foreach (pair => {
val uid = pair. 1
val clickCount = pair. 2
val jedis = ConnToRedis.pool.getResource
Jjedis.select (dbIndex)
jedis.hincrBy (clickHashKey, uid, clickCount)
ConnToRedis.pool.returnResource (jedis)
})
})
1)
ssc.start (),
ssc.awailtTermination () ;
println (")
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$®03/ /AN Artifact &, E{AEE/2H File—Project Structure—Artifacts,
i OK 3%, HRIFPERIUE 17-10 Fi7ro

Add
& JAR > Empty
Android Application

From modules with dependencies...

JavaFx Application  »
JavalFx Preloader
Other

Artifacts

Cancel
i 17-10

IR — LeAN T LRSS, T4 R 17-11 B,

: : - MName: Spark_Real_Timejar Type:
Spark_Real_Time:jar

fﬁa_:l “+" b | il\\J—E-fﬁ

JAR

Output directory:  ChidealC-2018.1 win\IdeaProjects\Spark Real Timelout\artifacis\spa

[nclude in project build

Output Layout Pre-processing Post-processing

Artifacts

2 - 1 Available Elements 7

k|l Spark Real Timejar v Spark_Real Time

W= 'Spark_Real Time' compile output I scala-sdk-2.11.8

Show content of elements -

17-11

$|04 / 45X Artifact £, 525 Build—Build Artifacts , B DAAE A RZH9 JAR B30, 401E 17-12

Fi7Ro
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Build Run Tools VCS Window Help
Build Artifact
«» Spark_Real Timejar »  Action
Build
Rebuild
Clean
Edlit...
& 17-12
) ; v = + —
$B05/ FIEEMEF FEAR T JAR XXH, SALRANE 17-13 fiiro
AidealC-2018.1.win\IdeaProjects\Spark_Real_Time\out\artifacts\Spark_Real_Time_jar
»
SR =g AN
-8 Spark_Real Timejar 360545 16 KB
& 17-13
— 1= rm o - $I-r 1tl:
17.5.3 ZFE=#%: &Z Redis &
2= 4 b = s o —
$801 J gy HEERENEERSSE E, WA 17-14 Fiiro
192,168.66.135_&EHi#] - sftp://root@192.168.66.135 - FileZilla X
Axr REE ZB(V) S8 BRS:HS) BEE) ZEHH BFET! (N
A4 v |[FTOF SV R ATAN
SEZICH BAE () EE(W): BOP): TEERQ) | -
qH 7 7 ~
v Fln/home’HBE
s SARSEETT vl
et v | IiRiES: | /fhome v
=l Em| El home A
- R @ gp
-0l RS v . - ? data-integration |
#{ > . 7 lost+found v:
STiE Sl i 2. A o
iR g SRR =. BUR Fras
json jar M= 2...
kafka jar iz 2.. dp iR 20...  drw---=-- qp gp
redis_jar iz 5. data-integration BT == 20.. drwxr-xr-x root root
spark jar i 5 lost+found prg = 20... drwx------ root root
| Jidea-2018.1.win-x.. 6033232.. DOWNLOA.. 2. ;redis4.0.2.tar.gz 1,713,990 WinRAR [F43Z...  20.. root root
I.Eidea-aﬂﬂﬂ.tuﬁn-x... 3,016 CFG 3zt 2.
B redis-4.0.2.tar.gz 1,713,990 WinRAR E.. 2.. v
[ﬁﬁ? 147, FohEIt: 1713,990 FF BT 1AM, FUMELE 1,713,990 F5
BRSw/AHE R oEE h ER  BE
!
| PIRMOXE | SEEW | EIANES (1)
R S e

K 17-14

$%02/ ¥ NFTIEILEE, 8 CRT TH, ssh % Linux 382, W& 17-15 frro
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192.168.66.135_gE#I#l - SecureCRT - O X
| MR SRS|(E =FEV) BEHRO) S BEFES IRL dFUOW) ZEH)
| @ 3 [ 6] K &/=T0 <Al+R- A Bl FRY @ A
- +”192.168.66.135 EBIHl. x 14 b
ilLast login: Thu Feb 8 12:02:48 2018 from 192.168.66.152 A

[root@hadoop ~]#

]
£y
k

i gz ssh2: AES-256-CTR 2. 18 S{7, 775 VT100 *E

Kl 17-15

$803/ =T FTANZEHS, BERNEADT.

##33F N\ Redis %25 Hok

cd /home/

tar xzf redis-4.0.2.tar.gz

##1k N\ Redis X Hx

cd redis-4.0.2

#4 90

make MALLOC=1libc

#4BEN src XM, BT Redis &3

cd /home/redis-4.0.2/src/

make install PREFIX=/usr/local/redis

#4030

mkdir -p /usr/local/redis/etc

##cp AR MR redis Hax, cp HiMN “\7 Fos & H B8 & A AT 1)

cp /home/redis-4.0.2/redis.conf /usr/local/redis/etc/

##cp HIR R redis Hx

cd /home/redis-4.0.2/src

\cp mkreleasehdr.sh redis-benchmark redis-check-aof redis-check-rdb
redis-cli redis-sentinel redis-server /usr/local/redis/bin/

5B|04 | EHE B, BAHHADT.

##9%H conf M, ¥ daemonize @M IH ves, RIATEL G SIBAT

vi /usr/local/redis/etc/redis.conf

$R05/ FHEILFEESE Redis RS, MALT.

i T I BLA

cd /usr/local/redis/etc
vi redis.conf

#F B bind 127.0.0.1
#EX protected-mode A no

$®06/ /550 Redis 855, BUEHANT, Ba4ERaE 17-16 Ao

## 15 B A
cd /usr/local/redis/bin
./redis-server /usr/local/redis/etc/redis.conf
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192,168.66.135_g=HIF] - SecureCRT - O X
P ws(E) FS(V) ENO) &N BEES) IRL =|OW) =EIH)
| 5 B (o) €0 ) EAEAL <AltR> AR 88l FHY 0 F
+ 192.168.66.135_E8lill  x 4 b

30278:C 25 Apr 17:18:24.683 # Redis version=4.0.2, bits=64, commit=00000000, moditied=0, p1d=39278, just started ,
39278:C 25 Apr 17:18:24.683 # warning: no config file specified, using the default config. In order to specify a
config file use . /redis-server /path/to/redis.conf

39278:M 25 Apr 17:18:24.685 * Increased maximum number of open files to 10032 (it was originally set to 1024).

Seal e Redis 4.0.2 (00000000/0) 64 bit
.= .= . \/ e — =e
( ' . -, ) Running in standalone mode
| - - - T I | Port: 6379
| - — / =" | PID: 39278
— - _ ."" I _

| I — o N http://redis.io

[ |
-

39278:mM 25 Apr 17:18:24.692 # WARNING: The TCP backlog setting of 511 cannot be enforced because /proc/sys/net/co
re/somaxconn is set to the lower value of 128.

30278:m 25 Apr 17:18:24.692 # Server initialized

39278:M 25 Apr 17:18:24.692 # WARNING overcommit_memory is set to 0! Background save may fail under low memory co
ndition. To fix this issue add "vm.overcommit_memory = 1° to /etc/sysctl.conf and then reboot or run the command
‘sysct] vm.overcommit_memory=1" for this to take efftect.

39278:M 25 Apr 17:18:24.692 # WARNING you have Transparent Huge Pages (THP) Supﬁort enabled in your kernel. This
will create latency and memory usage issues with Redis. To fix this issue run the command 'echo never > /sys/kern
el/mm/transparent_hugepage/enabled” as root, and add it to your /etc/rc.local in order to retain the setting afte
r a reboot. Redis must be restarted after THP is disabled.

39278:M 25 Apr 17:18:24.692 * Ready to accept connections

&l 17-16
$%07 / BRI Redis iS5, 20E 17-17 Fiiro
192.168.66.135 E#ITL (1) - SecureCRT — ] 5
MR f=E(E) =&V ERO) FEi(l) E=ES) I1E(L sHWwW)

#EEI(H)
o 3 () £ ¥ BAEHL <Alt+R= A 8g &L
«’ 102.168.66.135 EHIT], |+ 192.168.66.135 E8lHl (1) x 4 b

[root@hadoop bin]# cd /usr/local/redis/bin/ A
[root@hadoop bin]# . /redis-cli
127.0.0.1:6379>

K 17-17

JAAS 0 F

## 7T 5 JIA

cd /usr/local/redis/bin
./redis-cli

$%08 /4 Wi fT, MAWT.

45 5 A

[root@hadoop bin]#./redis-cli
127.0.0.1:6379> keys *

(empty list or set)
127.0.0.1:6379> 1lpush mylist O
(integer) 1

127.0.0.1:6379> GET mylist

0
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$®09/4 XM FE, REF Redis R AT, THFEMT, EEHATT .

# 4R redis S HMBEFE 1D

ps —-ef|grep redis

# R0 redis #HFE, pid SRk AR A 1D s

kill -9 pid

#4 )0 oA

cd /usr/local/redis/bin

./redis-server /usr/local/redis/etc/redis.conf

1754 FEN%: EEZEEFIEITINE

$B01 / BN R EA http://127.0.0.1:7180, BUAMIMKSFIZA0EEA admin, EFE CM B
EOE, Rl 17-18 AT

L]

“ C D 192.168.5.217:.7180/cmi/hame P,
cloudera 0 WE - U BN - wis Bk - oE 7o EEIISEEEY = 2 acmin
#f i3 O FEETRRRE FREREREQ © riaENsy
2nesE4H26H, 30541 FFCST
Hﬁ% E~- ﬁ S0 0% 1 AE 2 /0Bt 6 oNEE 1240ET 1 FE 1w 30d G-
+ O Cluster 1 (coH 5.2.8, Parce - s
« FOEEHENS: Host Montor REEST
O 8
O B Flume =
5 Himee BE - v Cluster1 |
O @ HDFS ‘BE0O - BYEE CPU BYEERMER 10
O @ Hive BRE -
m ) Hue -
O Y impal [ - O EE A
O B Hatka E =
O 2 MapReduce BE -
O @ ooze .
O 1 Spark B0 - BYEEMRE 10
= W Sgoop -
K 17-18
By — \ —l_:.|;— Y i ==l n —— —
$%02/ /350 ZooKeeper, HAZISETE, Mt ‘Bz %40, WA 17-19 fir,
L & | @ 192.168.5217.7180/cmf/fservices/21 /status T

cloudera FR @ - L B - A Bw - B2E d o iR - £ admin

e 201854 H26H, 2736710 5 - 3:08:10 & CST v
01.40 01.45 01:50 01:55 02 PM 0205 0210 0215 02220 0225 0230 25 0240 0245 Q2.5 0255 03 PM N
4 : : $« » wEE a a
i ZooKeeper () ®maiwin @ S

RS SE=M O&aF FRE- owHE LOEEF

ZDGKEEFEF Ce I0MBF4H36H, 30610 FFCST B=x= 3054 1Bt 2ohEd B oA 12 0B 1K 1w 30d E-
Zookespel IS waa  server (localhost) (FH])

=iHEE G =ik, &, & 2E

fHi®
« ToE¥THENR: Host Monitor ST

E{TH RN =sre

EMUREESaT oA, =5 Service Monitor 894875, Bl ———
cores
IBTRR A RICR
Event Server SRLFrIH. =5 Event Server 87K, Enaeis EnaliEis
HERE
Server O 1 FEHlisTIEN
AEXEFHEMERE

&l 17-19
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$®03/ 550 Kafka, HABIRFHXE, Lt “Bsh” &, W& 1720 fir,

&« C | (O 192.168.5.217:7180/cmf/services/56/status g

¥ BRE - FHl gl - witk BEE - B -

=] 2018=4826H, 23644 FF- 30644 BF C5T v
01:40 01:45 01:50 01:53 02 FM 02:05 0210 02:13 02:20 02:25 02:30 DE@& 2. 40 0245 0230 02:53 03 PM 3‘ « » WMIE a 6
¥ Kafka () FIWBTHIR EF =l

AVS E=H oot FES- emE WEESE

BRI =z 2018545268, 3:06:44 4 CST BEE 30578k 1/0ET 2708t G/MET 12/0ET 1FE 1w 30d G-

EMiREESETAOI A, =8 Senvice Monitor 8948

BiE
o THEEHESR: Host Monitor SEIiET

IBfTIRRABiEH
Event Server S5a1A1H,. E=F Event Senver BMA,
FESE& EEFNENIEHEE
wEwE
Karka broker ) 1 F=HIRITIRR
] 17-20

$®|04 / 55 Redis, BEIrSEHITATHIA.

##3E N Redis ZEEH K

cd /usr/local/redis/bin

##)35) Redis RS

./redis-server /usr/local/redis/etc/redis.conf
# 4 AR 2T IR H 3

PS aux |grep redis

BaE i 17-21 frs. W WA s OAZECH .

(& 192.168.5.217_=HIH - =ik - O x
WHF) WEE =SV BRO) FED) EES IS0 S0 EEH)

2 F () 43 ¥ =0T <AkR- LR D BEHY @ & B
€ 192.168.5.217 =R, = | @ 192.168.5.217_=HIHL (1) | @ 192.168.5.217_=HAL (2) 1 B
[root@hadoop bin]# ./redis-server B

10167:C 26 Apr 14:18:20.137 # 0000000000000 Redis is starting 0000000000000

10167:C 26 Apr 14:18:20.137 # Redis version=4.0.2, bits=64, commit=00000000, modified=0,
pid=10167, just started

10167:C 26 Apr 14:18:20.137 # Warning: no config file specified, using the default config
. In order to specify a config file use ./redis-server /path/to/redis.conf

10167:M 26 Apr 14:18:20.138 * Increased maximum number of open files to 10032 (it was ori
ginally set to 1024).

B Redis 4.0.2 (00000000,/0) 64 bit

( ' . o~ |, J Running in standalone mode
| - _ - = = = Port: 6379
| _ / - | PID: 1016/
- _ - _ '-,H" .- __"
| - - _ . et

| Tl - SURSEE http://redis.io

10167:M 26 Apr 14:18:20.141 # WARNING: The TCP backlog setting of 511 cannot be enforced -

i 17-21
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17.5.5 FEHRH: miEMNIT Spark IE[F

$%01 4 FHNBILEIE, /8 CRT TH, F#AZR Spark FIFF L3S, A 17-22 Ak,

192.168.5.217_£2A7 (2) - Secur=CRT = O »
WEF WEE EBM EWO) B®mM Exe IBO SOw EEHH)
33 3 [ &) #K) EAEAL <AltrR= A EEES T Y @ 4
& 192.168.5.217_=4i#], | @ 192.168.5.217_£Hl#, (1) [v19115&5.21?¢mm x| 4 b
[root@hadoop ~]# hadoop fs -1s / A
Found 27 1items
-FWXrwxrwx 3 ma supergroup 0 2016-06-23 08:43 /aa
drwxrwxrwt - hbase hbase 0 2017-07-04 15:50 /hbase
drwxrwxrwt - ma supergroup 0 2017-07-04 11:21 /hdfs
drwxrwxrwx - root supergroup 0 2017-04-05 16:44 /input
drwxrwxrwx - root supergroup 0 2017-06-28 18:10 /input_blacklist
drwxrwxrwx - root supergroup 0 2016-06-29 14:04 /input_spark )
drwxrwxrwx root supergroup 0 2016-05-04 18:53 /input_spark_streaming

17-22

$%02/ &7 FileZilla X FTP TE4LFEFAT AN JAR £ _F{£%]/home/hadoop/spark HF
|, WE 17-23 oo

M) WED &5V ) E5EG) BB By S8R ! (N

EHL(HY: dmA(PY: | (EERQ) | -
W EHVE R ~
A Sl fhome/hadoop By E FRELT
wE ARSI
Ay IETEH fhome/hadoop/spark iE: 7 N30 v
i e v | IEEEE R /homefhadoop/spark

: = arifacts ~ ? swt A
¢ ey wREEE v
TR ’ S ST T ’ STty ST
boL. .
B spark_Real_Timejar 15391 360545 B spark_Real_Timejar 18,340 36045

17-23

$%®03/ 1% Katka T B JAR B5|fR%5 7%, 7F/home/hadoop/spark E3% NEHTE— jar
Xk, ENVATIAR B2 EERXAERXTE, WA 17-24 Firo

i —

SRR SRR BRI RESSERS) FEE) AEERIH) AR T ! (ND
u~ECFEls v Rk k(E 2 Pn
EHLHY: RPN EERS0N: WO PY TREEED | -
e Listing directory fhome/hadoop/sparkfjar ~
iR FIHTMome/hadoop/spark/fjardd ESRED
W A SR
W S SESTT w
|1'92,'168,1.105_EH3{H'L-sﬁp:ﬁfhadmp@mlm&tmﬁ = 1921681105 F#FL - sftpfhadoop@192.168.1.105 = =
A, v |miEdes: /home/hadoop/sparkdar ¥
(ST i o ~ [ o spark A
b jar ! b jar
i AL TR ST I e bl | T emarkeare i
s M SR 7 | S ) Bt item e
i - k-
spark-streaming-kafl., 216,259 300ESE [l spark-streaming-kafka-0-10_2,11-2.1.0jar 216,259 360EE 01 8-
metrics-core-2-2.0jar 82123 360/545 B metrics-core-2.2.0 ar 82,123 3600ESE 2018
katka 211-0.10.20Jar 564,281 360ESH [ kafka_2.11-0.10.2.0jar 5,641,281 360EE 2018
kafka-cliems-01020J.. 946811 3I60EF B kafka-clients-0.10.2.0,ar 946,811 3G60/ESE 2013
json-lik-2.2.3-jdk15 Jar 148490 60T Eljson-lib-2.2.3-Jdk1 5 jar 148,490 360EE 2018-
jedis-2.9.0jar 553,762 36055 2 |l jedis-2.9.04ar 553,762 JG0EEE 2018
ezmorph-1.0.3ar 77826 260FEE 4 |l ezmorph-1.0.5ar 71820 360EE 2018-
commans-pool2-24.2.. 111,969 36055 4 |l commons-pool2-2.4.2jar 111,269 3G0HSE 201 8-
commaons-peol-1.5.4 jar 96,221 360545 = |l commons-pool-1.54 jar Q6,221 360EH 2018
commans-lang-2.3 jar 245,274 36054 = |l commaons-lang-2.3jar 245274 360EH 2018
commons-httpclient-3.. 305,001 360545 Bl commons-httpclient-3.1 jar 05,001 360EE 2018
commaons-beanutils-1.. 188,671 3605 gmmmﬂni—heanutils-‘l.?.ﬂ.jar 188671 3I60ESE 2018-

17-24
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$804 / 57 Spark ARG S, ERFAEEE, WEFSERJIMSER =4 5dE,
PATH) T2 W R -

spark-submit --master spark://127.0.0.1:7077 --class
main.java.KafkaProducer --driver-class-path :/home/hadoop/spark/jar/*
—-—executor-memory 500m /home/hadoop/spark/Spark Real Time.jar

RN 17-25 Pic. VEE: A a0 AE L.

18/06/06 17:10:19 WARN BrokerrpartitionInfo: Error while fetching metadata [{TopicMmetadata for topic User
Events ->
No partition metadata for topic User_Events due to org.apache.kafka.common.errors.LeaderNotAvallableExce
ptionh] for tﬂpic [User_Events]: class org.apache.kafka.common.errors.LeaderNotAvailableException
18/06/06 17:10:19 ERROR DefaultEventHandler: Failed to collate messages by topic, partition due to: Fail
ed to fﬂtuh topic mLTadaTa for topic: User_Events
: {"User_Id":"ul", "Event T1mP""13282 EleSSJ"_"DS_TypE' 'T0S", "Click_Count":1}
{"User_1d":"u? , "Event_Time":" 82,b¢21H8""_"D5_TypE "10S","Click_Count"” 41
{"user_1d":"u3 Euent_Time":"lJ“SZ 6224008","0s_Type": ID%“ "Click_count"™:3
["User_Td": "L "Event_Time":"1528276226028" ,"0s_Type": ¢ "Click_Count™
{"User_1d":"u5 Event_Time":"1’¢827E?2804r”.”OS_Type":' " "Click_Count™
{"User_1d": "Event_Time":"1528276230053","0s_Type™:"I10s", "Click_Count”

) _F‘_‘. L
L

L0
7 Mempmcd Mo Hom i bom o b ey

‘”qut _Id™:"u? Event_Time':"l:iﬂz?tszUSB”_”Ds_Type":' ", "Click_Count™
{"U%EI_IE"Z : _”Event_Time':"15282?62340?1” 'Os_Type":"’ '_'C1ﬁck_Count"
{"User_1d": "Event_Time":"1528276236075"," 0s _Type™:" '_'L1ick Count”
{"User_Id".”ulD” "Event_Time":"15282 bEJSD;H" "Os_Type": S","Click_ Count"

&l 17-25

$B05/ BT ssh &M, 47 Sparkk A<, SCAEWEIRE, TGS UWT !

CAROL

L

spark-submit --master spark://127.0.0.1:7077 --class
main.java.UserClickAnalytics --driver-class-path :/home/hadoop/spark/jar/*
—-—executor-memory 500m /home/hadoop/spark/Spark Real Time.jar

FEIRIK) 4 TP 17-26 B

Clickanalytics --driver-class-path :/home/hadoop/spark/jar/* --executor-memory 500m /home/hadjs
oop/spark/Spark_Real_Time. jar
18/06/06 19:19:04 WARN NativeCodelLoader: Unable to load native-hadoop library for your platform
- u.'siru_; builtin-java classes where applicable
lﬁf"’ 6 19:19:05 WARN Uti1ls: Your hostname, dblab-virtualBox resolves to a loopback address:
27. ; using 192.168.1.105 instead (on 1nterface ens33)
18 /0¢ j 19:19:05 WARN Uti1ls: Set SPARK_LOCAL_IP if you need to bind to another address
18/06/06 19:19:10 WARN Kafkautils: overriding enable.auto.commit to false for executor
06/06 19:19:10 WARN Kafkautils: overriding auto.offset.reset to none for executor
5/06 19:19:10 wARN Kafkautils: overriding executor group.id to spark-executor-con-consumer-

6 19:19:10 WARN Kafkautils: overriding receive.buffer.bytes to 65536 see KAFKA-3135

C_Time":"1528283955558","0s_Type":"10S", "Click_Count":6}
(0 + Q) / 2]start

64" ,"0s_Type":"10S","Click_Count™: 8}
3959565", "0s_Type":"1I0S", "Click_Count™:2}

e":"10s", "click_count":4}

K 17-26

$®06/ 155/ Redis Desktop Manager I3 Fim T B ERZEEIZIER) Redis 200EE, BIAZTR
Name. FH1ZFK Host. ¥# S Port 58, W& 17-27 A7
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Cloudera Hadoop AX#UEF A LIS

e Ssl S5nan Advances
Neme |192.168.1.105
Host: |192. 168. 1. 105
Port: [6379 s

Auth: |{Dptior‘1a'_} redis—server a|

=zt Connectic K Cancel

K 17-27

$H07‘ PEAE Redis 89 dbl F#EZE, TJIAFEN, App::User:Click EH B4 ~4 SLAEHE, W

&l 17-28 Fi7ro

4 @152 168, 1. 105
> 5 b EBHB%
4 5 dbl (1/1
4 [ App (1
4 1
4 = Uzer (1)
4 (1)

“ehpp o tlgers il

192,168, 1. 106k .. . . pp::User::Click X
HASH: App::User::Click

| Size: 10 TIL: -1

FEenams H @ Delete

row key  wvalu

B} 27
ud 95
u’f 110
uld 114
ud 101
uz Yo
ul 71
ud 96

us 92
S ITY N s 1=

SOl I AR WD

% Add row

@ Delete row

‘S Reload Value

Page |1 o

Set Page

o |

View as: Flain *-

View as . |F‘1ain

Apps tlser:CLlick

Y018—06—-05 2%:44d:41
App:ilUser::Click

DO Q-GN DDeAd A1+ Pepnantion: 100

S Connection: 197

A responss recelved

Fhash

. 168. 1. 105 >

10 1 15E &

[runCommand] ttl

r'l"‘111'lH|‘_1'l'|1_|_H"_|":_ ++-I

EImport / Expc - 4 Comnect to Rediz Server

B Systen log O

K 17-28

17.5.6 ZE7"w: w5 Python LI ATHL 4L

$m01‘ 1:—.[3:‘: Pycharm {%Egéﬁiﬁi?%s ﬁ%ﬁ@—/f‘lﬁ, ﬁﬂl@ 17-29 ﬁﬁﬂ_Tho
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Location: DAPyCharm Community Edition 2018.1 .4‘..project1PrDject_Demo|

» Project Interpreter: Python 3.6

Cancel

Kl 17-29

$802/ 2% Redis £, 7F Pycharm =01 H s File, 6% Settings, ¥EAEET, 7HIRER

%I\ Project, B7FX Project Interpreter, #X%E| “redis” F4F, Wi, L, WE 17-30 Firoe

Settings

Q- Project: Project_Demo | Project Interpreter &

> Appearance & Behavior Project Interpreter: | ogd Python 3.6 DiAnaconda3\pytho

Keymap
Editor &
Plugins Qv redid
F Version Control
Project: Project_Demo (D : Description
Project Interpreter B

weredist Pythen client for Redis key-value store
Project Structure

. . Version
Build, Execution, Deployment

Bk Languages & Frameworks 2.10.6
Tools Author

Andy McCurdy

Specify version

Options

Install Package Manage Repositories

&l 17-30

$®|03 / FE—"py 2%, BLE0 Draw Redis, A& 17-31 i,
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Fe] Praject_Dema [DAPyCharm Community Edition 201878 project\Project_Demo] - PyCharm - O

Eile Edit View Navigate Code Refactor Run Tools VCS Window Help
B Project Demo

E Project QO = | 8- I

B Project Demo

: . Mew on file

» [llli External Libraries Pyth
B Scratches and Consoles Name:  Draw HE[]|5|

Kind: |?"';. Python file

OK

vigation Bar Alt+Home

p files here to open

Kl 17-31

Python [FfCAS 2 T -

print ("Start..... ")

import redis

print ("Wrsi1m)

pool = redis.ConnectionPool (host='192.168.1.105"', port=6379 ,db=1)
r = redis.Redis(connection pool=pool)
print ("3RH name X[V hash T key: ")
keys = r.hkeys ("App::User::Click")
print (keys)

print ("FRH name X)W hash T value: ™)
hvals = r.hvals("App::User::Click")
print (hvals)

prlnt ("HEEE key XTI value {HIFEE 3 AL ENEIEGE 1 A2: ™)

ul = int(str(r.hget ("App::User::Click","ul")) [2:-1])
u2 = int(str(r.hget ("App::User::Click","u2")) [2:-1])
u3 = int(str(r.hget ("App::User::Click","u3")) [2:-1])
u4d = int(str(r.hget ("App::User::Click","ud")) [2:-1])
ub = int(str(r.hget ("App::User::Click","ud")) [2:-1])
ué = int(str(r.hget ("App::User::Click","ue")) [2:-1])
u7 = int(str(r.hget ("App::User::Click","u7")) [2:-1])
u8 = int(str(r.hget ("App::User::Click","u8")) [2:-1])
u9 = int(str(r.hget ("App::User::Click","u9")) [2:-1])
ul0 = int(str(r.hget ("App::User::Click","ul0")) [2:-1])

import matplotlib.pyplot as plt

values list = [ul,u2,u3,ud4,ud,u6,u’7,u8,ud,ull]
print (values list)

print ("HEHIFEKE: ")

plt.bar (range (len(keys)), values list, color='rgb')
plt.show ()

5%04 J 17151,
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17.5.7

BRla—%: 1T Python 12+

501/ 177 Pycharm TR, AHFTAEE, HTRE, WE 17-32 fr.

= Project_Demo [DiyPyCharm Community Edition 200 8,1 $\project\Project_Dema] - -\Draw_Redispy [Project_Demo] - PyCharm

File Edit View MNavigate Code Refactor Run Tools VC5 Window Help

B Project Demo g Draw_Redis.py

EX Project = =N - T r; Diraw_Redis.py
¥ = Project Demo

@ Lraw_Hedis.py
» |llh External Libraries

B Scratches and Consoles

Draw_Redis

Copy Reference
I I'Il:l':1|. e

Paste from History

Ctrl+Alt+Shift+
Ctrl+V
Ctrl+Shift+V -
Paste Simple Chrl+aAlt+5hift+V B
Colurnn Selection Mode  Alt+Shift+Insert
Find Usages Alt+F7
Refactor ]
Folding 3
Go lo b
& Run 'Draw_Redis’ Ctrl+5hift+F10
o Debug Draw_Redis’

- | Open in terminal
Local History L4
Execute Line in Consale Alt+Shift+E
Run File in Console

|" Cormpare with Clipboard
File Encoding

& Create Gist...

il 17-32

$W02/ FHATLERIAITHNT, WA 17-33 oo

Run: & Draw Redis
D:\Anacondad\pvthon. exe
atart. .. ..

B 2 1
3Rl name % WhashH BT E Hlkev:

b'ub’, bu8, b u? , b’ ul(’ ,

¥ B name X WhashB] 8 Hvalue:

b’'92", b’95, b 118

, b 1227,

3 _y ¥ n?
b uY , bud,

"D:/PyCharm Community Edition 2018. 1. 4/projec

b'ud’, b ud

¥ - ¥
b ul ,

b'101", b’ 78

B E A key At Mvaluel8 FI 58 361 B BIZE 147

—

(9, s

EHERE

99, 92, 118, 95,

}r)
L il i

101, 12

Kl 17-33

$®03/ =TEFE, FASRER, ME 17-34 Fir. EP, #HFRTEBASHS, I

T AR AT R EEE,
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80 A

60 1

40 -

20 A

ﬂ-

0 2

x=1.95714 y=9.2.7251

K 17-34

176 Wi H & 4%

A I H iz FH T Kafka. Spark Streaming 55 SEH [F)H ARHESE, 1B BE 1 4 S0 20 Hr i)
JREE, DR 2SI 70 A RS RONIE Rl F 58 ANEE n] LLXT Kafka SE P~ A 2038 ) BoR A4S HIK =
KIFIA N, AR Redis 1X /) N AR 8 22 1) SR B R SEBREAE , #hZ5 342 Spark Streaming SE I AL F
FAR, FAZ Python iE5, Hi&E Python 7ER] AL IT TR BLAR T HE. AF B XA H £ H 5 1 T
VE% X HAR AR B B .
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op
P
=h
=
I

18.1 WiHW =

E BRI H Y, HIEAH R P50 2 H A . KRR EMEEHEEE, BiE
sl F P95 1P Mihb, G XA e i a] DUERITE LB . IR K 5 (1) V5 i) H 5%k
o Gerk M R S Uil (O P& Uriel 1) 1P B, Bk P BE SR AR

I AT N Sy 50id Ay IR Y P BZS IG5 i EE R P o I R 2 ) 25
), RoniX L] P R Z B0 R F LR InmE Le ] P2 i H g sk IR BuE i — e WAE, R 2.
A LUEF X IX 2 Y P 4l 360 PEJCAEA I PEAAR RS, PR HH AP PR 5 4 SRS

18.2 WiHixiFHM

AZMH P HEZESE V0 H 5 Linux. HDFS. MySQL. Sqoop. HBase. Hive. Kettle.
Python 5B S M T HIMEH 7%k, AT H, A0 T5 2 Z6E HREAE R AR BL & 25 Fh
THBAE, @R emAEElE. ddlZaemE, ol DaES s =i

e & HBase. Hive. Sqoop. Kettle. Python 3F#k #4445 R AofE .

® Z)-F 553k Linux 3] HDFS #4942,

® & MySQL A3 & 5 5 FRaRAE.
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e Z[RiRAE Sqoop 69 EIERAE.

e 7% HBase 49 A R/R3E,

® 75 #AF HBase €32 & afit4z,

® 7% Hive ZIE 4 EayJR3E,

o FHF ik Hive 0| & 5F.

o F2{EA Kettle £ILH F49 ETL 142,
T B4t 4 £ Python T 235 = .

B F = FR4EAE1E A Python 1& 45 F.
L% 5 Python & B &9 T AALAL T

18.3 T H B ARZAG I K

ATNH R 2EASHERNEIRN et 51, XA IR SR AN 4%, 5] LR P B2k A B T
3, HewnIRAT AT LK H B R K43 HDFS W, 2 )5 fiak—22 ] MapReduce. Hive 55K X%
Pa AT 408, AR i 18-1 Pho.

HBase ‘E S
e i
- - 2

sk HS ﬁﬂﬁ&mm MySQL TS

SQLEES
18-1

BEIH (5 ARZ AL A -

Linux %%t CentOS 6.564 {Lha A,
FTP #:4F 3.14 Bk,

% Z A5 B MySQLS5.6 ha .
HDFS 57 XL & 4.

F3E 432 T B Kettle.,
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3354 Hive,

NoSQL %3 % HBase.

K #AE= 49 ETL L H Sqoop.
Python 3.6 A% 7 &35 Z .

AT BRRER AL, AT E A T RACAETE, DU A AR KRR SR AR AL BOR .

18.4.1

18.4 Wi H S buk

F—5. ARHEE FTP 2 Linux IRt

il

L FTP L HAUAHL [P 2 _EAL 3 Linux #A85, W& 18-2 s

NP &EE) S/ ZWD) RSES) BEE) Fh(H) BRI !N)

Ul - |‘.]‘|Fi[::| S B KkE TN

=EHL(H): FEP=U):

RS (W) T (2):

575 Listing directory froot/hadoop
ez A4 /root/hadoop I E FARTH

Athis e

BT

L=}l

Frgih e | froct/hadoop
- P guava-11.0.2jar

>

- | hadoop

LT kel

log_2018-05-02 txd

loc_2018-05-03 txt
log_2018-05-04 txt
log 2018-05-01 it

£

A SR

2,705,541 WA SRy
2,704,041 SCAITRY
2,720,307 STAITRY
2,707,250 STASIRY

1,121 3CH30RY

ST 1R, AR 1121 5

AR =5 A8/ At S0

<

M=

<
5 I, RvE 10,838,260 £

-

demo. txd

log_2078-05-01 txt
log_20718-05-021xt
log 2018-05-03 1xt
log_20718-05-04.1xt

SRS MR

1121 SRSy
2,707,250 SCESTRY
2,705,541 STASTRY
2,704,041 STESTRY
2,720,307 STASTRY

7Tl TR

FUBARTR £+

R | RS ) |

&l 18-2

18.4.2 ZFE”i5: Linux ##E _L{%%I HDFS

f Linux P55 F 12838 _HA4L 3] HDFS, i53#UTLL F g4

#MMER H %
407 uDFS H®
#M & vDFS X

hadoop fs -rmr /input log

hadoop fs -mkdir /input log

hadoop fs -rmr /input log/demo.txt
# EARAHD 14 nux s SCfF 3] HoFs H %
hadoop fs -put /root/hadoop/demo.txt /input=lcg
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FHfE 2 EAT R
hadoop fs -1s /input log

PEVEF P 18-3 Fras.

) 192.168.1.106 - SecureCRT - O
I

MR GEE(E) EE(N) EmO) LH BEES) TRO sZHM) #EH)

dod B [ & 20 BATHL <Alt+R N 23 T2 0 ’

'192.168.1.106 X |+ 192.168.1.106 (1) b
[root@hadoop ~]# hadoop fs -put /root/hadoop/d
emo.txt /input_log N

[root@hadoop ~]# hadoop fs -1s /1nput_log

Found 1 1tems
-rw-r--r-- 1 root supergroup 1121 2018

-07-14 00:05 /input_log/demo. txt
[ root@hadoop ~]#

& 18-3

18.4.3 F=%: {£H Hive 17i8] HDFS

$801 / 275K Hive 3%, FEREIETF/ Hive B, #HE—KEK,

TV LB WL () HDFS £7 8., HDFS Zd AR AR A B 2 /input_log, AT IBIALN T -
#HEFEH AN hive FLol LA hive shell iS5t

hive

#H#40)EE Hive iR E

hive>create database 10g20180714;

44 44 ) e

hive>use 1o0g20180714;

####01EH Hive X, JFRE HDFS AT MU 12

hive>drop table t log;

hive>create external table t log(ip string, time string, url address
string) ROW FORMAT DELIMITED FIELDS TERMINATED BY '|' location '/input log' ;

## 44 )RR

hive>select * from t log limit 10 ;

AT FE ] 18-4 Fioi.

= 192.168.1.106 (1) - SecureCRT - O
| SoeHP) RIE(D) BB EE0) ZH0 KHES) TEL) SOM) mREH)
L APRAR M EN-AR AR B3 FRe @& .

10216870106+ 192.162.1.106 (1) x 1 P

hive> drop table t_log;

QK

Time taken: 0.482 seconds

hive> create external table t_log(ip string, ti
me string, url_address string) ROW FORMAT DELIM

ITED FIELDS TERMINATED BY '|' Tlocation '/input_

f ije taken: 0.269 seconds
| hive>

%] 184

AR v, i 18-5 s
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* from t_log 1imit 10

20180503112020 http://www.163.com/image=1
20180503112021 http: v.163.com/data=2
20180503112021 http: ww. 163 . com/data=2
20180503112022 http: .163.com/image=1
Z0180503112023 http: v.163.com/image=1
20180503112024 http: ww . 163 . com/source=3
20180503112021 http: .163 . com/member . php?mod=register
20180503112022 http: V. ??.cnmfﬁnurceﬁ
20180503112023 http: wi. 163 . com/image/
20180503112023 http: v. 163 . com/common,/
12.424 seconds, Fetched: lU rowgs)

1
L] 2
.4
.5
.
. b

b

= 0=

&l 18-5

$%802/ £/ Hive WG TES, Gt B AN MM ITE PageViews, &R PV, PV 51T
ABFAXETTENZDA, 1 DEPERITH 1 PR EHICK 1 Ko 1517H Hive AL T -

F###OIE Hive &
hive>create table t log pv as select count(l) as pv from t log ;

#4470 Hive RIVEIE

hive>select * from t log pv ;

AT IE A 1 25 R an & 18-6 P

hive> create table t_log_pv as select count(l) as pv from t_log ;
Total jobs =1
Launching Job 1 out of 1
Number of reduce tasks determined at compile time: 1
In order to change the average load for a reducer (in bytes):
set hive.exec.reducers.bytes.per.reducer=<number>
In order to limit the maximum number of reducers:
set hive.exec.reducers.max=<number>
In order to set a constant number of reducers:
set mapreduce.job. reduces=<number>

&l 18-6

$%®03/ £/ Hive StihES , ST A P2 RegisteredUsers, f8F% RU, Z=7~FH FiAalE
METIE B AT -

F### IR Hive &
hive>create table t log ru as select count(l) as reguser from t log where

instr (url address, 'member.php?mod=register')>0;
hive>select * from t log ru ;

AT IC A 1 25 R an & 18-7 P

nstri{url, "member. php?mod=reg

: *HmlnLlhEﬁLlelun [Error 10004]: Line 1:75 Invalid table alias or column reference "url': (possi
ble column names are: ip, time, url_address)
hl- tT_log_ru as *ﬁlPET count(l) as reguser from t_log where instriurl_address, 'member.php

1
nnP IJ?d f1| a rpdu ar |1n bytes):
ﬂ,cxnt.rnducer 'tEE.FEF.FEdUEEF={ﬂuthFﬁ
1m1T thw L L' JF reducers:

ce. Job ] L=<
jnh 1531506528409_0003 , Tracking URI http:/ 8/ proxy/application_1531506528

Jopt/clouderas/parcels,/COH-5,.3.8-1,.cdh5.3.8,p0.5/1ib/hadoop/bin/hadoop job  -kill job_1531

rm]llhn for Stage-1: number of mappers: 1; number of reducers: 1
: Jtdun—l map 0% reduce 0%
Stage-1 map = 10 reduce Cumulative CRU 2.49 sec
Lijl -1 map = 100%, reduce Cumulative CPU 4.46 sec
4 onds 460 mse

%] 18-7

$%804 / £/ Hive Z1ES , 1AM IP & 7~ E 18 B, w3 [0) TLHE INEIRY TP >
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NS, HEFE—1IP Tivalel/L |, Jhz IP #398E 1 {1 AL, REESHEEPA
HEANEE IP N, #4780 Hive iS40 -

FH##MER Hive IR E
hive>drop table t log ip ;
####00E Hive L

hive>create table t _log ip as select count(distinct ip) as IP fromt log ;

#4447 Hive KA

hive>select * from t log ip ;
$R05 4 HAENGITIEIMFRE 1 HOCRMERF. B8 1 KRR ENGERES
K, Hive RBHIALTT .

ORISR R

hive> create table t log all as select time, a.pv, b.reguser, c.ip FROM
t log pv a JOIN t log ru b ON 1=1 JOIN t log ip ¢ ON 1=1;
#H# A Hive RIS

Hive>select * from t log all ;

HAT L BIAS 10 25 P 18-8 Ao

hive> create table t_log_all as select time, a.

pv, b.reguser, c.ip FROM t_log_pv a JOIN t_log
ru b ON 1=1 JOIN t_log_1p c ON 1=1;

& 18-8

18.4.4 FEMF. {FH Kettle 1B#IES N\ HBase

801/ £ H Firefox Fxiaas, #HAZIREIREN Hadoop HIFF A5, #81A HDFS. HBase
Fhk S22 T AEEERA, E 18-9 fivro
@ = Sat)ul 14, 522PM  root

% Applications Places System E) & a"
Home - Cloudera Manager - Mozilla Firefox - B X

Y

Fle Edit \iew History Bookmarks Tools Help
/% Restore Session b= ]EHnme - Cloudera Manager |
& [@ 127.0.01.7180)emf/hon v & [ g 4
CIUUdEﬁ'[ﬁaﬂEQEF Home Cluslers - Hosls Diagnoslics - Audils Charls - Administration - 0o LN Support- X admin -
A Status @ AllHealth Issues  #F All Configuration issues ] @ All Recent Commands
July 14 2018, 5:22:08 PM CST
Status @~ Charts 30m ih Zh 6h i2h 1d 1w 30d @~
» O Cluster 1 b
» Unable ko Issue guery: the Host Monitor |8 nol runing
C ™ Hosk
= § Flume
O H Hease e a v Cluster 1
C B HOFS 4’ o Cluster CPU Cluster Disk 10
w8 Hive B
@ el Hu=
Ch f Impala
@ [ katka
m B MapReduce D
@ g Cozie
Y 41 Spark O - Cluster Network 10
m W Sqoop
® B VARN (MR2 In... O
C  # ZvoKoepe Fd 1 s (v
_I;ﬁl Home - Cloudera Man... | |2 [mot@hadoop:~] @

%] 18-9
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NS, HEFE—1IP Tivalel/L |, Jhz IP #398E 1 {1 AL, REESHEEPA
HEANEE IP N, #4780 Hive iS40 -

FH##MER Hive IR E
hive>drop table t log ip ;
####00E Hive L

hive>create table t _log ip as select count(distinct ip) as IP fromt log ;

#4447 Hive KA

hive>select * from t log ip ;
$R05 4 HAENGITIEIMFRE 1 HOCRMERF. B8 1 KRR ENGERES
K, Hive RBHIALTT .

ORISR R

hive> create table t log all as select time, a.pv, b.reguser, c.ip FROM
t log pv a JOIN t log ru b ON 1=1 JOIN t log ip ¢ ON 1=1;
#H# A Hive RIS

Hive>select * from t log all ;

HAT L BIAS 10 25 P 18-8 Ao

hive> create table t_log_all as select time, a.

pv, b.reguser, c.ip FROM t_log_pv a JOIN t_log
ru b ON 1=1 JOIN t_log_1p c ON 1=1;

& 18-8

18.4.4 FEMF. {FH Kettle 1B#IES N\ HBase

801/ £ H Firefox Fxiaas, #HAZIREIREN Hadoop HIFF A5, #81A HDFS. HBase
Fhk S22 T AEEERA, E 18-9 fivro
@ = Sat)ul 14, 522PM  root

% Applications Places System E) & a"
Home - Cloudera Manager - Mozilla Firefox - B X

Y

Fle Edit \iew History Bookmarks Tools Help
/% Restore Session b= ]EHnme - Cloudera Manager |
& [@ 127.0.01.7180)emf/hon v & [ g 4
CIUUdEﬁ'[ﬁaﬂEQEF Home Cluslers - Hosls Diagnoslics - Audils Charls - Administration - 0o LN Support- X admin -
A Status @ AllHealth Issues  #F All Configuration issues ] @ All Recent Commands
July 14 2018, 5:22:08 PM CST
Status @~ Charts 30m ih Zh 6h i2h 1d 1w 30d @~
» O Cluster 1 b
» Unable ko Issue guery: the Host Monitor |8 nol runing
C ™ Hosk
= § Flume
O H Hease e a v Cluster 1
C B HOFS 4’ o Cluster CPU Cluster Disk 10
w8 Hive B
@ el Hu=
Ch f Impala
@ [ katka
m B MapReduce D
@ g Cozie
Y 41 Spark O - Cluster Network 10
m W Sqoop
® B VARN (MR2 In... O
C  # ZvoKoepe Fd 1 s (v
_I;ﬁl Home - Cloudera Man... | |2 [mot@hadoop:~] @

%] 18-9



B 18EF AREUEsSHEN : BFH

RRSN=papienl=

229

HATI A 2181 A

hbase shell
##+##0) 8 HBase K

#4441 N\ F) HBase M54

Shbase> create 't log detail', 'cf';

{1 HBase A7 fiei FEAN 1Y H 43, A FIHEWS A H] TP HIETr] EAT W A0 28030 = i) H pe . B,

P 18-10 Fizs.

SHP) REE) BEV) B0 FR0 HAS) IRY E0W) 26H)
i) 3 [3) & ) AL <Alt-R 1y 48 458 5 X e @
+ 192.168.1.106 x + 192168.1.106 (1)

hbase(main):001:0> create 't_Tlog_detail’,

hbase(main):002:0*
hbase(main):003:0%*

ssh2: AES-256-CTR 5 20 547,467

&l 18-10

Linmupe

$®02/ /A FTP TH, £ Kettle TH FEFIPRSEE, WA 18-11 Ak

JAHR R EE(V) R ESES) BEE) WEH) EFRRT (M)

el - Y YN,
ZER{H): U R G (P RIEEERQ) | -
HES {EE T 10,895,260 S2% (lE 11 PASED T RS A
B (EE T 5,128,192 FF (B 7 FISEPD 1T 30T b
A e | D v |1ZAE s | froot/hadoop v

=g D: (FRA02) - P guava-11.0.2jar ~

] tDEFWeI E DT E hﬂdﬂﬂp
{ } 'I-J' bao e bl
S AN AR A S SN ST B BE A
| System Volume Infor... R .
| PyCharm Communit... i | data-integration o [a 20... drenar—xr
| Eclipse 4.6 x64 W demao.tuxt 1,121 3ORAHY 20.. -rw-r--r-
| RedisDesktopMana... S log_2018-05-01 b 2,707 250 RO 20 -re-r--r-
| ScalaForEclipsed.i.1 i log_2078-05-02.txt 2,705,541 SRRy A0, -rw-r—r-
N data-integration log_2018-05-03 et 2,704,041 3R 20 -rw-r--r-
| Redis Mg v log 201 8-05-0.txt 2720307 BBy 20.. -rwy-r--r- ¥
£ > £ >
FRET 1R, BEET 1A,
A5 B /A FIlE R Fo
£ >
FRABU AL ALIAY{EE) (28)
o B [0 EE e

$803/ 777 Kettle X ETL HIRANMNET R, FE— 0K, W0E 18-12 Fiir,

Kl 18-11

ETL s HFRAENA ), SRR e 2 A B 1t /e, b2l ohig . BaRdl &, 1

I B CEFIEE:  AFEME RT3 A2 KR R I 1 B o i Ab
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&3 Spoon - F52 1

SHHEP) 8 WE ST TE S
b SERR |
[SESIE-E i TS oE- SN g

- i, 8=
~ [0 Deprecated -
~ 3 Input
» 0 Output
« [0 Joins
+ [ Transform
~ [ Validation
B #A
O &
0 45k
o 17 =
i 717
> B

Brli0®fs ¥EO8 = 100% v

_:

Perspective: Data Intea

» [0 BA Server
i =

Pl R
k-l

> [ 8T

- [ Big Data

~ M Adiila

Drag & Drop a Step

Also try shift + double-click

b

Kl 18-12

$804 / M “Big Data” £ EHEHA 1 /1> “Hadoop File Input” HHEIEITIXE], F#HiT44E,

ENTEMINEEL T,

Environment 1£+<Static>.
File/Folder ¥ & 4 hdfs://root:123456(@127.0.0.1:8020/input log/demo.txt.

root &7 K Linux 34E R 4690 P, 123456 R4 %K Linux 4£4F 2 %6 %45,

WER SR 18-13 s

SHP) R IR T TH %5E
B = EER
2 FRRE |2 HTIR

i % B
= Deprecated ~
1 Input
B9 Owtput
[ Joins

. [ Transform Hadoop File Input
1 validation
B
sl

2% Helfs Etl Hbase =
CrlO0®fE BEHE = 100% v

[ G2 SO PR fReE i e

w Spoan - Hdfs_Etl_Hbase (B3R}

. [ % FEERER Hadoop File Input

- O

Perspective: Data Inteq

(=)

i FECPlTSI:
. 9 BA Server # Emdaronment  FilefFolder

o & 1 <Static=
E1 iR
O #iE
(i
Wil in
4 [ Big Data
el M E— BRI

& Cassandra Input -
'S Cassandra Output %Li?ff?#gfﬁ

i, CouchDb Input S J_-_, -F_
[ HBase Input SRR xR

4 HBase Dutput e A BB = B L Bt
T HBase Row Decoder

11 Hadoop File Dutput
Fe MapReduce Input
2o MapReduce Output

[ Hadoop File Input ...

helfs:f¢hadoop-hadoop@1.27.0.0.1:9000 echh bs/data/example_data.log

STHHRE BTk RE RGNS

HECER RUA(C)

Kl 18-13

AN BRI N, WE 18-14 fhr.
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HFEF Hadoop File Input
SOPE AR SERONE 8 TR

e csv
ohE |
STRIRRAT -
(ECHIRER R IiT? [
B
i [J3kapma= 1
Em CEsrTis o
ST Y (] LB nT Y
SRFRE (printout)? 53005 080 an
BT (o
[T Mone
BETT v
FEHHaESrEEY [ e ss s
WA ETHE [ milsresi
SHENTE
fEEL Unix
WS |UTF-8
IDREERS

= =T v e
R EHRETL 2h CN

ERMtE
T

@'Help:

W™

@ | Inser TAR

BEO) | WmEER || B0

< 18-14

$®05/ M “Big Data” XEEHEHN— “HBase Output” HHENRITEEHERE, FtTREN

wE, FEEWAE 18-15 Ao
Hadoop S HEAC B 11l 18-16 Fis.

Step name |HBa5e Output

fﬁ:nnﬁgure cnnnectiu‘ﬁ“‘*-.x{:reatEfEdit mapping§ "

Hadoop cluster |127.0.0.1 S || Edit... | New...|

URL to hbase-site.xml | jetc/hbase/conf.cloudera hbase/hbase-site. xml o

URL to hbase-default.xml | jetc hbase/conf.cloudera.hbase/hbase-site.xml e

HBase table name techbbs_detail

|T ‘Get table names]

S

Mapping name techbbs_detail | v ‘

Store mapping info in step meta data
Disable write to WAL [

{Get mappings for the specified table]

Size of write buffer (bytes) l

Kl 18-15
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. Cloudera Hadoop AHUEFESLEkISE

Cluster Name:
h27.0.0.1

] Use MapR client

HDFS
Hostname: Port:

127.0.0.1 | (8020 |o

Username: Password:

root o [ooe: IS

JobTracker
Hostname:
[12?.0 01

ZooKeeper
Hostname:

127.0.0.1

Dozie
URL;

Kl 18-16

WS P B P 18-17 Pl

Step name {HBase Output

‘Configure connection fCreatefEdit mappingk

HBase table name techbbs_detail m‘ ‘Get table names
Mapping Name |techibbs_detail | v

~ Alias Key Column family Column name Type Indexed values

2: time cf: time String
3: URL cf: URL String
4: status status Long
5i traffic cf: traffic Long

[Save mapping] | Delete mapping] Get incoming fields

| oK H Cancel]
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¢ Hfs_Ftl_Hhase =
Drvii0®ef> XBEOR 8 100% v

At TR S SR T T
(®) KT | The transformation will run on the machine you are usin
AT
EERE R
S
Clear log before rul HEg e

[ e
Gather performance m

aEsH T8

CRReE3 EOAE Description

Always show dialog on run

O Help EU(C)
%] 18-18
$W07 4 EEETER, WE 1819 Frro

> - ® 8B E'E-Eralﬁllmmil

A

Execution Results
(® Execution History |“E Logging " = Step Metn’::i| |# Performance Graph"[ll Metrics | ® Preview data'_

em O

EVADIVANLL LJ3.WU.LS = TIWIZ_LLU_lTwass = VISpallimg aLal LU 10 ural ianimniigauin pridnrs_cul_rivase=)

2018/02/11 19:08:24 - cfgbuilder - Warmning: The configuration parameter [org] is not supported by the default configuration builder for scheme: sftp
2018/02/11 19:08:25 - Hadoop File Input.0 - Opening file: hdfs:/froot:**+@127.0.0.1:8020/techbbs/data/example_data.log
2018/02/11 19:08:25 - Hadoop File Input.0 - Finished processing (1=10, 0=0, R=0, W=20, U=1, E=0)

2018/02/11 19:08:25 - HBase Output.0 - Connecting to HBase...

2018/02/11 19:08:25 - rA&Ir{44t .0 - Finished processing (1=0, O=11, R=10, W=10, U=0, E=0)

2018/02/11 19:08:25 - HBase Output.0 - Retneving mapping details for target table

2018/02/11 19:08:25 - HBase Output.0 - Connecting to target table...

2018/02/11 19:08:25 - HBase Output.0 - Flushing wnte buffer...

2018/02/11 19:08:25 - HBase Output.0 - Closing connection to target table

2018/02/11 19:08:25 - HBase Output.0 - Finished processing (I1=0, O=0, R=10, W=10, U=0, E=0)

2018/02/11 19:08:25 - Spoon - The transformation has finished!!
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Shbase> scan 't log detail';

BHEIZATE R, WK 18-20 fizn.

= 192.168.1.106 - SecureCRT - O
SHHP) #RERE) EER(Y) HI0) ZEM BRE TEO #|OMW) RBEI(H
2o B L] & ) BATAL <Alt+R A2 RY © &
+ 192,168.1.106 X |+ 192.168.1.106 (1) q b

hbase(main) :010:0%

hbase(main) :011:0* scan 't_log_detail’;
% 18-20

18.4.5 Z A% {FF Sqoop IEHIESA MySQL

$%01 /4 £/ SSH TR, &S Linux 355, B IP it A, 86, BRaaEk
BPR o » T1E 1821 Ao

= 192.168.1.106 {2) - SecureCRT - O3
| [S70) | $RE(D) BBV BIO) £R0 JRE) TRL ZOMW) 2

iod 3 [0 & 3 AL <Al+R AN B TRY © =
: “192.168.1.106 |« 192.168.1.106 {1) |+* 192.168.1.106 (2) X q b
| [ root@hadoop ~]1# pwd

il /root

[root@hadoop ~]#

[root@hadoop ~]#

[root@hadoop ~]1#

friRE S sch: AES-256-CTR 5 18 547, 46% Llinux =i

&l 18-21

$%02/ WATERGS, BEHAZRIS “MySQL” , 1&[O/Z&EsE, BIoHEAEGEE, BIADT.

#### 5K 2 MySQL 2P I a2 S 1
SMySQL -u root -p

T3] MySQL )% F i 518, Wil 18-22 Frr.

[root@hadoop ~]# mysql -u root -p

Enter password:

welcome to the MySQL monitor. Commands end wit
h ; or \g.

Your MySQL connection id is 13

server version: 5.6.29 MySQL Community Server (
GPL)

Copyright (c) 2000, 2016, oracle and/or its aff
111ates. All rights reserved.

Oracle 1s a registered trademark of Oracle Corp
oration and/or its

affiliates. Oother names may be trademarks of th
elr respective

owners.

by '

Type 'help;" or '\h' for help. Type '\c' to cle
ar the current 1nput statement.

mysql>

 18-22
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CREATE DATABASE log;

5|04/ PR HERLEE, HTHS

#EER, QERE. WEEEE. M. 1P BEES

DROP TABLE IF EXISTS t log all;

CREATE TABLE t log all (
“time® VARCHAR (20) NOT NULL COMMENT '[#j',
‘pv_num’ INT (20) DEFAULT NULL COMMENT 'J['%iE%(&E",
‘user num’ INT (20) DEFAULT NULL COMMENT 'JEMHHF%(',
“ip num® INT (20) DEFAULT NULL COMMENT 'IP#%(',
PRIMARY KEY ( time’)

) ENGINE = INNODB DEFAULT CHARSET = utf§;

HAT G 45 B 18-23 i

XD WEh w0 F|Y sHM) FeD

DiEr et oo Denns Dy o o HEE WHEEs
BERAEETE Zhseasd

1 DROF TAELE IF EXISTS t log all; -
Z CJCREATE TAELE t log all |

3 ‘time® VARCHAR (20) NOT NULL coMMENnT 'BH¥§,

‘pv_num® INT {20) DEFAULT NULL COMMENT '¥ @ E¥ &,
‘user_num® INT {20) DEFAULT NULL COMMENT '¥¥AtHEF ¥,
‘ip_num® INT {20) DEFAULT NULL COMMENT 'Ip¥{',

PRIMARY REY [ time')

-) ENGINE = INNODE DEFAULT CHARS3ET = utff: »
|

10 =1 o N b

B8 #@% E

[SQL] DROP TABLE IF EXISTS t_log_all; A
=AM 0

ATI8): 0.0015

[SQL]

CREATE TABLE t_log_all (
‘time” VARCHAR (20) NOT NULL COMMENT 'HER'",
‘pv_num  INT (20) DEFAULT NULL COMMENT "ASESXE,
‘user_num’” INT (20) DEFAULT NULL COMMENT S REL,
ip_nurm® INT (20) DEFAULT NULL COMMENT P3¢,
PRIMARY KEY (‘time)

) ENGINE = INNODB DEFAULT CHARSET = utf8:

M7 0
B 0.037¢ .
Er{alAT18]: 0.0395
& 18-23
$B05/ LM Hive 4%, SHEI MySQL £, W& 18-24 fix, SHAHITHALT .

44 4 T A

$sqoop export —--connect jdbc:mysqgl://localhost:3306/log —--username root
—-—password mysql --table t log all --export-dir
/user/Hive/warehouse/t log all/part-m-00000 --input-fields-terminated-by
'\0001"

#H#EHF R X[ -—export-dir ZIREM Hive HX F IR ESLE

$L8EF A¥IELAES - BRASSZEHHIE | 235
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MEHF) WEE BB ERO) S50 EERG) TRU ssOm) BaH
@@m;ﬂﬂ'ﬂm_’{lﬁ-‘:‘-“':{ RN E!_&J j% ' (7]

w 1921681106 |+ 192 1681 106 (1) |+ 192.168.1.106 () X q
L root@hadoop ~]# sqoop export --connect jdbc:mysql:// )
--table t_log_all --export-dir /user/hive/warehouse/t_log_all/part-m-00000 --input-fields-terminated-by
0001

* -.7H.

warning: /opt/cloudera/parcels/CDH-5.3.8-1.cdh5.3.8.p0.5/bin/../1ib/sqoop/../accumulo does not exist! Ac
cumulo 1mports will fail.
Please set $ACCUMULO_HOME to the root of your Accumulo installation.

&l 18-24

$206/ 1 M Navicat for MySQL ZHBEMNZ Fim T2, E 2528 MySQL £/,
O UBFITERENENE, BIAZE IP Hilt, B/, &8, i “BX” 2 H, SENEEY
& 18-25 7o

X e 'F 8B Wb
C8Ams E8HmE U mERS | REEE

time pv_num user_num I_num
20780501 380 20 30

20180502 390 30 20
20180503 400 40 30

420180504 370 30 20
v

M 4 > M F = a Q0 el i
UPDATE “ttech bbs « B4 £i3F G4 F1 @
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%01/ 777 Pycharm (REB4e4ERS, JEprE—1 T, 2R 18-26 Ao

= Create Project

Location: | DAPyCharm Community Edition\project\Project 1

» Project Interpreter: New Conda environment

Kl 18-26
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%02/ 2% MySQL B, 7F Pycharm P A File, Y Settings, HENZEM, 7HRETH
A Project 1, &k Project Interpreter, %%/ pymysql, X, sty Install Package #%5H, 20E 18-27 ffivro

E Settings

Q- Project Project: Project 1 | Project Interpreter &

¥ Editor Project Interpreter: | ngd Python 3.6 (Project_1) D:\Anaconda3\envs\Project_1\python.exe

Inspections

File Encodings Packaoe Version Latest
certifi Available Packages

pip

Plugins python Qr mysql

¥ Version Control setuptod
VL mysql-connector-c Description

spelling

YL
LA " ] LT C
vs2015_ mysql-connector-python
Git wheel

wincertd mysql-python

sl mysqlclient
¥ Project: Project 1 pymysq|l

Pfl’)j ect In terpreter r-rmysq|
Project Structure
¥ Build, Execution, Deployment Specify version
_onsole
¥ Console Options

Python Console

¥ Tools Install Package Manage Repositories

Terminal

Cancel

& 18-27

$®03/ FE—py WEF, BEA Draw_ MySQL, %1E 18-28 fi7r,

= Project_1 [D:\PyCharm Community Edition\project\Project_1] - PyCharm - O
File Edit View Navigate Code Refactor Run Tools VCS Window Help

BN Project_1

B Project ~

B Project_1

Il External Libraries Name: Draw_MySQL

Ei Scratches and Consoles
Kind: @ Python file

oK
Recent Files Ctrl+E

Navigation Bar Alt+Home

Drop files here to open

Ll Packages installed successfully: Installed packages: ‘pymysql’ (2 minutes ago)

Pl 18-28
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Python [FJfCAS 1T -

print ("JFiE...")

import pymysql

import plotly.plotly

import plotly.graph objs as pg

print ("W EM mysql s EEERE)

conn =

pymysqgl .Connection(host="1localhost",port=3306,user="root", passwd="MySQL",db
="techbbs", charset="utf8")

cur = conn.cursor (pymysqgl.cursors.DictCursor)

print ("W EEZAEMIIREIE)

cur.execute ("select * from t tech bbs sum")

rows = cur.fetchall ()

print ("HH] 1list dRE™)

lists = L1, 01, (1, []]

for row in rows:

lists[0] .append(row["date"])

lists[1l] .append (row["pv"])

lists[2] .append (row["newer"])

lists[3].append (row["ip"])

print ("{TENEHE: ™)

print (lists)

date pv = pg.Bar (x=1lists[0], y=lists[1], name=' I &E")
date newer = pg.Bar(x=lists[0], y=lists[2], name='JEMHMH %)
date ip = pg.Bar(x=1lists[0], y=lists[3], name='IP%("')

data draw = [date pv, date newer, date ip]

layout = pg.Layout (barmode="group', title="&"/NW[a]E M, HESH{EE™)
fig = pg.Figure(data=data draw, layout=layout)
print (" m &SR
plotly.offline.plot(fig, filename="D:/test.html")
print ("4iH...")

5%04 J 2R,

18.4.7 wmR—: 4T Python 2%

$801/ 777 Pycharm TR, HHEHTRAD, WE 18-29 AR,
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(e Project_1 [DAPyCharm Community Edition\project\Project_1] - .A\Draw_MySQLpy [Project_1] - PyCharm

Eile Etdit View Navigate Code Eefactor Run lools VCy Window Help

B Project_ 1 [ Draw_MySQLpy Draw

B Projece € == | #- 1~ [ Draw_MySQLpy

v I Project_1 print(
[ Draw_MySQL.py

» |lli External Libraries

Copy Reference Ctrl+aAlt+Shift+C
Paste Ctrl+V

Ctrl+Shift+V
Ctrl+Alt+Shift+V
Column Selection Mode  Alt+5Shitt+Insert

Find Usages Alt+F7

- Paste from History...
B! Scratches and Console . -
Faste Simple

Refactor
Folding

Go o

Run 'Draw_ NMy50L

]
P

3

Ctrl+Shift+F10

& Debug 'Draw_MySQL"
Select ‘Draw MySQL
Show in Explorer
- Open in terminal
Local History (]
Execute Line in Console Alt+5Shift+E
Run File in Console
Compare with Clipboard
File Encoding
& Create Gist_

Aate mv = no Bar{~+=11ist=<I0 =Ta<t=

1.15 CRLF= UTF-8+ Tt

& 18-29

Draw_MySQl

D:\Anaconda3\pvthon. exe “D:/PyCharm Communitv Edition/project/Project_1/Draw ]

1380, 3901,
" 20170603 ],

20170603,

s finished with exit code 0

UTF-8: & &

&l 18-30
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i

< » ITEHL » 00 (D)

STl xE PN
€ test.html Chrome HTML Do... 2,672 KB
4 18-31
$®04/ 77T HTML S0, 58 aE 18-32 fiomo, WEF, #HiRxHE, AR Em

SR o

C @ filey//D:ftesthtml

&,
H ARG AESTEE

B 1P

I EZiIat
\ 20 I3

20,170601M B T T 20,170803M 20.170604M

Export to plot.ly »

<] 18-32
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