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R—ETRBERNBKafkakHighLevel APIER, HiBITXLEAPI, HEiEKafkaZBNMEBREMURIBERNELRIE.

KafkaiZft T EZRFIHAPI, HighLevel APIFILowLevel API, HighLevel APIF13E T kafkal9icfT4AY, ({EMRKLERESE, ERWHF L TIEFR
ERAMNEFIHAPI, TLowLevel APINIBEZFifH S EiEKafkafliz{T4l T, Partition, OffsetiXLEEIEHMAZTFIHETEIE, XEAPIINEEER
&, ERFRERIEEESR, hERFEHE. RERDEMEERIEBRMNZSESSB/RER. EMNWESZHighLeve API

MERERE P imif e
Kafkai2ft TIEEBRMNZFIHAPI, REES|A—Maven{k#iE0a :

<dependency>
<groupId>org.apache.kafka</groupId>
<artifactId>kafka_2.13</artifactId>
<version>3.8.0</version>
</dependency>

HBRZEEERIE

AR LAERKafkat2 ftAProducerss, IREREIXHE.

KRIZEERI, TopicEEIRAICIE, EiNEIEIES: bin/kafka-topics.sh --bootstrap-server worker1:9092 --create --topic Topic --partitions 3
--replication-factor 2

HESNEERM.



public class MyProducer {
private static final String BOOTSTRAP_SERVERS = "workerl:9092,worker2:9092,worker3:9092";
private static final String TOPIC = "disTopic";

public static void main(String[] args) throws ExecutionException, InterruptedException {
//PART1: i§BERFEBEXEME
Properties props = new Properties();
// WAEEERZKafkalinOa
props.put(ProducerConfig.BOOTSTRAP_SERVERS_CONFIG, BOOTSTRAP_SERVERS);
// BEEkeyHIFEFILE
props.put(ProducerConfig.KEY_SERIALIZER_CLASS_CONFIG,"org.apache.kafka.common.serialization.StringSerializer");
// BEBvaluelF3ItE
props.put(ProducerConfig.VALUE_SERIALIZER_CLASS_CONFIG,"org.apache.kafka.common.serialization.StringSerializer");

Producer<String,String> producer = new KafkaProducer<>(props);
CountDownLatch latch = new CountDownLatch(5);
for(int i = 0; i < 5; i++) {
//Part2: MEHEE
ProducerRecord<String, String> record = new ProducerRecord<>(TOPIC, Integer.toString(i), "MyProducer" + i)
//Part3: RiEHEE
//BERE: TRODIRSIHAIRE
producer.send(record) ;
System.out.println("message "+i+" sended");
[/ &% SREVRSIHNZEE BRI, SIEESRILRE.
RecordMetadata recordMetadata = producer.send(record).get();
String topic = recordMetadata.topic();
int partition = recordMetadata.partition();
long offset = recordMetadata.offset();
String message = recordMetadata.toString();
System.out.println("message: ["+ message+"] sended with topic:"+topic+"; partition:"+partition+ ";offset:"+offset);
//EERE: HRREGTEE, RBHENEERMAERIEREN
producer.send(record, new Callback() {
@Override
public void onCompletion(RecordMetadata recordMetadata, Exception e) {
if(null !'= e){
System.out.println("JHERIXKMN, "+e.getMessage());
e.printStackTrace();
Yelse{
String topic = recordMetadata.topic();
long offset = recordMetadata.offset();
String message = recordMetadata.toString();
System.out.println("message: ["+ message+"] sended with topic:"+topic+";offset:"+offset);
}

latch.countDown();

1)
¥
//BRUBREIERI%EE,
latch.await();
producer.close();

BR3iR, ¥iEProducery =418
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public class MyConsumer {
private static final String BOOTSTRAP_SERVERS = "workerl:9092,worker2:9092,worker3:9092";
private static final String TOPIC = "disTopic";

public static void main(String[] args) {
//PART1: B RIFEEXELE
Properties props = new Properties();
//kafkattiik
props.put(ConsumerConfig.BOOTSTRAP_SERVERS_CONFIG, BOOTSTRAP_SERVERS);
//BNEREERE—group
props.put(ConsumerConfig.GROUP_ID_CONFIG, "test");
//keyFolt
props.put(ConsumerConfig.KEY_DESERIALIZER_CLASS_CONFIG, "org.apache.kafka.common.serialization.StringDeserializer");
//valueFFlft2
props.put(ConsumerConfig.VALUE_DESERIALIZER_CLASS_CONFIG, "org.apache.kafka.common.serialization.StringDeserializer");
Consumer<String, String> consumer = new KafkaConsumer<>(props);
consumer.subscribe(Arrays.asList(TOPIC));
while (true) {
//PART2: HIBGEE
// 100Z R iEBATET /8]
ConsumerRecords<String, String> records = consumer.poll(Duration.ofNanos(100));
//PART3: {MESHE
for (ConsumerRecord<String, String> record : records) {
System.out.println("offset = " + record.offset() + ";key = " + record.key() + "; value= " + record.value());
}
//RRoffset, HEMAREE#IE,
consumer.commitSync(); //BHRR, Kb FFRof fsetigiRzTEe, BEHE T —HEUE.
// consumer.commitAsync(); //FHRR, RRKRIETIRRffsetiFRE, MARBERT—HMEUET . FTHSEEIBrokerfyifiA.

KSR, ConsumerBHENA=NEHE:

1. i&EConsumertziLEM : TEMEHEE AT LAHConsumerConfigR B8, TEXMEF, BHFNFABOLEREZNE Y, HEETXMAIDOCE
M THR, E#BOOTSTRAP_SERVERS_CONFIGE N TIEBREM.

2. FIBGH R : KafkaXXFConsumer=EfiBUHE S HIPulliET, consumerEnfiMBroker EHIER—H#ERENMARATHE S .

AMEHEE, RRMIA: HEEFFHENNSAE, MAMKAWLSBTHENNAX—HERT ., REBEEEBTEMBrokerigRX BB Eoffset, MR
TR Offset, BrokerIANBEREIMESLIERNT, TEEHITHIE,

KafkafhE PinE A EEEMRIX=TARWSRIZT. FRMERTRED, RANZHERLMRAEFBETERENRESENEE., XEREY
WRABIFN T B IRIEF AT AR,

B EMF=KafkaT? kafkaBHBCE: https://kafka.apache.org/documentation/#configuration, EE{REA =,

—. NEFImRERFIEEFin TIFNH

HXKafkaB9iR1HEHE, BEMEIRE, RSUENREFNXEFENERIRT, WARIDEENSHR. 85L, BA EKafkaRAHEYEIM
7. EREEHEIPLEEANEE, HEFEEIUAEXTEMEREM FA,

1, HEESHHRAN

XEHAEERkafkald, RAFEN—MG, BLL&THTHRIE.

fEConsumerd, #PFEIEE—1GROUP_ID_CONFIGE!, XFRHBIConsumerfiBREEREE A, MAVHEHIARXFR:

public static final String GROUP_ID_CONFIG = "group.id";
public static final String GROUP_ID_DOC = "A unique string that identifies the consumer group this consumer belongs to.
This property is required if the consumer uses either the group management functionality by using <code>subscribe(topic)
</code> or the Kafka-based offset management strategy.";

BESRIX 1R B T kafka-based offset management strategy, IEA =t HEIEKafkaBIEOffsetREZIE?

HHh, BBE—TMEXISEGROUP_INSTANCE_ID_CONFIG, BJLAZA4ERLRIEE— 1 EEinstanceld, XMSE0@E B AR D Kafka R HhE
Hrebalance,

MiIX ﬁ ‘:F'E I, XFConsumer, HIREETEsubcribelH{ERABIBINEEIN K KafkaiZ i offset BIRER, MU TNERLEZGROUP_ID_CONFIGE
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ErEEETopic TRERRN, SREHNFNIEE S REETopic FHEMPartitionZd, MIXNMER, SEMEITHTXTopickEREHIE, XN, &
ConsumerGroup R&HE X, BMER—MEEEAPNZ NERELS, REREER—EEEIAR, MAREREAZE, KSESHERER
BIAR, XHEHEEANER.

52Z2BXMNEBOfsetlfiBE. XMBRBERTE NHEBREAES MPartitonFELHERNIZNHE, EKafkap, AIBERIEEEAMWOfseticRIE
Mo

[oper@workerl bin]$ ./kafka-consumer-groups.sh —-bootstrap-server workerl:9092 --describe —--group test

[og)ér‘@\vér‘ker‘l binl$ ,/kafka*(onsumer"gl‘Ol’I[);:S|’14”l’)OOVtStVZH[’)*éeP\EI‘ worker1:9092 --describe --group test

GROUP TOPIC PARTITION CURRENT-OFFSET LOG-END-OFFSET LAG CONSUMER-ID HOST CLIENT-ID

test disTopic 0 6 6 0 consumer-test-1-06890c0e-ec08-4047-b21a-1d079546d62f /192.168.232.1 consumer-test-1
test disTopic 3 0 consumer-test-1-06890c0e-ec08-4047-b21a-1d079546d62f /192.168.232.1 consumer-test-1
test disTopic U I,) \ consumer-test-1-06890c0e-ec08-4047-b21a-1d079546d62f /192.168.232.1 consumer-test-1
test disTopic consumer-test-1-06890c0e-ec08-4047-b21a-1d079546d62f /192.168.232.1 consumer-test-1
[oper@workerl bin]$ AC 4 S|

[oper@workerl bin]$ ému Hi Qﬁmm BE {ﬁifz; *:ﬁjﬁﬂ%ﬁ%

MOffsetfmie 2, FEHBELIETTR/GERNEKafkafIBrokeriR3R, BRX5EM/E, BrokerfinEmETEHE, iETLl ﬁm\ ZIX RS ALE
xTo BEIMNEEFEZEIEROffset, BrokerftaIAKIXIHEE ;F/xﬁ%"ikii o, MAEMENMAGERERHITHE, RIXR F]%\%S‘E

BRE—MEREAGPOEMEEE M,

s, 2@ SiEERIFAREConsumeriicommitAsync /& E commitSync /A E IR, Kafkadh BAIRE T BafiR3ZOffsetl A=,
FRBIER, REEEComsumerdEZEENABLE_AUTO_COMMIT_CONFIGEMENH],

public static final String ENABLE_AUTO_COMMIT_CONFIG = "enable.auto.commit";
private static final String ENABLE_AUTO_COMMIT_DOC = "If true the consumer's offset will be periodically committed in the

background.";

MXEFIAEER, OffsetEKafkait{TiHBIIEEHIAIXH 24, XEFEREMMa)E:

. Offset@2iR#EGroup. PartitionD FHCRM ., EEREUWNR—PartitionFI N ZPConsumeriEZBELHI, AT ConsumerSEFIER1EBrokerigsl
ﬂ—’\PartltlonE’JTHOffset, XAHEBrokerZNTIERY? FTIA—Partitionsx Z REERIATHE—Consumerig#, iR, mEIFIYTPartitiond
Topic, MAB—MHEHEEAPRZHMAERENMEEEZA,

T XAKBMNOffsetiiE, (RTF1EBrokeris, BRIMZH"FRIZHIEREESHEH, XEARTBREN., BARIZINERSOfset BT E
IB? MRMFEHMBECUNE, 2&MEConsumer, iBa_'\tﬂ_’,kf,\TAUTO_OFFSET_RESET_CONFIG%;&(, SRIEE Y B E ARSI HIOffset RTZ1E
RIafal T EEEE SR . (BRI RERRSSIR#IIA L Consumer GroupfdOffsetskl, thEEIBEConsumer Group HFT#IOfset X N AYERIE ST HAMI bR
T.o ) XA TFARSIHMASERRE,

ConsumerConfig. AUTO_OFFSET_RESEWT_CONFIG : ¥Serveri@ B WM IOffsetht, EHMTLIE, Bl

o carliest: BmRENHAIREMoffset

o latest: BENEEN ZHAIFEBNoOffset

e none: WEHBBHANMAoffsetRE], FhEConsumerflSHE,
o HMWIEIN: mConsumerilF& .,

BTIRSIHERGE, HEENMZEZNERIEoffseth LR EMIR? AMMAR: —MEFTRR. MEERBELIRWSNEN, JIHrBrokerfgR
Offset, XFIFARHBENRESILRS, BRUNRERBHEELIERNT, Moffset XMINRR T, BMEEMHEEER. Z—MAXERLR
R, HAEERILETFAAWSE, BiRRO0ffset, XEFNIFLERRHEEFIZENoffsetZERT . EAMRWSHIRRNY, HREMAINURERR
Offset, XHHBEAMUER, BE %Lmﬁ%%LEEME%M&T BIEEFEHEBEES ., Bi9Brokerin NAIBE—EHHHBRERR. WREH
FHRW SR ELEERK, XNEEEEESLEERNTRES, BrokermELEFRNTERT, INARNHESLERNT . iwﬂuﬁﬁﬁmﬁmﬁ
BEIIREER, XMEMRTHEESLE,



XA, WSRKREGKEEL, HEEMNAN, SREANNNNE. EEBREF/ITTHRE., ELXEETIRIRET Offset RIRAVZH B AV IE#H
E. TiERGEHERWSHLEHEXZAELH, AERITTNR—FER, KOffsetMBrokerimifBR R, MEIE=HFMHEEMRedisEBTE
B, XTI B SR R SRR i OffsetiERIE R,

2, ErFEHESBNE

EEEEENHATEPIREETEEEE K2 IKafkaf B 251, IHEEHTEE, EEAMESEEAT,

3% R ZProducerfs EM— 1S INTERCEPTOR_CLASSES_CONFIG

public static final String INTERCEPTOR_CLASSES_CONFIG = "interceptor.classes";
public static final String INTERCEPTOR_CLASSES_DOC = "A list of classes to use as interceptors. "

+ "Implementing the
<code>org.apache.kafka.clients.producer.ProducerInterceptor</code> interface allows you to intercept (and possibly mutate) the
records "

+ "received by the producer before they are published to the Kafka
cluster. By default, there are no interceptors.";

FE, BRICARE, BITUEX—TE ST

public class MyInterceptor implements ProducerInterceptor {

//REEBRRLA

@Override

public ProducerRecord onSend(ProducerRecord producerRecord) {
System.out.println("prudocerRecord : " + producerRecord.toString());

return producerRecord;

}

/ /URE BR S5 i N 5 A ik

@Override

public void onAcknowledgement(RecordMetadata recordMetadata, Exception e) {
System.out.printin("acknowledgement recordMetadata:"+recordMetadata.toString());

}

//ERER AR

@Override

public void close() {
System.out.println("producer closed");

}
/ /BB EI
@Override
public void configure(Map<String, ?> map) {
System.out.printin("=====config start======");
for (Map.Entry<String, ?> entry : map.entrySet()) {
System.out.printin("entry.key:"+entry.getKey()+" === entry.value: "+entry.getValue());
}
System.out.printin('=====config end======");
¥

REEEFEPEEESSRE (BT EHERE, BESRKRT)

props.put(ProducerConfig.INTERCEPTOR_CLASSES_CONFIG,"com.roy.kfk.basic.MyInterceptor");

EHSNG—RAGELERY, TERE-LERRMITEERMNOLSHR. thil, AKafkafZiE—LLP0JO, MAIMBESRSA—MNINERELE. ER
AT EBKafkafZBHIE ZStringZLBUAYES, POJOXERER, KafkarJAEIE? XFEMAEI TEAVEBFIIMLAS .

HERFRIIEAH

EZRIREEEREIT, ProducerfgE T A MNEMKEY_SERIALIZER_CLASS_CONFIGHIVALUE_SERIALIZER_CLASS_CONFIG, MFXENEM, &
ProducerConfigh# B EeEANIRBRE M.



public static final String KEY_SERIALIZER_CLASS_CONFIG = "key.serializer";

public static final String KEY_SERIALIZER_CLASS_DOC = "Serializer class for key that implements the
<code>org.apache.kafka.common.serialization.Serializer</code> interface.";

public static final String VALUE_SERIALIZER_CLASS_CONFIG = "value.serializer";

public static final String VALUE_SERIALIZER_CLASS_DOC = "Serializer class for value that implements the
<code>org.apache.kafka.common.serialization.Serializer</code> interface.";

BITXENSE, JUIEEE BEFSWNEEEEMkeyflvalue FIIM R —#HFIEIE. EKafkahSHEENXH, keyFlvalueMITERZRAREMN,
o keyRFRMBITHXMANEIR, Kafkail@idkeyREIMTHEEES &EIMHPartition,
MBS HIESkKey, F4Kafka® BnhikiFPartition,

MREE Tkey, BARBIIERSerializerBFILiEO, keyrei— M byte[]5H, AEXTkey#tiThash, E#FPartition, X#ER]A{RiEkeyHEIARY
HR SRR Partition .

e ValueR WS FEERROEVER, KafkaRIHEFRERG ValueSI RiBid SerializerEFILEN, RKKeyiEirpbyte[J5H, X7 BELERIFINEML LB
ValuefER, ARG ValuelE BB EIRIERFMIGFHH,

EFEEENESHTRIIE, BAEREREEN, BRAFTEHITRFEIIC, FM, EConsumerd, ARFIICHIMNEE

public static final String KEY_DESERIALIZER_CLASS_CONFIG = "key.deserializer";
public static final String KEY_DESERIALIZER_CLASS_DOC = "Deserializer class for key that implements the
<code>org.apache.kafka.common.serialization.Deserializer</code> interface.";
public static final String VALUE_DESERIALIZER_CLASS_CONFIG = "value.deserializer";
public static final String VALUE_DESERIALIZER_CLASS_DOC = "Deserializer class for value that implements the
<code>org.apache.kafka.common.serialization.Deserializer</code> interface.";

fEKafkap, WTFEAN—LEMMELE, FELRUTHNMNIHE, B2, IRFEEA-LAEXWERER, LMBSEFPOIO, MEE
TEH B IRHSEIET .

EHOHITFIICAFIN, FESENZNEARTHEIRERWSEE, FINXT—TEBENPOJOXKE, AIBUGMAIREIEIFD MR —fE
EERKMEMZEE, tbiinteger,Long,Doubles, XLEEHEREW R — HFMAMEZE RN, XLBUETNERLHFIICERA, ERFIILE, R
BRBEREEN_HNEEMAIURFEIINT . Z—FHEFERKIFNEE, tEilString, SEETStringhJJSONZEELE, XMIFEhE BRI EM IR
B THBIEA, REBEFA—EN, WTFXEHE, EENLESABRAETAFIBAPEAN—TERNEIENRELIE (Integergi &Longt
B), RAEBRESANBEAS, ZF, REJICH, MAMGER—TERNKE, BREBEXTMRKERZENMKEN ZHEEE, XFmMaERmam
BEHTEATIAS,

Topic

String : aaa -> Broker1
byte[] : 0101001

partition1 byte[] : 0101001->
String : aaa

KeyDesrializer—
KeySerializer e partition2
ValueSerializer
Broker2
partition3
partition4

»B5E FINHEIRESHRIIRFIFEEZN—MIMNH . SBRIINCTMEBRANRA D HRRRNINBERARBIEZRED. F
WX F—TUserxi %, BIRIBAERISONFAFSRMBERERNFIICAR, BTMNERZRENFEATASFIILNSN. EREREENSAE
BB, FIEREHRIERIR, MKafkafEXHEEN, RiRTTIFESROEEFRIMCEN, XthEKafkaSRBIETH—ARIE.

ERZEMIEIGED, CEERIHRUESZHIFIIIM, FIERMapReducelEZREY, MBEBTEXBIENFIILAR. ERNetty ERHT
MLZERA, ATIEME, hEEEHEENFINS, EXEDRT, ETFINEMEBE, MNBRIXENROBIE—HF, SR, WREA)
AR —FRITHEBESRNVEEEREE, BEMEER—SRSMEERNNE, NN HHEERITESR. MEXMBEERERNER.

4, HEZXIRBMNH



TEREEAEE, MEASEE MR, MEERMEHITIEA? hEIE M MEXEXAER,

o Producer&iRiEH B #keykiEPartition, E{RU{IE T key#kPartitionlE?
—HBEEHRHEIETE— 1 Topic THIZ MM PartitionFEI—EE B EIZAS, FBConsumerP SZ A EAILURTE B 38 ZMILEPartition93E 2 IE?

Topic
Consumer Group
Partition 0
-'_‘—‘—-—-_________-_-_
Partition 1
Partition 2
Partition 3 \

XA BIRAESSE A, 1RRBEE/L ) ConfigZ PRk — A BB R,

B%, fEProducerd, BILAIEE—Partitionersk3yid Bi#H1THE.

public static final String PARTITIONER_CLASS_CONFIG = "partitioner.class";
private static final String PARTITIONER_CLASS_DOC = "A class to use to determine which partition to be send to when
produce the records. Available options are:" +
"<ul>" +
"<1i>If not set, the default partitioning logic is used. " +
"This strategy will try sticking to a partition until at least " + BATCH_SIZE_CONFIG + " bytes is produced to the
partition. It works with the strategy:" +
"<ul>" +
"<1i>If no partition is specified but a key is present, choose a partition based on a hash of the
key</1i>" +
"<1i>If no partition or key is present, choose the sticky partition that changes when at least " +
BATCH_SIZE_CONFIG + " bytes are produced to the partition.</1i>" +
"</ul>" +
"</li>" +
"<li><code>org.apache.kafka.clients.producer.RoundRobinPartitioner</code>: This partitioning strategy is that " +
"each record in a series of consecutive records will be sent to a different partition(no matter if the 'key' is

provided or not), " +
"until we run out of partitions and start over again. Note: There's a known issue that will cause uneven distribution

when new batch is created. " +
"Please check KAFKA-9965 for more detail." +
"</1i>" +
"</ul>" +

"'<p>Implementing the <code>org.apache.kafka.clients.producer.Partitioner</code> interface allows you to plug in a
custom partitioner.";

XERiIREA T Kafka@Bid — 1 Partitionert& O AY B R STHISRIRE JH BUal R IEKey 2 BL 23T R FOPartition LAY, REZIUREENIN—TBES
DB SRR

EZH1893.2.0"R7s, KafkaiZfft T =FEXiARYPartitionersEITZE, RoundRobinPartitioner, DefaultPartitionerflUniformStickyPartitioner, B EI/SE™M
MM LIRS TR, RS T FIASZIANE,

WFEF=E, BRIANStcky RIEEL—TMEFTEPE T — 1Mo XE, SRFUE—EFRAXIMDX., FFZoXMbatch.size(BIANGK)EH, HE XD
XAEEESTM linger.ms(BIAOZER), TR Rbatch.sizelRREEHEHNEFTE), RoundRoblnPartltloner%E%’l\Partitionqﬂﬂﬁ%ﬂtﬁ, XFh
FRBEREEEANARE M BrokerbgEE R, BBEERD.

BINTABITIEE —PartitionerSTIlZE, FEHIDXiBHE, TEPartitioneriE O, ZOEIMAIFEpartition535. RI\EXRER, HEIF—Partition,
tEan A key M partitionB MIEME 2 2209, T Topic TAIFRA Partition{s 2B 7EclusterS 4,

/ /3B FRARIPartitionf5 8.
List<PartitionInfo> partitions = cluster.partitionsForTopic(topic);

RIG, TEConsumerd, FIIAFEE—1PARTITION_ASSIGNMENT_STRATEGYZH X S ELHEE, REUTEZ P ConsumerEHIFIZ MPartitioner Z 8]
BIRBXRA,


http://linger.ms/

public static final String PARTITION_ASSIGNMENT_STRATEGY_CONFIG ="partition.assignment.strategy";
private static final String PARTITION_ASSIGNMENT_STRATEGY_DOC = "A list of class names or class types, " +
"ordered by preference, of supported partition assignment strategies that the client will use to distribute " +

"partition ownership amongst consumer instances when group management is used. Available options are:" +
st +

"<li><code>org.apache.kafka.clients.consumer.RangeAssignor</code>: Assigns partitions on a per-topic basis.</li>" +
"<li><code>org.apache.kafka.clients.consumer.RoundRobinAssignor</code>: Assigns partitions to consumers in a round-
robin fashion.</1i>" +

"<li><code>org.apache.kafka.clients.consumer.StickyAssignor</code>: Guarantees an assignment that is " +
"maximally balanced while preserving as many existing partition assignments as possible.</li>" +
"<li><code>org.apache.kafka.clients.consumer.CooperativeStickyAssignor</code>: Follows the same StickyAssignor " +
"logic, but allows for cooperative rebalancing.</1i>" +

"</ul>" +

"<p>The default assignor is [RangeAssignor, CooperativeStickyAssignor], which will use the RangeAssignor by default,

"but allows upgrading to the CooperativeStickyAssignor with just a single rolling bounce that removes the
RangeAssignor from the list.</p>" +

"<p>Implementing the <code>org.apache.kafka.clients.consumer.ConsumerPartitionAssignor</code> " +
"interface allows you to plug in a custom assignment strategy.</p>";

El#, KafkaWET—LXMAR, EEFIFER THBIHRMENERE, FEFININESHD K.
M EBNARIMERIKafkaZ AR S T =FE R E D XD ECIRES

o rangetRB&: Eb@I—TopicE10- 1 Partiton(partition 0-9) —MEE & H T B =1Consumer(consumer1-3), RangefRBERMaIEH X0-394—1
Consumer, 4-6%25—Consumer, 7-9425—Consumer,
o round-robinEl&: #IGHEER, FIAIBRRNFEConsumerfi— M —NMEHEAE DX, tha10, 3, 6, 99 KL —1Consumerl, 1, 4, 79X4%A—
“NConsumer2, A2, 5, 84— ~Consumer3
o Sthkyiﬁﬂiﬁ FEMESRRE . X RSB R REN
. EFED XA, Rzﬁﬁ XIS, tEiliREBRangeskbg D (IX—H Lhr L 2HEHAY) .

PR DERATRENS E—R D EARIS—. tballtEranged ‘EE’JT%E/R"F E="ConsumerfIIRZEMNT, BaIzBstickyRg, MR

hconsumeﬂ%ﬂconsumerzﬁﬁﬁ’\lz PEIER. AEFconsumer3nEH7~997 XRRETFIIN D BRI B IME TS consumer b, XTG4 SRES AT
IARIFAIRIFConsumerBIBURTE E 4

I BIBIT 44 FAbstractPartitionAssignorffig 2 B E SUEBRERNTRIA R .

BABRIARHAE P S IHBRIAD X2 AR B & imiYRangeAssignor+CooperativeStickyAssignor N TR 55, EAZHIHE T2 EESHNEE,
RNEXEEE, WFRRNEEMQIZR, URELEERNIBREMOIMQr= &, HBRIFEETEHEHMN,

BAEMLEG R TEANATUNBEREX D XE0E? PINMRESSHEREN, WRFHNNWRS[EET—H, MAINBIERERED X33, 1Litae
FRRS R LAUERERERZER, MEMRSHLNEEEEERVER, XNMEESENCHA LEREIRNIRS IR, RIEEENE
RETRRE,
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KafkabiH BEZAES K EIKafkaProducerdf i < #8444 :  accumulator # sender

//1. iR ML

int batchSize = Math.max(1, config.getInt(ProducerConfig.BATCH_SIZE_CONFIG));
this.accumulator

= new RecordAccumulator(logContext,batchSize,this.compressionType, lingerMs(config), retryBackoffMs,deliveryTimeoutMs,
partitionerConfig,metrics, PRODUCER_METRIC_GROUP_NAME, time,apiVersions,transactionManager,new BufferPool(this.totalMemorySize,
batchSize, metrics, time, PRODUCER_METRIC_GROUP_NAME));

/72, BURRELTE

this.sender = newSender(logContext, kafkaClient, this.metadata);

HrhRecordAccumulator, FiEKafkaEi=&HHB RS, KafkaProducerE & %EAUE B#S7EReocrdAccumulatorPE1FER, AREBEOHILEL
kafka broker,

ERecordAccumuIatorEP, L IE—Partition, #FP— 1 DequelikbAFl, XLEDequeueAFIE A 2 FKafkafR Sk Topic TAIPartition iz
. B DequeueEESMAFE T ProducerBatch##E. KafkaProducer@/R&ZHTHE, #HiRiEkeynBREITINAIDequebAIF, REEEERS
1%???“ XLEAFIFF I E —ProducerBatch®, TS 2 ZMIFN, F2H EEAIPartitionertBHSERAT.



ProducerConfig. BUFFER_MEMORY_CONFIG
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//RecordAccumulatorfE XA\
public static final String BUFFER_MEMORY_CONFIG = "buffer.memory";
private static final String BUFFER_MEMORY_DOC = "The total bytes of memory the producer can use to buffer records waiting to
be sent to the server. If records are "

+ "sent faster than they can be delivered to the server the producer will
block for <code>" + MAX_BLOCK_MS_CONFIG + "</code> after which it will throw an exception."

+ '<p>"

+ "This setting should correspond roughly to the total memory the producer
will use, but is not a hard bound since "

+ "not all memory the producer uses is used for buffering. Some additional

memory will be used for compression (if "

+ "compression is enabled) as well as for maintaining in-flight
requests.";

//BARXEB—PbatchiA/
public static final String BATCH_SIZE_CONFIG = "batch.size";
private static final String BATCH_SIZE_DOC = "The producer will attempt to batch records together into fewer requests whenever
multiple records are being sent"

+ " to the same partition. This helps performance on both the client and the
server. This configuration controls the "

+ "default batch size in bytes.

+ "<p>"

+ "No attempt will be made to batch records larger than this size. "

+ "<p>"

+ "Requests sent to brokers will contain multiple batches, one for each
partition with data available to be sent. "

+ '<p>"

+ "A small batch size will make batching less common and may reduce
throughput (a batch size of zero will disable "
+ "batching entirely). A very large batch size may use memory a bit more
wastefully as we will always allocate a "
+ "buffer of the specified batch size in anticipation of additional records."
+ "<p>"
+ "Note: This setting gives the upper bound of the batch size to be sent. If
we have fewer than this many bytes accumulated "
+ "for this partition, we will 'linger' for the <code>linger.ms</code> time
waiting for more records to show up. "
+ "This <code>linger.ms</code> setting defaults to @, which means we'll
immediately send out a record even the accumulated "

+ "batch size is under this <code>batch.size</code> setting.";

XEEHEE T LN EMASE, il MAX_BLOCK_MS_CONFIG , ZAIAG0F)



TR, senderfi@KafkaProducer AR & 5B B— T BIMAETRE, MIXETTMEE, 8 KafkaProducerfy REFIN —sender&kiz, fthaiiix
J&RecordAccumulatordiiHE B &k 1% 48Kafka,

K/MAEFIBATCH_SIZE_CONFIG
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Senderth HRE—R#fiERecordAccumulator P EFRIFTEE B L EHE, MEBRRZE—HHHEE., ft23REXRecordAccumulatorfEFZRNEIXE!
BATCH_SIZE_CONFIGA/\#JProducerBatchiE 2., HA, MRBEELERY, ProducerBatch®#yjH B A/ NMKHBIAREIBATCH_SIZE_CONFIGHYIE,
Sendertb A2 —EEF. RZHFLINGER_MS_CONFIGH ., fAEMAIEProducerBatch®AyE BN, LINGER_MS_CONFIGERIAMERO.

ARG, SenderSHEENHRATEE, =LABrokerkey, EFEI—MIIBAIPATIZE A, XLEPATIHRAYE EMARFInflightRequest, T RIXLEInflightif
S——K{FKafkaXIRif9Brokerd, EZ|WKEIBrokerfONaR, 7 SMINTIFREER, XLIIHASTIRER, RSERF
MAX_IN_FLIGHT_REQUESTS_PER_CONNECTION(ZRAEH5) MEK.

AFEEENHNEEENRBERITE, BOMEIOME, A, 7ESenderflinflightRequestBAZIF, SERMAR—&K—FKKi%LEBrokery, M
2—HH R —iEEBrokerki%, MEXMBFEX—HHEBREBETENSLEINFN.,
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public static final String LINGER_MS_CONFIG = "linger.ms";
private static final String LINGER_MS_DOC = "The producer groups together any records that arrive in between request

transmissions into a single batched request. "

+ "Normally this occurs only under load when records arrive faster than they
can be sent out. However in some circumstances the client may want to "

+ "reduce the number of requests even under moderate load. This setting
accomplishes this by adding a small amount "

+ "of artificial delay&mdash;that is, rather than immediately sending out a
record, the producer will wait for up to "

+ "the given delay to allow other records to be sent so that the sends can be

batched together. This can be thought

+ "of as analogous to Nagle's algorithm in TCP. This setting gives the upper
bound on the delay for batching: once "

+ "we get <code>" + BATCH_SIZE_CONFIG + "</code> worth of records for a
partition it will be sent immediately regardless of this "

+ "setting, however if we have fewer than this many bytes accumulated for this
partition we will 'linger' for the "

+ "specified time waiting for more records to show up. This setting defaults
to @0 (i.e. no delay). Setting <code>" + LINGER_MS_CONFIG + "=5</code>, "

+ "for example, would have the effect of reducing the number of requests sent
but would add up to 5ms of latency to records sent in the absence of load.";

public static final String MAX_IN_FLIGHT_REQUESTS_PER_CONNECTION = "max.in.flight.requests.per.connection";
private static final String MAX_IN_FLIGHT_REQUESTS_PER_CONNECTION_DOC = "The maximum number of unacknowledged requests the
client will send on a single connection before blocking."

+ " Note that if this configuration is set to be
greater than 1 and <code>enable.idempotence</code> is set to false, there is a risk of"

+ " message reordering after a failed send due to
retries (i.e., if retries are enabled); "

+ " if retries are disabled or if
<code>enable.idempotence</code> is set to true, ordering will be preserved."

+ " Additionally, enabling idempotence requires
the value of this configuration to be less than or equal to " + MAX_IN_FLIGHT_REQUESTS_PER_CONNECTION_FOR_IDEMPOTENCE + "."

+ " If conflicting configurations are set and
idempotence is not explicitly enabled, idempotence is disabled. ";

=&, Senderai@idEAAI—SelectorfAE5ER S KafkaflOiEK, FHiEWKafkaklmLi,

//org.apache.kafka.clients.producer.KafkaProducer#doSend
if (result.batchIsFull || result.newBatchCreated) {

log.trace("Waking up the sender since topic {} partition {} is either full or getting a new batch",
record.topic(), appendCallbacks.getPartition());

this.sender.wakeup();

}

Kafkaf94 =& EEZN G 2Kafka B BEH SN IEEEENMRANG] . SBMANESE, WFKafkaferf it kﬁm%%iﬁm EEANANRIRATE R
IKEEE K, BRANIZZERIIAbatch.size, RE3IRFtbatchBIEFMER, MIEProducerBRFNHEBMLIEE S, BAMEEZ R I Atotal.memory%
¥, REBREFTIBERNEE, W%EQEF%E‘ﬁ%&&k,%ﬁ?M%ﬂkﬂmwmHQMMW%BDmewwm%ﬁ XEREMAHER
KIENEITE,
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H
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public static final String ACKS_CONFIG = "acks";
private static final String ACKS_DOC = "The number of acknowledgments the producer requires the leader to have received
before considering a request complete. This controls the "
+ " durability of records that are sent. The following settings are allowed:
+ " <ul>"

+ " <li><code>acks=0</code> If set to zero then the producer will not wait for any
acknowledgment from the"

+ " server at all. The record will be immediately added to the socket buffer and
considered sent. No guarantee can be"

+ " made that the server has received the record in this case, and the
<code>retries</code> configuration will not"

+ " take effect (as the client won't generally know of any failures). The offset
given back for each record will"

+ " always be set to <code>-1</code>."

+ " <li><code>acks=1</code> This will mean the leader will write the record to its
local log but will respond"

+ " without awaiting full acknowledgement from all followers. In this case should
the leader fail immediately after"

+ " acknowledging the record but before the followers have replicated it then the
record will be lost."

+ " <li><code>acks=all</code> This means the leader will wait for the full set of
in-sync replicas to"

+ " acknowledge the record. This guarantees that the record will not be lost as
long as at least one in-sync replica"

+ " remains alive. This is the strongest available guarantee. This is equivalent to
the acks=-1 setting."

+ "</uls"

+ "<p>"

+ "Note that enabling idempotence requires this config value to be 'all'."

+ " If conflicting configurations are set and idempotence is not explicitly

enabled, idempotence is disabled.";

BAEERIXERERE, BFEEMIMNBNERSBEEREMT . MRIRIEE T Topiclp XER, XTEMMIEFERZERT ., XTEEERNIERET
RIBEBIZR 2, fEHEreplica-factor&{nEF LR A TopicH, LHEE,

o acks=0, AF=EFHARKBrokerln G & EEHES AElPartition, REFEEMAET. EHERESN, ERHEREUHRREMN.

o acks=all or -1, & =&FEEZBrokeriffIFT7E Partiton(Leader Partition A K E ST M fFollower Partition# 558 7 7 8EBEIREE R, XHBIER R
ZEW, ERERAEEFESFERNNE, SIIER MM,

o acksi@ER1, ME—FMENPFAIER, Leader PartitionE5EECHEEEBNG, MALEFEREER,

ERBCIBR AT IAIEIE, acks=0MIBTR, HEKEEMETREpartition,offsetiX—LEEKIE,

FEEFRER, acks=0RIEMHXRE, RMEM, acks=1, —MRATERATE, AT TIEEZRNGR, ERABERN . acks=-1, —RATEHK
AR, LEUNS HARKAEE.

WMRackiRERallZE-1, KafkathHARREFIZERFGPartitionFENEBIBEZ UL, 7EKafkakBrokerf REZiHaE — ML ESH
min.insync.replicas, ¥&#lLeader PartitionfE5eRZ 1 PartitionfiEEE NG, EProduceriREIMA, X SEA] ATEbroker.confSFHHITEE

min.insync.replicas

When a producer sets acks to "all" (or "-1"), min.insync.replicas specifies the minimum number of replicas that must
acknowledge a write for the write to be considered successful. If this minimum cannot be met, then the producer will raise an
exception (either NotEnoughReplicas or NotEnoughReplicasAfterAppend).

When used together, min.insync.replicas and acks allow you to enforce greater durability guarantees. A typical scenario would
be to create a topic with a replication factor of 3, set min.insync.replicas to 2, and produce with acks of "all". This will
ensure that the producer raises an exception if a majority of replicas do not receive a write.

Type: int

Default: 1

Valid Values: [1,...1]
Importance: high

Update Mode: cluster-wide

XFHEMNENS, REEA—R: acksiRBRallTE-1, EBEVNRESHEHENTEM., BREMWEELZEMAEZE, NENGH RZRIEBrokera] A%
Producer— MERFEIENIMAN, BHAREMRIETHEREK, ProducerZZIMMFUNE#1TELEELE, Kafka@ T S50,

7. EEEEERFM
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MBEERIDEER S, %B/ATH:E HE, BRRMEERMHONERERTEN, B2, WEEAFILN, EaHRIFSET, AESMNERIEXFHEME
KRERZR, Producerkix ME’]L_&EP &D%% HIEREINT, BR%EZ *ﬁiﬂ;x’ﬁl_lilo XBS, ProducerflSIANAERAERNT . B4
Producerd AR KEEEX. Eﬁt}T\%IEE%%&ProducerConﬂg.RETRIES_CONFIG, ZRME R Integer. MAX,

XS T . ProduceraE & &% % &EEEIBrokerd, KafkaflfalfRIEFiEProducer@Broker &iEZ /MR EERIEIE, Brokerim#l {IREB—KE
B, MASEEREFESEHEBIR? XiEKafkali BEFTENEE %R,

FokBKafkah X FREFMERENNA

public static final String ENABLE_IDEMPOTENCE_CONFIG = "enable.idempotence";
public static final String ENABLE_IDEMPOTENCE_DOC = "When set to 'true', the producer will ensure that exactly one copy of

each message is written in the stream. If 'false', producer "

+ "retries due to broker failures, etc., may write duplicates of the retried message in the stream. "

+ "Note that enabling idempotence requires <code>" + MAX_IN_FLIGHT_REQUESTS_PER_CONNECTION + "</code> to be less than
or equal to " + MAX_IN_FLIGHT_REQUESTS_PER_CONNECTION_FOR_IDEMPOTENCE

+ " (with message ordering preserved for any allowable value), <code>" + RETRIES_CONFIG + "</code> to be greater than
0, and <code>"

+ ACKS_CONFIG + "</code> must be 'all'. "

+ ''<p>"
+ "Idempotence is enabled by default if no conflicting configurations are set. "
+ "If conflicting configurations are set and idempotence is not explicitly enabled, idempotence is disabled. "
+ "If idempotence is explicitly enabled and conflicting configurations are set, a <code>ConfigException</code> is
thrown."

BRENMBFEREBING TS, th—HIIH%k

// max.in.flight.requests.per.connection should be less than or equal to 5 when idempotence producer enabled to ensure
message ordering
private static final int MAX_IN_FLIGHT_REQUESTS_PER_CONNECTION_FOR_IDEMPOTENCE = 5;

/** <code>max.in.flight.requests.per.connection</code> %/

public static final String MAX_IN_FLIGHT_REQUESTS_PER_CONNECTION = "max.in.flight.requests.per.connection";

private static final String MAX_IN_FLIGHT_REQUESTS_PER_CONNECTION_DOC = "The maximum number of unacknowledged requests the
client will send on a single connection before blocking."

+ " Note that if this config is set to be greater
than 1 and <code>enable.idempotence</code> is set to false, there is a risk of"

+ " message re-ordering after a failed send due to
retries (i.e., if retries are enabled)."

+ " Additionally, enabling idempotence requires
this config value to be less than or equal to " + MAX_IN_FLIGHT_REQUESTS_PER_CONNECTION_FOR_IDEMPOTENCE + "."

+ " If conflicting configurations are set and
idempotence is not explicitly enabled, idempotence is disabled.";

FIAEE, KafkaBSAEFERBFHOM, HIEMT —BERITH, REEXEERFHSEFAREEFEE NI,

XEEAEEERS MR IIESEIREPHN=TEUEIEN: at-least-once:E/)—)X; at-most-once: ;2% —X; exactly-once:{&ifi—



B4, fRERITEFI00RE,, RRRITEEFTEREFEMERAH—THER, REIMQ, REEIMQBXSBIMNIREETTRIEEURAIIKS REA R E D
—LEHEAARSIHIE, MXTMUERNZEY, FRERFESRRKRITN, 8%, MERIIFHRVEREB—ELZEIMQ, MR—RREXMT,
BIHBIL/LR, REKIINIE. XFiRat-least-onceZED—IR, MRRIERTXMEX, BAMBEFAZER., RfE, MERTEFIOON, FEXTH
BIRRIETZDR, RITRZRBEICR R, BIMRI00RER, AIMD, BRTES. XHiRat-most-oncexZ—R. MRRIERTEMEX, B4
RITEEDAERER, &EF, XTUSHERILRAEGEE, MOTRIEFEXTNEREEFFRICER R, FSthAD, ZMEExactly-onceiE X,

FiX, BEENX L, at-least-once A ARIEHIBAER, BRENERITLEIBERES., Mat-most-oncefRIEEIBAESE, BENXTERIELIERESR.
XFRFE X RAEBIRE, BR2TIESRAEN KGR E SR, BN —LEHRMN SR, FEERBIBEAEEhAER, XMBEXFEXactly-
oncelEX, MEX#FExactly-onceiEX, EEHIFEHEZBHIZIT,

Z|Producer & jH B 45BrokernX MR, WRERiEat-most-onceiBX, AJLGackRFIIZENORNT, LLAY, BAFESSHLQEN, MRERIEat-
least-onceiEX, FEEISackBRANGENITE-1, XEEMEHRIELeader PartitionFHSEREVEERINT —RI, EENMREIRET—R, NIREX
H¥Exactly-oncelB X EAMIE? X EBEEFEAZlidempotence BEMEREET .

Kafka)y T1RIEH B &R 1ERIExXactly-onceiE X, &N T L MER:

e PID: B HEIProducerfE WAL AE IR AW DB — M E—RIPID, X PIDSTAF @R LAY,

e Sequence Numer: SIF&EPID, XProducerftffPartition2 4P — 1 sequenceNumber, XE—"MOFFIREIEIHRIZAIETF, HProducerEE
El—Partition &% BAT, XNSequence Numberfiainl, AEEkEE EE—i KEBroker,

e BrokerimMI& £t 381 <PID,Partition>#— 1 F5S (SN) , RELHXMAYSequenceNumber = SN+18f, BrokerZF RIEWCHE, RFIITIGSNERR
HASN+1, BN, SequenceNumberi/N\FIAFEEBABEANT, THEBEEE AN, MllRSequenceNumberid X, MAiANFRERIGEBEHIEE
KT, WEFEMEME—0utOfOrderSequenceException,

X, KafkafEF]FridempotenceBEMHIEHIG, TEBrokermMSRIEEFKBERERAIZIIZTF, BrokerlfitZ RRNIRNIFFAM—5 . XEFEMEER
jiEat-most-oncei®X ., BI_EZ B MAPEEFEWacksSENEEM13-1, Rilfat-least-oncelBX, XIFMEIR L {RIE T Exactaly-onceiB .,

1. send(<k,v>) 2. write(<k,v>)

BESi seq=1 seq=1 Partition
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Producer B 3. ack &g Broker
— <pid:100,SN:1>
A 5. write(<k,v>)
4. sendRetry(<k,v> seq=1
sendRetry(<k>) pid100
pid=100
seq<SN+1
A HEEES AL, AR A
' SBEEENE. SENERT
seq>SN+1

iRBESN +1 ~ seq Z[ERNHRIRASAE, ArEE~ESEiEeERIIE.
HEEXT. =)

ZaProducerfT AR E 4G, AEProducerffE—Partition kxS VEHEE, HAUBETEENFIRIEHESMEXactly-onlyiEX, EREREXEHEE
MEETIE?
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La B IBroker RIXE B, TAENESMNEEHTESE, MMEEProducerZlBrokerfIMBEIBERMIES, BN EEE T BrokerfOBURTEMEEN .

BAR3$ K BProducerConfigdf) COMPRESSION_TYPE_CONFIG, BZ&IN,

/**x <code>compression.type</code> *x/
public static final String COMPRESSION_TYPE_CONFIG = "compression.type";
private static final String COMPRESSION_TYPE_DOC = "The compression type for all data generated by the producer. The
default is none (i.e. no compression). Valid "
+ " values are <code>none</code>, <code>gzip</code>,
<code>snappy</code>, <code>1z4</code>, or <code>zstd</code>. "
+ "Compression is of full batches of data, so the efficacy of batching
will also impact the compression ratio (more batching means better compression).";

MNBHREIUER, KafkafVEFEIGHMERE L, X/VMEHEEER, stdBZEERENEIEES L, ERELETS. Z4EEFHEHEMMN
BHRAE, EXMERN, FTURBELVSENEESENEREE L. BREEIRT, EEESUAIBINCPURERE, MRCPURIRENK, MAEER
T



XFHIRES NS, 7EBrokerimfiVbroker.confXX 4, th2AIMEEEBE AN, EERIERT, BrokerMProduceriniZlZH REARITEBITEME
¥, 1BEURBrokeriiflProducerifis € 7 ARAMNERE L, MESr-£RSEENRI,

compression.type

Specify the final compression type for a given topic. This configuration accepts the standard

compression codecs ('gzip', 'snappy', 'lz4', 'zstd'). It additionally accepts 'uncompressed' which is equivalent to no
compression; and 'producer' which means retain the original compression codec set by the producer.

Type: string

Default: producer
Valid Values: [uncompressed, zstd, 1z4, snappy, gzip, producer]
Server Default Property: compression.type

Importance: medium

MRABTEEER, BATEEREBIREARERTHRES . EKafka®, SEEMProducerZlBrokerfZ|Consumera—EEHHEBNES A, X
YConsumeriZBEHEESH, BAMIE T XL EHEFERNIRPMHEREL, BHAIMNBCHTRET . BEXNETENENBPERNIKafkaE
PR A FKafkaBR S imkkR A2 5 T

9. EF-EHBES

BTR, BIAFEEHERSMOE, aBRAREFEEEEARS XNNES LRI &D%%E'%)\%Aﬁ‘[ﬂf&? b4 F=EH—REESE
BHE, AEATRENERIEETRNkKey, XHEEMBAEES NZMPartition, ﬁ'ﬁ?(&Partltlon D EAREBroker LR, XERE, ProducerBEXT
Z/ BrokerRRRIEEENEEE,
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XEHE, B EENETEEEREUNAMITERIFAEENRET . INEMEEA—TESNE, RIEX—HEESIFRNRIINRSES
M, REXHERENERY, REEFERATMTHERATREER, BRAETEES.

ME XN, Kafkaft5I AN TIHEE S, XiPKEIProducerf gy L NAPI:

/7 1 ¥MARNES

void initTransactions();

/! 2 AEES

void beginTransaction() throws ProducerFencedException;
/] 3 RRES

void commitTransaction() throws ProducerFencedException;
/] 4 MEES (ENTERBSHVIRE)

void abortTransaction() throws ProducerFencedException;

BIANBAT AT AR XA A -



public class TransactionErrorDemo {

private static final String BOOTSTRAP_SERVERS = "workerl:9092,worker2:9092,worker3:9092";
private static final String TOPIC = "disTopic";

public static void main(String[] args) throws ExecutionException, InterruptedException {
Properties props = new Properties();
// LRt ERE ka fkakika
props.put(ProducerConfig.BOOTSTRAP_SERVERS_CONFIG, BOOTSTRAP_SERVERS);
// BEID
props.put(ProducerConfig. TRANSACTIONAL_ID_CONFIG,"111");
// EEkeyhIF5Ifr2E
props.put(ProducerConfig.KEY_SERIALIZER_CLASS_CONFIG,"org.apache.kafka.common.serialization.StringSerializer");
// BEvaluelFFIfr s
props.put(ProducerConfig.VALUE_SERIALIZER_CLASS_CONFIG,"org.apache.kafka.common.serialization.StringSerializer");

Producer<String,String> producer = new KafkaProducer<>(props);
producer.initTransactions();
producer.beginTransaction();
for(int i = 0; 1 < 5; i++) {
ProducerRecord<String, String> record = new ProducerRecord<>(TOPIC, Integer.toString(i), "MyProducer" + 1i);
/1 BHRE,
producer.send(record);
if(i == 3){
//B=FHERAESZE, BMRX—HHRHERT .,
System.out.printin("error");
producer.abortTransaction();

}

System.out.println("message sended");

try {
Thread.sleep(10000);

} catch (Exception e) {
e.printStackTrace();

¥

// producer.commitTransaction();
producer.close();

AIUFEBEEH—MTHET disTopiciX T TopickETRE, REEMXMESE, #THE, AX MNP, RXFBEIRESN, ERFES, WIHZE
FEEEE—EER.

PR L, KafkafIESHERESMAHEE:

1. —Transactionld R & R —PID

MR HBI— T ProducerfIEHRHRR, MB—THHIProducerfriFEEAITransactionld, XETIHRAEFERILBIRM, TEBRLELFEHER.
2, BRIESSNT

MRENProducerZFIREENT, BHZLERERRRK. BAFWTransactionldiBE#IProducerEFISTT BB S HITHST. RIEIBEZSEAR
R, BAZIE, ZEHREProducerSLAIRL B AM— N EBARIRESFIR I,

WMRIRITE B ESITHANHILERENE, FIIUBTT5E TApache TRIIXELE:  https://cwiki.apache.org/confluence/display/KAFKA/KIP-
98+-+Exactly+Once+Delivery+and+Transactional+Messaging#KIP98ExactlyOnceDeliveryandTransactionalMessaging-
AnExampleApplication

FilA, SR —ProducerBERIZEZEKER, BEERTENAES N BXHFMN:
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public class TransactionProducer {

private static final String BOOTSTRAP_SERVERS = "workerl:9092,worker2:9092,worker3:9092";

private static final String TOPIC = "disTopic";

public static void main(String[] args) throws ExecutionException, InterruptedException {
Properties props = new Properties();
// LB ERZkKafkaiinO
props.put(ProducerConfig.BOOTSTRAP_SERVERS_CONFIG, BOOTSTRAP_SERVERS);
// BEID,
props.put(ProducerConfig. TRANSACTIONAL_ID_CONFIG,"111");
// BEEkeyHIFETILE
props.put(ProducerConfig.KEY_SERIALIZER_CLASS_CONFIG,"org.apache.kafka.common.serialization.StringSerializer");
// BEBvaluelFE3ItE
props.put(ProducerConfig.VALUE_SERIALIZER_CLASS_CONFIG,"org.apache.kafka.common.serialization.StringSerializer");

Producer<String,String> producer = new KafkaProducer<>(props);
producer.initTransactions();
producer.beginTransaction();
try{
for(int i = 0; 1 < 5; i++) {
ProducerRecord<String, String> record = new ProducerRecord<>(TOPIC, Integer.toString(i), "MyProducer" + i)
/1 BHRE,
producer.send(record);
}
producer.commitTransaction();
}catch (ProducerFencedException e){
producer.abortTransaction();
}finally {
producer.close();

}
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<dependency>
<groupId>org.springframework.kafka</groupId>
<artifactId>spring-kafka</artifactId>
</dependency>

2. frapplication.propertiesHfit EkafkatB3& S5 540

#A R (KafkasSBE] #HHHHHHHE
spring.kafka.bootstrap-servers=worker1:9092,worker2:9093,worker3:9093
#HH (NIRCET BB #HHHHHH
# BIRE
spring.kafka.producer.retries=0
# MERH: 20D XEIAEH TR EEE KiXackiBIA (T, 1. all/-1)
spring.kafka.producer.acks=1
# ERN
spring.kafka.producer.batch-size=16384
# IREIFERY
spring.kafka.producer.properties.linger.ms=0
# EFFIRERR KRN
spring.kafka.producer.buffer-memory = 33554432
# Kafkaf@taumdI iR FHIMHE
spring.kafka.producer.key-serializer=org.apache.kafka.common.serialization.StringSerializer
spring.kafka.producer.value-serializer=org.apache.kafka.common.serialization.StringSerializer
wausasasast (B NEBEEE] taasasasassy
# BRARUHERAID
spring.kafka.consumer.properties.group.id=defaultConsumerGroup
=EEMRRoffset
spring.kafka.consumer.enable-auto—-commit=true
# RRoffsetiEr (FKRFHBREZARRoffset)
spring.kafka.consumer.auto—commit-interval=1000
# YkafkadgB#EoffsetFoffsetBETEEMIEEEBoffset
# earliest: EERNDXHH/)\Woffset;
# latest: EBEANDXPRMNoTf fset CERED XPHIF=EMNEIE) ;
# none: REF— O RAFEERRMof fset, ML FE;
spring.kafka.consumer.auto offset-reset=1latest
# SHESIERBATETE] (B X MIE consume ri&E & FE O, Sk rebalancegf)
spring.kafka.consumer.properties.session.timeout.ms=120000
# JHERIE KRBT 8
spring.kafka.consumer.properties.request.timeout.ms=180000
# KafkaleftiEaI R FoIMHE
spring.kafka.consumer.key-deserializer=org.apache.kafka.common.serialization.StringDeserializer
spring.kafka.consumer.value-deserializer=org.apache.kafka.common.serialization.StringDeserializer
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3. MAT{ERIELE A KafkaTemplate X% 8 510

@RestController
public class KafkaProducer {
@Autowired
private KafkaTemplate<String, Object> kafkaTemplate;
/] REHER
@GetMapping("/kafka/normal/{message}")
public void sendMessagel(@PathVariable("message") String normalMessage) {
kafkaTemplate.send('"topicl", normalMessage);

}

4. f{EF@KafkaListeneriXfi#FSIAERIHESE BI90:

@Component
public class KafkaConsumer {
// HBERT

@KafkalListener(topics = {"topicl"})
public void onMessagel(ConsumerRecord<?, ?> record){
JHEERIM N topic, partitionfUiER, FTENHERAS
System.out.pr1nt1n("|"aﬁ'i/é1§< "+record.topic()+"-"+record.partition()+"-"+record.value());
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